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Executive Summary 
D2.3 (“Initial 6G-INTENSE overall architecture”) is the result of the works of T2.2 (“Technical 
Specification of the architecture components”), T2.3 (“Zero-Touch automation architecture design”) and 
T2.4 (“Architecture design”). The vision of 6G-INTENSE is a new architecture model that separates 
service management and resource management, creating a novel paradigm that leverages intents as a 
main driver for the specification of requirements and constraints. This framework is the Distributed 
Intent-driven Management and Orchestration (DIMO) framework. In this document, we present the 
initial architecture of the proposed system, which is aligned with the requirements (functional/non-
functional) specified in the previous deliverable D2.2 (“Initial Requirements of architecture components 
and Zero-touch automation”). We also propose a new zero-touch automation approach that is integrated 
into the main components of the DIMO framework. This architecture is enabled by closed-control loops 
that are driven by intents. 

The DIMO framework consists of three core components: the tenant Domain Manager and Orchestrator 
(t-DMO), the Domain Manager and Orchestrator (DMO), and the Network Compute Fabric (NCF). The t-
DMO operates within the business-to-consumer (B2C) plane, while the DMO and NCF function within 
the business-to-business (B2B) management plane, the Network Operator domain plane, and the 
Resources Plane. This streamlined structure enables Vertical Service owners to seamlessly access and 
manage Network and Compute resources through t-DMO. Additionally, the integration of Native AI 
enhances lifecycle management, configuration, and service ordering for Vertical Users, paving the way 
for a self-managing system capable of autonomous optimization and self-healing.   

6G-INTENSE introduces an innovative intent-driven framework that enables the management and 
orchestration of vertical services by leveraging resource pools from different infrastructure providers. 
This approach aligns closely with recent standardization efforts, such as those by TeleManagement 
Forum (TM Forum) and European Telecommunications Standards Institute Zero-Touch Service 
Management (ETSI ZSM). In order to highlight this, we have mapped the proposed DIMO architecture to 
various frameworks established by Standards Developing Organizations (SDOs). This mapping 
highlights how the DIMO framework aligns with these architectures while also emphasizing the key 
distinctions that set it apart, advancing beyond the current state-of-the-art. 

A key innovation of the DIMO framework is the clear separation between vertical service management 
and the service management operations handled at the DMO level. In this approach, the t-DMO is 
responsible for the lifecycle management of vertical services and the integration of specific management 
functions. It interacts with the DMO using standardized intents via the TMF 921 API1, which is exposed 
by the DMO. As a global service management orchestrator, the DMO maintains a comprehensive view of 
the infrastructure. A crucial feature of the DMO is its East/West API, which facilitates communication 
with other DMOs across different regions, supporting roaming-like features. 6G-INTENSE integrates 
sensing as a key element of the architecture; the DMO makes resource allocation decisions based on an 
abstract view offered by the NCF. The DIMO framework introduces a novel NCF that represents an 
abstract layer that unifies and manages diverse 6G resource pools. Each resource pool is managed by a 
Local Manager and Orchestrator (LMO), incorporating different technologies (computing, networking, 
radio, and sensing). Building on this abstraction, DMO is able to make infrastructure-aware decisions 
based on the aggregated data provided by the NCF, representing a significant advancement beyond the 
current state of the art. In this document, we provide an in-depth exploration of the functional 
architecture of these components, detailing their internal components and interfaces. The design of each 
component is grounded in a comprehensive analysis of the functional and non-functional requirements 
outlined in the previous deliverable. We also define the integration of sensing in our architecture, 
making it a key element for decision-making by the DMO and NCF. 

An essential component of the DIMO architecture is “Sensing”, which plays a critical role in enabling 
intelligent and adaptive decision-making across the system. Sensing is deeply integrated into the 
architecture, particularly within the LMO components managed by the NCF. These LMOs incorporate 
sensing capabilities to continuously observe and interpret the real-time state of the end-devices. This 

 
1 https://www.tmforum.org/resources/specifications/tmf921-intent-management-api-user-guide-v5-0-0/ 
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data is abstracted and fed into the NCF, which synthesizes it to provide a unified, infrastructure-aware 
view to the DMO. Based on this information, the DMO can make optimized decisions about resource 
allocation, service placement, and performance tuning. Moreover, sensing enhances the fulfillment of 
intents by offering real-time insights into location, quality of experience (QoE), network conditions, and 
environmental factors. This enables more accurate, context-aware service assurance, fault prediction, 
and proactive adaptation.  

 Last but not least, 6G-INTENSE supports the native integration of AI/ML models, collectively referred 
to as the Native AI toolkit, through the introduction of a dedicated Native AI plane. This plane spans 
three architectural layers of DIMO: t-DMO, DMO, and NCF, and interacts with each via well-defined 
interfaces. The Native AI plane represents a key innovation in enabling automation for intent reasoning, 
declaration, negotiation, and decision-making across the autonomous domains envisioned in 6G-
INTENSE. The Native AI components incorporate AI/ML models that are embedded within the closed-
control loops operating at the Business, Service, and Resource levels of the architecture. Through this 
integration, 6G-INTENSE strengthens its zero-touch automation framework, leveraging intelligent 
models to enhance responsiveness, adaptability, and efficiency across all operational domains.  

In this document, we present an architecture regarding Native AI and its integration with the 
architecture components by enabling different sets of operations in the closed-control loops.  
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1 Introduction 

While 5G profoundly transformed mobile networks with its evolved architecture supporting increased 
capacity, spectral efficiency, and flexibility, the rapid growth of data-hungry, human-centered 
applications will soon exceed its capabilities. Consequently, both academia and industry are racing to 
shape the next-generation communication ecosystem, known as 6G, to drive the ongoing digitization of 
society. 6G will foster an industrial revolution and digital transformation, accelerating the creation of 
smart societies, improving quality of life, and facilitating autonomous systems, haptic communication, 
and smart healthcare, supporting all types of resources: computing, radio, networking, and sensing. 
Achieving these objectives sustainably requires new approaches to the architecture, federation, and 
orchestration of the 6G infrastructures. These new approaches necessitate multi-stakeholder 
ecosystems that promote synergies among Mobile Network Operators (MNOs) and owners of 6G 
resources. To this end, 6G-INTENSE proposes a novel Distributed Intent-driven Management and 
Orchestration (DIMO) framework that integrates a set of novel contributions to address the challenges 
of designing a novel architecture that can operate the distributed and diverse nature of 6G resources 
within a common framework.  

The initial 6G-INTENSE architecture that was introduced as per the Description of Action is presented 
in Figure 1. It highlights the global vision of the 6G-INTENSE DIMO, with an initial definition of the key 
components: the tenant platforms, which group both verticals and separate tenants that leverage 
Tenant Domain Manager and Orchestrator (t-DMO); the Domain Manager and Orchestrator (DMO) that 
operates at a service level making decisions considering the whole topology; the Network Compute 
Fabric (NCF), which abstracts the underlying 6G infrastructure defined as 6G resource pools. Each 
resource pool has a Local Manager and Orchestrator (LMO) that provides management and 
orchestration capabilities over the technological/administrative domain. As a transversal plane, 
Knowledge & Intelligence, which is detailed in this deliverable as the Native AI plane.  

 

Figure 1. Initial 6G-INTENSE General Architecture 

The deliverable D2.3 builds upon the initial version of the 6G-INTENSE architecture by providing a more 
detailed description of the DIMO framework while thoroughly exploring the internal structure and 
functionalities of the DIMO framework components. Besides having a root design of Figure 1, the 
updated version of the architecture considers and incorporates the requirements outlined in 
Deliverable D2.2, titled “Initial Requirements of Architecture Components and Zero-Touch Automation”. 
Further, the deliverable showcases the alignment of the 6G-INTENSE architecture with relevant 
standardization initiatives, particularly the TM Forum and ETSI ZSM.  

The DIMO framework devised in 6G-INTENSE introduces several innovations that are summarized as 
follows. Three new components for management and orchestration:   
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• t-DMO: This component is responsible for handling vertical services and processing service 
intents from the underlying DMO. It incorporates a business closed-control loop mechanism that 
interprets high-level user expectations—expressed in natural language—and orchestrates 
services accordingly. 

• DMO: operating at the service level, it receives service intent inputs from the t-DMO or directly 
from verticals. The deliverable details the internal structure of the DMO, interfaces, and roles 
within the architecture. 

• NCF: operating at the resource level, it provides an abstraction layer for resource allocation 
across heterogeneous technological and administrative domains. Given the integration of 
diverse 6G resource pools, this abstraction is essential for enabling distributed resource 
management. The deliverable explores the internal components, interfaces, and functional 
design of the NCF in depth. 

The pervasive integration of Native AI in a transversal manner across all the DIMO components 
mentioned earlier. This integration enables comprehensive intent management and decision-making 
across multiple domains. Native AI facilitates a range of essential functions, including intent translation, 
decomposition, reasoning, conflict resolution, actuation, and assurance. This deliverable thoroughly 
examines the role of Native AI within each architectural component and introduces the initial 
framework for Zero-Touch Automation, leveraging AI-driven capabilities to enhance automation and 
adaptability. 

Last but not least, the envisioned 6G-INTENSE architecture integrates sensing as a fundamental feature. 
Indeed, NCF leverages advanced sensing capabilities provided by sensing-capable edge nodes, which 
are abstracted for use by the DMO. This integration enables data-driven decision-making based on real-
time metrics. The deliverable explores the integration of sensing within the architecture in detail, 
illustrating its interaction with other components and demonstrating how it supports dynamic and 
informed management processes. 

1.1 Mapping 6G-INTENSE Outputs 

The purpose of this section is to map 6G-INTENSE Grant Agreement commitments, both within the 
formal Deliverable and Task description, against the project’s respective outputs and work performed. 
In this deliverable, we document the results of T2.2, T2.3, and T2.4 for advancing the 6G-INTENSE 
architecture. 

 

Table 1. Adherence to 6G-INTENSE GA Deliverable & Tasks Descriptions 

6G-INTENSE Task No. 
and Title 

6G-INTENSE GA Task 
Description 

Respective 
Document 
Chapter(s) 

Justification 

Deliverable D2.3 – Initial 6G-INTENSE overall architecture - Description of the 6G-INTENSE 
overall architecture design-Initial 

Task T2.3 – Zero-
Touch automation 
architecture design 

This task will focus on 
the automation 
architecture aspects, 
building on the TM 
Forum paradigm to 
design an Αutomation 
architecture with 
disaggregated decision 
automation and 
knowledge management 

6. Native AI 
Architecture 

discusses the Native AI 
architecture and its 
integration with the 
main architecture 
components. 
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within Autonomous 
Domains, loosely coupled 
with TMF 921 intent APIs 

Task T2.4 – 
Architecture design 

This task will detail the 
necessary architectural 
improvements that allow 
separating DMO and 
Network-Compute Fabric 
to overcome the 
limitation of MANO that 
handles only one type of 
resource. 

2.2.1 ETSI  highlights the reference 
6G-INTENSE 
architecture and 
discusses its mapping 
with the current 
standards. 

 

This task will provide a 
detailed specification of 
the DIMO framework 
taking considering 
requirements defined in 
T2.1 and T2.2. 

Additionally, this task 
will define the reference 
points and interfaces 
among the DIMO 
architecture 

3. Tenant Domain 
Manager and 
Orchestrator  

details the t-DMO 
design by defining its 
internal components, 
interfaces and the 
mapping between the 
requirements defined in 
D2.2 and its 
components. 

4. Domain 
Management and 
Orchestrator  

details the DMO design 
by defining its internal 
components, interfaces 
and the mapping 
between the 
requirements defined in 
D2.2 and its 
components. 

5. Network Compute 
Fabric  

details the NCF design 
by defining its internal 
components, interfaces 
and the mapping 
between the 
requirements defined in 
D2.2 and its 
components. 
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1.2 Deliverable Overview and Report Structure 

A brief overview of the structure of the rest of the document is detailed as follows: 

- Section 2 highlights the reference 6G-INTENSE architecture and discusses its mapping with the 
current standards. 

- Section 3 details the t-DMO design by defining its internal components, interfaces, and the 
mapping between the requirements defined in D2.2 and its components. 

- Section 4 details the DMO design by defining its internal components, interfaces, and the 
mapping between the requirements defined in D2.2 and its components. 

- Section 5 details the NCF design by defining its internal components, interfaces, and the 
mapping between the requirements defined in D2.2 and its components. 

- Section 6 discusses the Native AI architecture and its integration with the main architecture 
components. 

- Section 7 highlights the sensing architecture and its integration with the architecture. 
- Section 8 presents a high-level workflow of the 6G-INTENSE architecture. 
- Section 9 presents the conclusions of the deliverable. 
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2 Reference Architecture 
The DIMO framework presents a novel paradigm for next-generation service management by 
introducing key innovations in management and orchestration architectures. This approach is designed 
to overcome critical challenges faced by existing systems, such as increasing infrastructure complexity, 
the necessity for distributed architectures, the highly diverse technological domains composing 6G 
(computing – edge, cloud, and far edge; networking; radio; sensing) and the imperative integration of 
AI/ML algorithms. This section provides a comprehensive analysis of the proposed architecture as well 
as its alignment with two key standards designed to push 6G management to a new era of AI, namely 
TM Forum and ETSI ZSM.  

In the first subsection, we present the general overview of the revised 6G-INTENSE architecture, 
presenting its core components and their interactions. In the second subsection, we examine its 
alignment with the current state-of-the-art standards, demonstrating a significant advancement that 
extends beyond existing contributions in the field. 

 

2.1 General Architecture Overview 

The multi-stakeholder infrastructures envisioned in 6G, aligned with the network of networks concept 
of federated 6G RANs, will introduce an unprecedented level of network management complexity. This 
complexity arises from the vast scale and heterogeneity associated with dense, massive cells, cell-free 
Access Points, sensing, and Cloud-Edge-Continuum deployments. Managing such a large and diverse set 
of orchestration domains presents a significant challenge [1] .  

To overcome this complexity, the DIMO framework within 6G-INTENSE is designed to abstract and 
federate computation, communication, and sensing resources across an internet-scale architecture. It is 
governed by an intelligent orchestration paradigm capable of efficiently managing service requests from 
tenants while coordinating the underlying infrastructure resources. These resources span 
heterogeneous, multi-stakeholder 6G pools of resources, including Radio, Cloud, Edge, Deep Edge, and 
Transport elements. By leveraging a unified and intelligent orchestration approach, the DIMO 
framework enables dynamic, flexible, and scalable management of the complex federated 6G ecosystem. 

 

 

Figure 2. 6G-INTENSE General Architecture 
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Aiming at addressing the functional requirements outlined in D2.2 while supporting the innovative 
vision targeted in DIMO, the proposed architecture of 6G-INTENSE is organized into layers (Figure 2): 
t-DMO, DMO, and NCF, where each layer is responsible for a specific set of functional blocks. By adopting 
a layered architecture, the system becomes inherently modular, enabling each layer to be designed and 
evolved independently. This modularity promotes abstraction, as each layer encapsulates its internal 
implementation and exposes only the essential interfaces required for interaction with other layers. In 
6G-INTENSE, the key innovation lies in the clear separation of concerns among business management, 
service management, and resource management, ensuring a more structured, scalable, and flexible 
design. 

The NCF handles the interactions with various technological domains, providing 6G resources through 
LMO NBIs, thereby creating the 6G resource pool concept. The NCF manages the lifecycle of “resource 
intents” by abstracting access to 6G resources for the DMO and exposing standardized APIs and data 
models. This process is independent of the type of 6G resources, the resource provider, or the 
geographical location. The NCF is responsible for translating DMO requests (“resource intents”) into 
infrastructure intents, which are then used as inputs by LMO. This abstraction between the NCF and 
DMO allows for the dynamic integration of 6G resource pools; availability and addition of LMOs are 
completely transparent to DMO, which is crucial for managing highly dynamic far-edge scenarios (such 
as vehicles or Unmanned Aerial Vehicle (UAVs)). Another level of abstraction exists between DMO and 
t-DMO, where the t-DMO requests a vertical service in the form of a “service intent” to DMO without 
requiring any knowledge of the underlying resource or service capabilities. The DMO manages the 
lifecycle of the “service intent”, ensuring that the allocated resources from NCF continue to meet the SLA 
of the service intent. The final abstraction occurs between the t-DMO and the vertical entity, where the 
latter can express a vertical (or “business intent”) using natural language, abstracting all technical 
details from the vertical. Consequently, all low-level details (pertaining to resources and services) and 
the methods for enforcing the intent are completely abstracted. 

Overall, the layered architecture systematically addresses complexity by promoting modularity, 
abstraction, and separation of responsibilities, thus making the system more robust, scalable, and 
maintainable. As specified in D2.2, each layer component can belong to different business entities, which 
could significantly disrupt the 6G business model. 

On the other hand, to navigate the extreme complexities of the internet-scale ecosystem, the DIMO 
framework will offer full autonomy through actively reconciled Intent declaration and translation across 
all layers of the architecture. Intent-driven, continuously reconciling systems that represent the State-
of-The-Art (SoTA) in modern automation architectures [2] . An Intent provides knowledge to the 
autonomous system in the form of expectations and constraints, guiding the system toward achieving 
business goals [3] ,[4] . Intent-driven approaches can bridge the gap between application requirements 
and automated resource provisioning. However, existing Intent-based approaches typically target a 
single automation domain with a one-to-one mapping of declarative Intents to predefined policies, or 
they consider business directives to be imperative on the system, assuming a centralized Operations 
Support System/Business Support System (OSS/BSS) layer. This approach has significant limitations 
regarding scalability and reliability. To address these issues, the DIMO architecture adopts the TM 
Forum automation architecture paradigm, which proposes the federation of Autonomous Domains 
(ADs) [3] , finally, to the real-time resource domain. The TM Forum approach for federation is based on 
loose coupling via Intent APIs, as defined in the recently published TMF standard [3] . These ADs will be 
powered by AI/ML agents from the Native AI component. Native AI refers to an architecture where 
AI/ML is pervasive throughout the different components and technological domains, leveraging 
federated analytics [5] . 

The DIMO framework provides the first concrete approach toward this vision by proposing the concept 
of Native AI, which relies on a family of data-driven functions broadly applicable in all ADs. The Native 
AI concept in 6G-INTENSE is distributed over all the DIMO layers. Each layer uses Native AI to handle 
the intent life-cycle and derives decisions: t-DMO to handle the vertical intent life-cycle: translation, 
enforcement, and assurance; DMO to handle the service intents life-cycle: composition, enforcement, 
and assurance; NCF: to handle the resource intents: enforcement and assurance. Indeed, cognitive Intent 
handlers in 6G-INTENSE are utilized across all the DIMO layers. 6G-INTENSE adopts multiple cutting-
edge AI techniques and the latest advances in Large Language Models (LLMs), the importance of Intents 
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in network automation architectures. LLMs, are known for their ability to process and understand 
human language. This ability is particularly useful for intent translation, enabling users to specify intents 
in natural language, as proposed in [6] . The translation of intents from human language to service intent, 
rather than using resource intents, eases the adoption of intent-driven management practices. 

Furthermore, LLMs can facilitate the system’s status reporting in natural language. Users, including non-
experts in the area, can get an understandable status of ongoing network events, such as anomalies 
detected and resolved autonomously. This capability aligns with natural language-based intent 
reporting [7] . Another significant application of LLMs is resource negotiation, where LLMs interact with 
users in natural language to modify resource requests when initial intents are unfeasible.  

Additionally, the DIMO framework leverages Reinforcement Learning from Human Feedback (RLHF), 
which has proven instrumental in extending AI/ML-based models with human expertise. RLHF will be 
adopted as the main framework for resolving conflicts in task prioritization at the DMO layer as part of 
the Intent renegotiation process (e.g., when “soft” requirements, priorities, and conflicting stakeholder 
requirements are involved). The NCF and Resource layers can also leverage RLHF to readapt decision-
making policies, effectively tuning these policies online with new objectives as Intents are modified and 
renegotiated. Furthermore, the DIMO framework proposes the adoption of the Hierarchical 
Reinforcement Learning (HRL) paradigm to extend the capabilities of RLHF. Specifically, HRL is 
leveraged to recursively decompose sub-tasks arising from the Intent handler and RLHF selection 
process into horizontal actions (e.g., at the Network-Compute orchestration domain) or vertical actions 
(across ADs) [8] . The propagation of Intent and policies across the ADs will typically generate an implicit 
or explicit hierarchical relationship among the different AI/ML-based functions across the architecture. 
As human-generated Intents decompose into sub-tasks, objectives, and decision-making policies, these 
must be consistent with the Intents, objectives, and policies established by the layers above them. In this 
setting, the framework provided by HRL ensures the downstream propagation of Intents from the DMO 
down to the Resource Layer, maintaining consistency and compliance with the human-generated 
Intents. 

While we are mentioning only LLM and RLHF, other ML techniques can be seamlessly integrated into 
Native AI, such as Deep Reinforcement Learning (DRL), Deep Learning, Federated Learning, and Split 
Learning.  

2.2 Mapping with Standardization initiatives 

TM Forum and ETSI ZSM are two key standardization groups that advocate for concepts similar to those 
introduced by DIMO. The 6G-INTENSE architecture shares several concepts with both standardization 
groups but also introduces key innovations that go beyond the current standards. In particular, 6G-
INTENSE and TM Forum share common notions such as autonomous domain management, intent-based 
management, separation of business and service management, and the implementation of closed-
control loops at each system level. On the other hand, 6G-INTENSE and ETSI ZSM primarily share the 
concepts of closed-control loops and intent-based management. Given these conceptual overlaps, it is 
crucial to position and map the 6G-INTENSE architecture in relation to these two standards. This 
process should include a clear identification of the key innovations introduced by 6G-INTENSE, 
highlighting how they extend and enhance the existing concepts advocated by TM Forum and ETSI ZSM. 
Such a comparison will demonstrate the added value and unique contributions of the proposed 
architecture. 

2.2.1 TM Forum 

TMF's Autonomous Networks framework [9] provides a comprehensive vision for the future of network 
automation and autonomy. It defines key principles, architectural components, and functional blocks 
for building and managing autonomous networks.  

The principle of decoupled operational layers resonates with the current SoTA challenges on modularity 
and separation of service and resource orchestration layers, enabling independent evolution and scaling 
of network functions. Intent-driven open interfaces reflect the shift towards declarative management 
and standardized APIs, facilitating seamless integration and interoperability. Closed-control loop 
automation mirrors the focus on self-healing, self-optimizing networks, enabling continuous 
monitoring, analysis, and adaptation. 
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Furthermore, TMF's concept of endogenous intelligence aligns with the increasing adoption of AI/ML 
algorithms for network cognition and decision-making, enabling proactive adaptation to dynamic 
conditions. The principles of single-domain autonomy and cross-domain collaboration address the need 
for both localized decision-making and global coordination, ensuring efficient management of individual 
domains while maintaining overall network coherence [9] . 

 

Figure 3. 6G-INTENSE architecture mapping with TM Forum Autonomous Networks  

Figure 3 illustrates the mapping between the 6G-INTENSE proposed architecture and the TM Forum 
Autonomous Networks model. This mapping is essential to highlight the novelty of the 6G-INTENSE 
approach by referencing the TM Forum framework. Firstly, the business operations functions 
envisioned by TM Forum are divided into t-DMO and DMO in 6G-INTENSE for two main reasons. (1) The 
t-DMO represents a new business entity, which is decoupled from DMO to specifically handle vertical 
services. This separation ensures that vertical intents can be expressed using natural human language 
and that the lifecycle of the vertical service can be efficiently managed using Natural language-based 
Automation Techniques (NAT) algorithms. (2) The DMO also acts as a business entity, not only 
supporting t-DMO but also serving verticals directly. As a result, the DMO can support a broader 
business model by accommodating both service requests from t-DMO and direct vertical requests from 
t-DMO. This design approach facilitates the concept of Virtual Mobile Network Operators (MVNOs), 
similar to what was established in 4G and 5G. Secondly, the service operations are managed through a 
collaboration between DMO and NCF. In this context, 6G-INTENSE supports resource pools through the 
NCF abstraction, enabling the dynamic integration of new resources. This approach unifies the 
deployment of service intents across the 6G infrastructure by translating service intents into resource 
intents. This capability ensures that the service intent can be deployed seamlessly, regardless of the 
underlying 6G resource infrastructure. 

 

2.2.2 ETSI ZSM 

The objective of ETSI ZSM (Zero-touch Network and Service Management) [10] is to develop a fully 
automated and autonomous management framework for modern and future communication networks, 
including 5G and beyond. It aims to achieve end-to-end service and network management with minimal 
or no human intervention by leveraging AI-driven closed-control loop automation, intent-based 
management, and data-driven decision-making. The ETSI ZSM framework focuses on enhancing 
operational efficiency, service quality, and agility by introducing a modular, flexible, and scalable 
architecture that can support diverse use cases, including network slicing, service assurance, fault 
management, and performance optimization. Through this initiative, ETSI ZSM seeks to address the 
increasing complexity and dynamic nature of modern networks, enabling zero-touch operations. ETSI 
ZSM [11] focuses on intent-driven closed-control loops, enabling automated network configuration and 
management based on high-level intent specifications. Figure 4 illustrates the intent management 
hierarchy incorporated in the ETSI ZSM architecture. 
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Figure 4. A hierarchy of Intent Management depicted in a simplified ZSM framework architecture diagram [10]  

 

Figure 5. 6G-INTENSE architecture mapping with ETSI ZSM [10]  

The DIMO framework of 6G-INTENSE further advances the state-of-the-art in line with ETSI ZSM on 
intent-based closed-control loops in cross domains. DIMO implements the usage of intents from ETSI 
ZSM to define a service and autonomous management and orchestration process relying on the closed-
control loop approach. Figure 5 illustrates the mapping with ETSI ZSM and Intent-driven Closed-control 
Loops. This mapping highlights the innovative 6G-INTENSE approach, leveraging the ETSI ZSM 
framework [10] . End-to-end intent is managed by the t-DMO, which is responsible for vertical services 
that are expressed through natural language and managed throughout their lifecycle with support from 
the Native AI algorithms and dedicated knowledge. The DMO is responsible for implementing vertical 
tenant services and resources through the integration with NCF, which abstracts heterogeneous domain 
resources and manages them with distributed closed-control loops, accommodating the multi-domain 
nature of 6G and enabling localized decision-making for faster response times. This distributed 
approach aligns with ETSI's work on hierarchical and collaborative control loops[10] , facilitating 
interoperability and coordination across multiple domains. 6G-INTENSE integrates advanced analytics 
and AI/ML algorithms into the closed-control loop process of operations, enabling predictive scaling, 
proactive fault mitigation, and self-optimization capabilities.  
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3 Tenant Domain Manager and Orchestrator 
t-DMO is introduced as an innovative component in 6G-ITENSE to support vertical service management, 
which is decoupled from traditional service management (kept at DMO). Indeed, the t-DMO is a 
component belonging to an independent entity in the DIMO 6G framework that sells services to verticals 
without owning infrastructure or being in charge of enforcing the services on top of the 6G 
infrastructure, as the DMO does. As detailed in D2.2, t-DMO establishes a B2B agreement with the 
DMO(s) to deploy the vertical service (or business intent) as service intents and B2C with Vertical 
service owners. The t-DMO allows business entities to act as MVNO actors in 4G and 5G networks. It can 
be considered an intelligent BSS that relies on LLM to support natural language and uses Native AI to 
guarantee SLA for vertical services using a closed-control loop. The key functions of t-DMO are: 

• Provide Create Read Update Delete (CRUD) operations for vertical service (or business intent) 
using a chatbot channel using natural language, 

• Intent translation: Human language to “service intent” to be enforced through DMO, 
• Intent negotiation using the Chatbot communication channel, 
• Integrate a closed control loop to handle the vertical service life-cycle to track SLA and propose 

recommendations and decisions to DMO to improve SLA, 
• Billing and charging functions for verticals. 

To ensure the objectives of the t-DMO, we devise the following modules (as illustrated in Figure 6): i) 
Vertical Service Design and Composition, ii) Intent translation, iii) Vertical Service Life Cycle 
Management, Billing, and iv) Charging. The t-DMO interacts directly with the vertical service owner and 
uses DMO NBI to deploy a vertical service. The different modules are detailed in the next sections. The 
t-DMO integrates the Native AI algorithms, mainly: LLM to translate natural language intent into service 
intents and closed-control loops to support LCM procedures. Details on the Native AI algorithms and 
their components are presented in Section 6. 

 

Figure 6. Functional Design of the tenant Domain Manager and Orchestrator (t-DMO) 

3.1 Vertical Service Design and composition 

This module enables the vertical service owner to design and compose a 6G service efficiently. It 
enhances the intent refinement process by utilizing a catalog of predefined application blueprints that 
can be appended to the vertical service. Through this approach, the vertical owner can integrate existing 
applications from the catalog, such as monitoring tools like OpenTelemetry2 software, to collect Key 

 
2 https://opentelemetry.io 
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Performance Indicators (KPIs) from a service-level perspective. Service level KPI can be for instance: 
the Quality of Experience (QoE) measured by video application users, or the latency to access an 
application. In addition to monitoring applications, the catalog includes blueprints for TCP optimization 
algorithms, data management solutions (e.g., connections to data sources such as IoT devices or data 
spaces), and other specialized enhancements. As previously mentioned, interaction with this module is 
facilitated through the chatbot channel, ensuring a streamlined and interactive method for refining and 
improving the intent. 

3.2 Intent translation 

Since the 6G-INTENSE architecture enables the vertical owner to express its service and the targeted 
Service Level Agreement (SLA) using natural human language, this module relies on LLM-based 
generative AI algorithm, which will be fine-tuned to translate human language inputs into a vertical 
service request (“Service intent” request) to DMO, in order to be enforced on the 6G infrastructure. The 
intent is first decomposed into different domain-specific requests, i.e., covering different technological 
domains: RAN, networking, and computing. If the intent is successfully validated both semantically and 
syntactically, it is then refined and structured using the Vertical Service Design. The entire process 
leverages the chatbot channel of t-DMO to interact with the vertical, enabling iterative refinement and 
accurate translation of the intent. Once validated, the intent is translated into the format expected by 
DMO NBI, like TM Forum 921 API. The algorithms, primarily based on LLMs, are responsible for intent 
decomposition and translation and are derived from the Native AI components described in Section 6.  

3.3 Vertical Service LCM 

This is a critical module of the t-DMO, responsible for managing the entire lifecycle of a vertical service, 
including deployment, run-time management, and termination or CRUD operations. To deploy the 
vertical service request, t-DMO uses the DMO NBI. A vertical service consists of one or multiple 
applications. This step is executed after the business intent translation, which consists of translating the 
human-language intent into the format expected by the DMO, i.e., translating it to service intent. The 
DMO may reject the vertical service creation request due to insufficient resources or incompatibility 
with the requested resources. For example, IoT devices may be located outside the coverage area of the 
DMO, making it impossible to fulfill the request as initially submitted. When such a rejection occurs, the 
system enters into an intent negotiation process, which can be facilitated by a friendly interface, e.g., an 
LLM-based chatbot that recommends possible solutions to the service owner. This process involves 
communication with the vertical by suggesting adaptations to the requested resources and refining the 
intent to ensure that the vertical service can be successfully deployed and enforced by the DMO.   

Once the vertical service is deployed, the run-time procedures ensure that the vertical service SLA can 
be fulfilled. To this end, a closed-control loop per vertical service is instantiated, which tracks the 
vertical service performance and detects any anomaly or malfunction. The closed-control loop relies on 
the approaches used in the Native AI plane and is detailed in Section 6. 

3.4 Billing and Charging 

t-DMO includes billing and charging functions to charge the vertical when deploying services. The billing 
and charging functions consider the cost requested by the DMO to deploy the vertical service. There are 
two types of charging, online and offline. Online charging operates in real-time, validating a user’s 
balance before granting service access. This approach is commonly used for prepaid services, where a 
subscriber’s account is checked dynamically before making a call, using mobile data, or accessing digital 
content. Online charging ensures revenue assurance by preventing service usage beyond available 
credit. It also supports real-time notifications and balance top-ups, making it suitable for services like 
cloud gaming, video streaming, and mobile data usage. Offline charging records service usage in Call 
Detail Records (CDRs) or Event Detail Records (EDRs) and processes them later for billing. This 
approach is widely used in postpaid services, where customers use services first and receive an invoice 
at the end of the billing cycle. Offline charging requires mediation systems to aggregate data from 
multiple network elements before calculating charges. It is particularly beneficial for corporate 
accounts, enterprise billing, and roaming scenarios. The billing and charging functions executed at t-
DMO may rely on the monitored data collected from DMO and SLA status tracking to charge verticals. t-
DMO may detect SLA violations from DMO, which can then be used to negotiate billing and charging 
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terms with DMO. The outcome of these negotiations can be reflected in the final billing and charging 
adjustments for verticals.  

3.5 Interfaces 

The t-DMO has different types of interfaces: Northbound, Southbound, and Native AI. The Northbound 
API is exposed toward the vertical, the Southbound API communicates with the used DMO, and Native 
AI to integrate Native AI components (e.g., LLM for translation and closed-control loops). Table 2 
summarizes the interfaces used by t-DMO to communicate with verticals and the selected DMO.  

 Table 2. Tenant Domain Manager and Orchestrator (t-DMO) interfaces 

Tenant-Domain Manager and Orchestrator Interfaces 

IF-ID IF-Description 

IF-TDMO-1 t-DMO exposes a portal for vertical users to 
express a vertical service using human natural 
language. This interface is also used to explore 
the existing blueprint to append to a vertical 
service.  

IF-VRT-1 t-DMO uses this interface to send intent reports 
and Current Vertical service KPIs to vertical 
users. The intent report may include 
recommendations during an intent negotiation 
process.  

IF-DMO-1 The t-DMO interacts with the DMO by sending 
service requests to deploy a translated vertical 
intent. 

IF-TDMO-2 The t-DMO receives service-level KPIs and intent 
reports from the DMO. The service level KPI will 
be used by MS, while report may include intent 
negotiation if the initial intent is rejected. This 
interface is used to carry billing and charging data 
from DMO.  

IF-Native-AI-1 ML Models (mainly LLM) and Closed-control 
Loops integration for build and monitoring the 
Business intent. Knowledge base is used in the 
intent translation. Closed-control loops are 
identified at build time, or are created to maintain 
business intent objectives. The Closed-control 
loops are operating during business intent 
lifecycle and are updating the intent based on 
data and events exposed from DMO and Vertical 
applications. 

3.5.1 Northbound API 

IF-TDMO1 and IF-VRT1 are Northbound APIs designed to facilitate communication between t-DMO and 
the verticals. IF-TDMO1 enables verticals to express their intent for a vertical service using natural 
language, while IF-VRT1 is responsible for reporting the status of the intent. This status is assessed 
based on performance KPIs collected both from the DMO and the appended monitoring application, 
which tracks service-level KPIs. These two interfaces exclusively handle vertical service information, 
ensuring that all interactions with the verticals occur in natural human language through a chatbot-
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based approach for enhanced usability and accessibility. Combined, they allow the verticals to execute 
CRUD operations for a vertical service.   

3.5.2 Southbound API 

IF-DMO-1 and IF-TDMO-2 are the Southbound interfaces used by t-DMO to communicate with the DMO. 
These interfaces are responsible for enforcing the vertical service intent after it has been translated into 
the format expected by the DMO. IF-DMO-1 interacts with the DMO Northbound API to handle lifecycle 
management (LCM) procedures for vertical services, including the execution of decisions derived by the 
closed-control loop executed at t-DMO. Meanwhile, IF-TDMO-2 is used to collect monitoring data on 
running vertical services, as well as billing and charging information. Additionally, IF-TDMO-2 conveys 
information regarding the acceptability of a vertical service, specifying the reasons for any service 
rejection and facilitating intent negotiation. Both interfaces support CRUD operations for a service as 
supported by DMO.  

3.5.3 Native API 

IF-Native-AI-1 is the interface connecting the t-DMO (business layer) to the Native AI plane of 6G-
Intense for integrating the needed AI toolkit: algorithms and knowledge to translate intents and handle 
the LCM of business intents.  

3.6 Functional and non-functional requirement mapping to DMO modules 

Taking into consideration the functional and non-functional requirements of D2.2, Table 3 and 

Table 4 present each requirement (functional and non-functional, respectively) to the t-DMO module(s) 
addressing it.  

Table 3. Mapping of t-DMO modules to functional requirements 

Functional Requirements of the Tenant Domain Manager and Orchestrator (t-DMO) 

FR-ID FR-Description t-DMO module 

FR-TDMO-1 The t-DMO should allow tenants to design 
vertical services.  

Northbound API and Vertical Service 
Design and Composition. The Tenant uses 
a portal integrating a chatbot and 
application catalog, which can be 
appended to a vertical service.  

FR-TDMO-2 The t-DMO should allow tenants to 
request the instantiation of vertical 
services. 

Northbound API supporting human 
language and CRUD operations for 
vertical services.  

FR-TDMO-3 The t-DMO should allow tenants to specify 
their requests in a natural language. 

Northbound API and Intent translation. 
Vertical service request in natural 
language is supported by Northbound 
API. The Intent Translation module is in 
charge of Intent decomposition, 
validation and translation to a format 
expected by DMO.  

FR-TDMO-4 The t-DMO should allow tenants to 
enforce service-level constraints and 
requirements.  

Northbound API allows vertical to 
express a vertical service along of 
associated SLA.  

FR-TDMO-5 The t-DMO should allow tenants to view 
the service-level KPIs.  

Northbound API and Vertical Service 
LCM. A monitoring module included in 
the closed-control loop collects KPIs from 
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both the DMO and the monitoring 
application appended to a vertical 
service. It then exposes the collected KPIs 
to the vertical through the Northbound 
API. 

FR-TDMO-6 The t-DMO should allow tenants to update 
their service requests. 

Northbound API, Intent translation, and 
Vertical Service LCM. A vertical can 
update the service request at any time 
using CRUD operations supported by the 
Northbound API. Once the intent is 
translated, the LCM enforces the request 
by executing DMO CRUD operations 
through the Southbound API. 
Additionally, the closed-control loop 
within the Vertical Service LCM may 
initiate updates to the vertical service as 
part of adaptive management. 
Furthermore, service modifications can 
also occur during the intent negotiation 
process, ensuring that the requested 
resources align with the available 
infrastructure and SLA requirements.  

FR-TDMO-7 The t-DMO should allow tenants to 
request the termination of their vertical 
services. 

Northbound API through CRUD 
operations allows a vertical to stop and 
delete the intent. After the translation, the 
Vertical Service LCM takes over and 
enforces the request using CRUD 
operations supported by DMO.  

FR-TDMO-8 The t-DMO should allow verticals to 
monitor the cost of their service usage.  

Billing and Charging module in charge of 
indicating to verticals the cost of their 
service usage.  

FR-TDMO-9 The t-DMO should allow verticals to 
enforce business requirements on their 
vertical services. 

Northbound API allows vertical to 
express a vertical service along of 
associated SLA 

FR-TDMO-
10 

The t-DMO should integrate an Intent 
translation mechanism to map received 
requests to service Intents. 

Intent translation module that 
decomposes, validates and translates and 
intents to service request format 
supported by DMO.  

FR-TDMO-
11 

The t-DMO should include a closed loop 
for vertical service management. 

The Vertical Service LCM integrates a 
closed-control loop as defined in Section 
6.   

FR-TDMO-
12 

The t-DMO should collect service-level 
KPIs from the underlying service.  

The Vertical Service LCM, and specifically 
MS entity, collects KPI on the vertical 
service from both the DMO and the 
monitoring application appended to a 
vertical service. It then exposes the 
collected KPIs to the vertical through the 
Northbound API. 
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FR-TDMO-
13 

The t-DMO should propagate Intents to 
the DMOs using their exposed 
northbound interface. 

The Vertical Service LCM uses the DMO 
CRUD operations to deploy a vertical 
service translated from intent and 
enforce DE decisions.  

FR-TDMO-
14 

The t-DMO should only offer a restricted 
view of the vertical services.  

The Northbound API should support 
authentication and dedicated name space 
for each vertical.  

FR-TDMO-
15 

The t-DMO should perform data analytics 
on service-level KPIs for continuous 
closed-loop automation. 

The closed control loop of the Vertical 
Service LCM is running AI and ML 
modules to perform data analytics. More 
specifically this function is supported by 
AE agent.  

 

Table 4. Mapping of t-DMO modules to non-functional requirements 

Non-Functional Requirements of the Tenant Domain Manager and Orchestrator          

NFR-ID NFR-Description t-DMO module 

NFR-TDMO-1 The t-DMO should incorporate the latest 
LLM techniques for Intent translation. 

The Intent Translation module is in 
charge of translating human natural-
based intent into a service format 
accepted by DMO. The Intent Translation 
module incorporates state of art LLM 
approaches.  

NFR-TDMO-2 The t-DMO should provide a portal to its 
vertical users. 

The Northbound API will be also 
exposed through a portal. 

NFR-TDMO-3 The t-DMO should operate an 
Autonomous Domain following the TMF 
specifications and APIs. 

The t-DMO relies on one DMO (D2.1), 
therefore for only one autonomous 
domain.  
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4 Domain Manager and Orchestrator  
The concepts of Operator Federation and 6G Resource Pool management are envisioned as key aspects 
of future 6G ecosystems. A system architecture that supports orchestration at the internet scale is 
required to ensure operational agility and support the deployment and assurance of new services in 
such a complex ecosystem. To fill this gap, 6G-INTENSE proposes a ground-breaking DMO design 
(illustrated in Figure 7), offering Intent APIs towards uniform and consistent capability exposure and 
service requests from the t-DMO (B2B) and vertical users (B2C). The DMO operates an AD and handles 
the life-cycle of services, composed of vertical applications and supporting network functions, defined 
as “service intent”. The DMO integrates all necessary functional blocks to support service intent 
management, which consists of intent negotiation, enforcement, and insurance on top of the 6G 
infrastructure abstracted by NCF. The DMO keeps a global vision on the existing 6G infrastructure as 
exposed by the NCF. DMO composes with other DMOs via the east/west API to support the federation 
among different AD supporting functionalities, such as roaming between different countries. The DMO 
integrates a Native AI toolkit to support Intent Manager functions and Workflow Engine, integrating 
LLM, RL, RLHF, and closed-control loops to support the LCM of service intents.  

 

 

Figure 7. Functional Design of the Domain Manager and Orchestrator 

Usually, the DMO translates the vertical requests and needs, received from t-DMO or directly, into a 
service-level mesh, i.e., a service composed of the vertical applications in addition to appended network 
functions to support the 6G service, such as firewall, security functions, data collectors and aggregators, 
etc. The DMO uses the abstraction provided by the NCF to deploy the service mesh (set of vertical 
applications and Virtual Network Functions (VNF) that are chained together), on top of the 6G 
infrastructure, enabling common API usage, regardless of the type of resource (i.e., radio, networking, 
computing, and sensing).  The DMO covers an autonomous domain as defined by TM Forum[9] . The key 
functions of the DMO, as represented in Figure 7 are:  

- Service Intent enforcement (composition/placement/negotiation) and propagation on the 6G 
infrastructure, 

- Service LCM using Workflow (Intent Assurance – SLA), 
- Implement a closed-control loop for intent service run-time management, 
- Conflict Resolution among service requests, 
- Interface with other DMOs (East/West) (e.g., Roaming), 
- Billing and Charging.  
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It is worth noting that the DMO may include the t-DMO functions in case of direct interaction with 
verticals.  

To support the above-mentioned functions and requirements, we propose to divide the DMO into 
modules that interact with the NCF and the t-DMO and run the DMO-internal processes, such as the 
workflow engine. Figure 7 highlights the DMO structure and modules that include: i) Intent Manager, ii) 
Service Design, iii) Workflow Engine, and iv) Native AI integration. 

4.1 Intent Manager 

The DIMO architecture integrates intent-driven operations at all levels, with the Intent Manager serving 
as a key component in intent-based management systems. Within service management, the DMO 
incorporates an Intent Manager responsible for handling service-level intents—requests that specify 
expectations and requirements related to SLAs. The Intent Manager translates these intents to 
understand their requirements and expectations. To achieve this, advanced LLMs from the Native AI 
component embedded within the DMO are integrated. These LLMs, pre-trained on the standardized 
intent format, can accurately interpret and process service requests. The DMO also exposes a TMF 921 
API [12] for intent management, ensuring that received intents align with the TM Forum-defined format. 

The Intent Manager performs intent decomposition, breaking down high-level service intents into 
multiple subservices that other components can handle. This decomposition process can be guided by 
an LLM specialized in task breakdown. Since intents express expectations and requirements in a high-
level manner, fulfilling them often necessitates a series of tasks. The DMO oversees this process, 
leveraging its global view of the infrastructure. Additionally, it interacts with an abstracted 
infrastructure model, meaning it does not need to manage the detailed provisioning of each service 
directly. 

Another crucial role of the Intent Manager is to report back to the intent owner, which could be either a 
t-DMO or a vertical entity utilizing the DMO’s API. These reports follow a standardized format, like the 
one defined by TM Forum [9] , providing real-time updates on the fulfillment status of the intent. In cases 
where an intent cannot be fully realized, the Intent Manager facilitates negotiation and conflict 
resolution. It can engage with the intent owner to adjust constraints or modify requirements that are 
not feasible given the current infrastructure. 

4.2 Service Design 

The Service Design is in charge of creating a service mesh based on the requirements extracted by the 
Intent Manager. The service mesh is constituted by the vertical applications included in the vertical 
service intent and appended network functions to support the vertical service deployment on top of the 
6G infrastructure. The DMO maintains a catalogue of network functions that can be appended to a 
vertical service. Supporting network functions can be related to  

• Security: firewall, IDS, vulnerability scanners, etc,   
• Management: resource consumption analysis for billing and charging, O-RAN xApp, 5G NWDAF 

client, load balancer, service discovery, etc, 
• Data access: IoT device connectors, data collectors, etc.   

All the applications and network functions constituting the service mesh are natively cloud-native, 
which facilitates the mapping of the service mesh defined by the DMO to the 6G resource pools, 
particularly from the perspective of computing platforms (cloud, edge, and far edge).  A service mesh is 
described using any machine-readable format (i.e., JSON, YAML), comprising a detailed description of 
the applications and network function, including the software images and their associated SLA (needed 
computing resources, tolerated latency, geographical locations, etc.), the connection graph with 
requested link SLA (data rate, latency, tolerated loss, etc.) including access network details, which can 
be specified as requirements in term of connectivity type and locations.  

The service mesh description will be integrated into the resource intent to be requested by NCF.  
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4.3 Workflow Engine 

Once an intent is processed by the Intent Handler, the service design phase begins. Based on the 
contextual information provided by the Intent Handler, the DMO formulates a plan consisting of a 
sequence of tasks required to instantiate the desired service mesh. For the sake of clarity, let us assume 
that the objective is to instantiate a single service for the remainder of this subsection. 

To accomplish this, the DMO generates an adaptive workflow that outlines the necessary steps to fulfill 
the service intent. This workflow, along with its execution plan, must remain flexible and responsive to 
accommodate changes that may arise during the lifecycle of the service. These changes can originate 
from updates or refinements issued by the Intent Handler, modifications recommended by optimization 
systems, or constraints introduced by conflict resolution mechanisms. 

Such adaptability is essential to ensure that the instantiation and management of the service remain 
aligned with evolving user intents, resource availability, and operational policies. 

Figure 8 highlights the Workflow Orchestration concept for the DMO. The lifecycle of the Service Intent 
starts when an Intent handler receives the Service Intent. Upon receiving it, the Intent is sent to the 
Service Design and the Workflow Engine. 

The Workflow Engine is responsible for devising a plan for implementing the service and related intent 
requirements. The next step of the process is to send the plan to a Workflow Controller. The Workflow 
Controller will try to execute the plan and ensure that any requirements for the adaptation or retirement 
of the Intent that may occur are properly handled.   

In Figure 8,  two examples of Service plans are represented as Directed Acyclic Graphs (DAGs). They 
correspond to the deployment and retirement of resources associated with the service intents. The DAG 
on the left represents the translation of the Service intent into two Resource Intents, their consequent 
validation, and deployment. When the plan fails, the Workflow Engine and the Intent handler are 
informed to report the failure. If the plan succeeds, the information regarding the Resource Intents will 
be forwarded to the NCF for deployment. 

When the request to retire the resources arises, the Workflow Engine will request the termination plan 
from the Workflow Controller. This means that the DAG to be executed will contain the information of 
the Resource Intents to be terminated, as seen in the right DAG example in Figure 8. The termination 
procedure will start with the analysis of the resources to be terminated, and then the request to the NCF 
for the retirement of said Intent. These requests need to be handled by the Intent Handler.  

In all cases, when an ongoing task related to the intent lifecycle management starts, ends, or fails, the 
Intent Handler will be updated. 

 All service intents need to go through the workflow engine and be mapped into resource intents. This 
mapping takes into account the information coming from Service Design. For that reason, the Workflow 
Engine needs to know about the status of ongoing service intents. In the case of a change in the 
availability of resources or a change in service; the workflow engine needs to be warned. This ensures 
that the system can adapt to changes and deliver a Vertical service correctly.   



D2.3 Initial 6G-INTENSE overall architecture 

©6G-INTENSE  Page | 29  

 

Figure 8. Workflow Orchestration Concept 

A consideration for the Workflow Engine is the work of TM Forum. The specification in TMF701 [13]  
describes the above logic through the ProcessFlowSpecification and associated TaskFlowSpecifications, 
which define the orchestration blueprint. Upon receiving an intent, a ProcessFlow instance sequences 
TaskFlows—automated or manual—coordinating their execution, monitoring state transitions, and 
emitting events to validate outcomes or trigger remediation. This mirrors the Workflow Engine’s role 
in task sequencing, domain coordination, and feedback integration at the DMO level. 

4.4 Billing and Charging  

The DMO also includes billing and charging functions, which account for the t-DMO’s usage of the 
services provided by the DMO. These functions factor in the cost imposed by the NCF for utilizing 6G 
resources required to operate the DMO service, which may include one or multiple vertical services. 
Similarly to t-DMO, two types of charging mechanisms can be considered: online charging and offline 
charging. The DMO relies on the collected data from NCF and service SLA status tracking to charge the 
t-DMO for the resources used according to the model considered. Furthermore, during the service 
compositions, a network function helping to track the resource usage of the service intent is appended 
to help the charging and billing process at the DMO. The DMO may detect SLA violations from NCF, which 
can then be used to negotiate billing and charging terms with NCF. The outcomes of these negotiations 
can be reflected in the final billing and charging adjustments for the t-DMO.  

As for the t-DMO, the charging and billing functions may be based on techniques such as in CDRs or EDR. 

4.5 Interfaces  

Highly inspired by the TM Forum specifications, the following DMO APIs are defined which are used to 
exchange Intents and Intent reports with tenants, NCF, other DMOs, and integration of Native AI toolkit: 
(a) Northbound Intent APIs that receive requests from tenants, requesting services such as vertical 
service instantiation in a given coverage area, with certain requirements, and constraints; (b) 
Southbound Intent APIs that send resource Intents and receive reports on Intent fulfilment from the 
NCF; (c) Westbound APIs to expose capabilities and send/receive service requests to/from other DMOs 
(e.g., to request/provide service outside one's coverage area); (d) Native AI API to integrate Native AI 
toolkit for intent management as detailed in Section 6. Table 5 presents a summary of these APIs  
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4.5.1 Northbound API 

The Northbound API (IF-DMO-1) allows the t-DMO interaction with the DMO by submitting service 
requests, including vertical service instantiation in specific areas. Tenants can define their service 
requirements and constraints, such as desired QoS levels or coverage areas. This interface captures the 
service intent following the TMF921, translating their needs into actionable requests for orchestration, 
enabling the DMO to provision and manage services across the 6G infrastructure effectively. 

4.5.2 Southbound API 

The Southbound API (IF-DMO-2) facilitates communication between the DMO and the NCF, allowing the 
DMO to manage network resources. Through this interface, the DMO sends resource intents to the NCF, 
specifying the resources needed to fulfill tenant service requests and enforce the service mesh 
encapsulated in the Intents. It also receives feedback from the NCF on resource availability and 
fulfillment, helping the DMO to monitor and adjust services in real-time, ensuring that required 
resources are allocated efficiently. 

4.5.3 East West API 

 The East/West API (IF-DMO-3) enables the DMO federation, allowing different DMOs to exchange 
capabilities and service requests across regions or autonomous domains. This interface supports 
roaming services and service provisioning outside a DMO's coverage area, ensuring that tenants can 
access services seamlessly, even across different geographies. By exposing services and capabilities to 
other DMOs, the interface helps create a unified 6G ecosystem where various DMOs collaborate to 
provide a consistent, global service experience. 

4.5.4 Native AI API 

IF-Native-AI-2 is the interface connecting the DMO (service layer) to the Native AI plane of 6G-Intense 
for integrating the needed AI toolkit: algorithms and knowledge to support Intent Manager functions 
and Workflow Engine, integrating LLM, RL, RLHF, and closed-control loops to support the LCM of service 
intents.  

Table 5. Domain Manager and Orchestrator (DMO) Interfaces 

Domain Manager and Orchestrator Interfaces 

IF-ID IF-Description 

IF-DMO-1 The DMO exposes a northbound interface 
towards t-DMO to specify service requests. 

IF-DMO-2 The DMO uses a southbound interface to allow 
resource owners to onboard/offboard resource 
regions. 

IF-DMO-3 The DMO exposes East/West interface 
toward other DMOs by exposing its 
capabilities, sending/receiving requests from 
other DMOs. 

IF-Native-AI-2 ML Models  and Closed-control Loops integration 
for building and monitoring the Service intent. 
Knowledge base is used in the intent translation. 
Closed-control loops are identified at build time, 
or are created to maintain service intent 
objectives. The Closed-control loops are 
operating during service intent lifecycle and are 
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updating the intent based on data and events 
exposed from NCF and t-DMO. 

 

4.6 Functional and non-functional requirement mapping to DMO modules  

Taking into consideration the functional and non-functional requirements of D2.2, Table 6 and Table 7 
present each requirement (functional and non-functional, respectively) to the DMO module(s) 
addressing it.  

Table 6. Mapping of DMO modules to functional requirements 

Functional Requirements of the Domain Manager and Orchestrator (DMO) 

FR-ID FR-Description DMO module 

FR-DMO-1 The DMO interfaces should support Intent 
specifications. 

Intent Manager ensures intent 
specifications are supported via the TMF 
921 API, aligning with standardized 
intent formats and leveraging LLMs for 
accurate interpretation. 

FR-DMO-2 The DMO should expose a northbound 
interface for specifying service requests.  

Intent Manager provides an interface for 
vertical entities and t-DMOs to specify 
service requests, ensuring intent 
decomposition and service mapping. 

FR-DMO-3 The DMO should perform service design 
based on the received requirements. 

Service Design module creates a service 
mesh by composing network, compute, 
and data functions based on extracted 
requirements from the Intent Manager. 

FR-DMO-4 The DMO should incorporate decision 
engines to perform closed-loop control. 

Workflow Engine and Native AI enable 
autonomous service assurance through 
AI-driven feedback loops and dynamic 
service optimization. 

FR-DMO-5 The DMO should incorporate Intent 
handler functions to process the received 
Intent. 

Intent Manager processes incoming 
intents, translating high-level service 
requests into actionable tasks and 
ensuring SLA alignment. 

FR-DMO-6 The DMO should propagate Intent to the 
network compute fabric as a resource 
Intent. 

Intent Manager interacts with the NCF, 
translating service-level intents into 
resource-specific intents that guide 
infrastructure provisioning. 

FR-DMO-7 The DMO should operate in a limited 
administrative coverage area.  

DMO functions within an autonomous 
domain, ensuring operations are confined 
to a specific administrative scope. 

FR-DMO-8 The DMO should expose its capabilities to 
East/West DMOs. 

East/West DMO Interface allows 
capability exposure to other DMOs, 
supporting roaming and inter-domain 
service continuity. 
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FR-DMO-9 The DMO should leverage East/West 
interfaces to request service 
configurations in other coverage areas. 

East/West DMO Interface facilitates 
cross-domain service orchestration, 
enabling requests for service 
configurations beyond its coverage. 

FR-DMO-10 The DMO should collect Intent reports 
regarding the infrastructure state from 
the network compute fabric.  

Intent Manager gathers infrastructure 
state reports from the NCF, ensuring real-
time monitoring and intent assurance. 

FR-DMO-11 The DMO should have a global view of the 
network.  

Intent Manager maintains a holistic 
infrastructure model, ensuring a high-
level view for optimal service 
orchestration. 

FR-DMO-12 The DMO should perform Intent 
renegotiation with the other functional 
blocks.  

Intent Manager supports intent 
renegotiation by engaging with other 
functional blocks to modify constraints 
and ensure feasibility. 

FR-DMO-13 The DMO should resolve conflicts over 
service requests.  

Intent Manager incorporates conflict 
resolution mechanisms to prioritize and 
adjust competing service requests. 

FR-DMO-14 The DMO should allow a resource owner 
to onboard a resource region. 

Workflow Engine enables resource 
owners to onboard a resource region, 
managing the lifecycle and integration 
into the DMO ecosystem. 

FR-DMO-15 The DMO should allow a resource owner 
to delete a resource region. 

Workflow Engine supports the safe 
deletion of resource regions, ensuring 
proper service reallocation. 

FR-DMO-16 The DMO should allow a resource owner 
to specify details regarding a resource 
region, such as coverage, capabilities, and 
pricing. 

Workflow Engine allows resource owners 
to specify coverage, capabilities, and 
pricing details for a resource region. 

FR-DMO-17 The DMO should allow a resource owner 
to update a resource region. 

Workflow Engine ensures that resource 
owners can update coverage, capabilities, 
and service policies dynamically. 

FR-DMO-18 The DMO should allow a resource owner 
to remove a resource region. 

Workflow Engine handles the removal of 
resource regions while maintaining 
service continuity. 

FR-DMO-19 The DMO should adopt the generalized 
concept of service mesh. 

Service Design module implements a 
service mesh approach, composing 
microservice-based architectures for 
flexible service delivery. 

FR-DMO-20 The DMO should perform topology-aware 
placement.  

Workflow Engine ensures service and 
function placement is optimized based on 
network topology and resource 
availability. 
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FR-DMO-21 The DMO should perform a cost/benefit 
analysis. 

Billing and Charging module support 
economic evaluations by analyzing 
resource usage costs against service 
performance. 

FR-DMO-22 The DMO should leverage the knowledge 
base from the Knowledge and Intelligence 
to perform Intent actuation. 

Native AI module utilizes historical 
knowledge and analytics to enhance 
intent processing and service 
optimization. 

 

Table 7. Mapping of DMO modules to non-functional requirements 

Non-Functional Requirements of the DMO 

NFR-ID NFR-Description DMO module 

NFR-DMO-3 

 

The DMO should leverage 
supervised/unsupervised learning 
models to perform cause analysis. 

Native AI leverages supervised and 
unsupervised learning models to perform 
root cause analysis, enabling automated 
troubleshooting and proactive issue 
resolution. 

NFR-DMO-4 The DMO should operate an Autonomous 
Domain following the TMF specifications 
and APIs. 

DMO Architecture ensures that the DMO 
operates as an Autonomous Domain, 
adhering to TMF specifications and 
exposing standardized APIs for 
interoperability. 
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5 Network Compute Fabric 
The NCF provides an abstraction layer for resource allocation across heterogeneous technological and 
administrative domains. Given the integration of diverse 6G resource pools, this abstraction is essential 
for enabling distributed resource management and achieving the separation between service and 

resource management. Figure 9 presents the functional design of the NCF, which is responsible for 
translating the intents received from the DMO into action for resource configurations.  

 

 

Figure 9. Functional Design of the Network Compute Fabric 

As mentioned earlier, NCF is the abstraction layer between the various DMOs and resource providers 
(managed by LMOs), aiding in the separation between service management and resource management 
and undertaking the latter as its responsibility. The NCF abstracts the complexity retrieved from the 
underlying infrastructures LMOs (RAN, IaaS/PaaS, Deep Edge, Transport (SD-WAN), and sensing) and 
offers a unified intent-based (“resource intent”) API for DMOs services requesting resources across the 
technological domains.   

To ensure its objectives, the NCF is implemented through the following components:  

• Intent Manager – processes intents and manages their lifecycle from service build and during 
operations, 

• Common Data Model – information model used to interface with DMOs, 
• Resource Discovery – resource catalog, pools management and onboarding from LMOs for 

inventory management in real-time, 
• Observability – receives metrics and events from dynamic networks, stores them in the data 

lake, and compiles resource performance, monitors QoS, works with Native AI components to 
update intents and keep the knowledge base updated, 

• Cross Domain Integration – interfaces with LMOs for resource management and control, 
• Interaction and integration of Native AI – ML algorithms, local domain knowledge base and 

closed-control loops used to operate resources as requested in intent, 

The NCF interacts with multiple DMOs through the Intent API for intent-based resources, reports, and 
unifies all underlying resource types as a continuum, and exposes an abstracted view of the 
infrastructure topology to the DMOs. The NCF receives through the Intent API the resource requests 
from the DMOs and performs the “Intent” translation to determine the suitable expected resources. The 
NCF architectural layer evolved to provide cross-domain integration that ensures the dynamic 
management of the resources of the various technological domains by interacting with different types 
of LMOs (computing, radio, networking, data management (IoT), and sensing).  
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NCF aims to go beyond decentralized services and cloud and data federations by combining 
interoperable resource domain management with Native AI integration for closed-control loop 
frameworks and Machine Reasoning (MR) AI Models that make AI Operations (AIOps) possible. A 
comprehensive process of dynamic real-time monitoring is managed autonomously in the context of 
intent, as defined by business users through the service intent from DMO(s). Service and Resource Order 
Management has evolved from standard declarative APIs to include Intent APIs, Closed-control Loop 
services, AI Models for MR, and Resource Performance real-time updates. This evolution supports the 
calculation of QoS based on metrics collected from resource domains, the reception of events and 
alarms, and the development of diagnoses to enable predictive monitoring and actionable resource 
configuration.  

Intent-driven resource Orchestration features concern the translation of high-level resource intents 
based on TMF921 into resource allocation commands, including the following capabilities: 

• Integration of Native AI, using closed-control loops, LLMs, and Machine Reasoning for intent 
reasoning and parsing/decomposition, 

• Dynamic mapping of service requirements to available compute/network resources, 
• Conflict resolution, policy definition, and ensuring QoS-aware service execution based on SLAs 

through intent renegotiation. 
Dynamic Computing and Network Resource Allocation features enable adaptive scaling, optimization, 
and adaptation of compute/network resources based on real-time demand, including the following 
capabilities: 

• Dynamic allocation of CPU, GPU, and network resources based on workload demands, 
• Ensuring QoS-aware AI execution, balancing latency, compute cost, and power efficiency, 
• Use of AI-driven workload offloading to reassign tasks between Cloud, Edge, and Deep Edge 

nodes when necessary. 
Multi-Tenant and Federated Resource Management provide support for secure, multi-stakeholder 
collaboration within the 6G infrastructure, i.e., ensuring secure and isolated access to shared AI, 
compute, and network resources for different tenants while enabling multiple independent providers 
to collaborate, optimize resource usage, and improve service delivery.  
 

5.1 Intent Manager  

The Intent Manager of the NCF is responsible for translating the service-level intents received from the 
DMO, into specific configurations of the underlying resources across LMOs. Its key functionality is to 
ensure the proper fulfillment of service requests while efficiently managing the available resources and 
their capacity within the domains.  

The Intent Manager performs intent decomposition, breaking down service intents received from the 
DMO into resource configurations that can be deployed at the LMOs. This decomposition process is 
handled through ontology schemas defined by the intent API implementation and closed-control loops 
identified by the Intent Manager. The closed-control loop identifies specific resource configurations by 
working with the Native AI and selected algorithms trained on resource knowledge which will provide 
the output needed to identify the corresponding resource functions and their configurations needed to 
fulfill the intent. NCF interacts with the Resource Catalogue, and Resource Inventory to learn about 
available types of resources and their active instances, the capacity usage, and uses Resource Pools 
Management to onboard new LMOs or additional resources when needed. NCF orchestrates this 
process, managing the lifecycle of intent, closed loops, and global conflicts with the integration with 
Native AI.  

NCF Intent Manager and its components create a closed-control loop automation system that translates 
high-level service goals into efficient and adaptable resource orchestration across the entire Network 
Compute Fabric, by using syntactic analysis in the intent API, then semantic analysis with support from 
NAT. Native AI is used during intent interpretation for semantic analysis, using trained algorithms. 
Native AI supports the closed-control governance and conflict resolution process with specific 
algorithms and data sets from the local resource knowledge base. 
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For more details on Native AI components and their integration with the Intent manager reader may 
refer to Section 6. 

On the other hand, NCF’s Intent Manager is responsible for reporting back to the intent owner, the DMO 
service. The reports provide updates on the status of the intent, and when the intent is affected by 
changing conditions in the resource domains, the Intent Manager facilitates negotiation and conflict 
resolution.  

5.2 Common Data Model 
The Common Data Model constitutes a unified structure for the data representation in the 
communication of the NCF with the DMOs, ensuring consistency and enabling efficient interactions. It 

provides standardized data entities complying with a uniform data schema, offering two functionalities: 

receiving resource intents from the DMOs level and exposing resource and service-related information 
to the DMOs. 

The resource intents requested by the DMOs follow a common data model and are expressed in a 
readable format for the Intent Manager, which is then able to further act on the intents and interact with 

the Cross-Domain Integration module to extract the resource requirements and enforce the relevant 

policies on the underlying infrastructures. Besides enabling the DMOs to request resources in a unified 
way for any resource or infrastructure type, the common data model also allows the NCF to publish 

Intent Reports about the Intent lifecycle to the DMOs. TM Forum TMF921 API [12] is an example of such 

a format. Intent Management operations and providing a robust foundation for defining a common 
northbound data model in NCF. In general, the common data model describing a resource intent would 
include information such as: 

• Resource Type that is being requested, among the various computing, networking, sensing and 

storage resources of the CEC, such as network functions, edge/cloud or RAN resources, 
spectrum, and devices. The Resource Catalog component provides an abstraction layer for 
resource types available, hiding the complexities of the underlying resource pools. 

• Action/Operation that needs to be performed on the network, which could be related to 
resources provisioning, configuration setups or modifications, QoS adjustments, or even self-

healing/adaptation capabilities, and more advanced actions. 

• Any specific information about the context or scope that applies to the resource, such as the 
project, location/geographical area, business domain, or environment (development, 

production), as well as any specific parameters or attributes that are relevant to the resource. 

• Constraints or preferences for the requested resources, corresponding to hard or soft 

requirements respectively, which may be related to performance requirements (e.g., bandwidth, 

latency, etc.), CPU/RAM, energy, location, nodes prioritization, load balancing/prediction. 

• Potential access rights may need to be defined for the requested resources. 

The northbound interface of the NCF also supports data models for the resource and service information 
exposure to the DMOs. Resource abstraction allows the network to isolate physical resources from 
higher-level services and applications.  

5.3 Resource Discovery 

The Resource Discovery component has the role of maintaining a virtualized representation of the 
underlying resources inside NCF. It is comprised of a resource catalog, resource pool management, and 
resource inventory, and provides features such as resource discovery, resource type and capability 
detection, infrastructure registry, state management, and resource capacity monitoring. It achieves 
discovery by integrating with LMO resource pools using APIs to gather real-time updates on the 
available resource types and available pools as per the LMO provided capacity, and maintains data on 
resource availability, capacity, and state by real-time monitoring and actuation of intents from build to 
monitoring phases, enabling accurate and dynamic resource discovery and management.  
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Resource Discovery helps to build a topology of exposed resources of LMO, and abstracts them to DMO, 
achieving an important feature for abstracting the available 6G resource pool. The LMO resources can 
be organized by type, covered geographical location, number of available resources, latency of access, 
etc., allowing a global overview of resources from a DMO perspective. All the details regarding the LMO 
serving specific resources and how to access them are abstracted to the DMO.  Resource exposure is 
achieved by providing an API for DMOs to check intent feasibility, as well as check dedicated resource 
availability and capacity. It uses the Resource Catalog to select the type of resource, then identifies in 
the Resource Inventory any instance of that type of resource, its capacity, and the hosting LMO, uses 
Resource Pools to determine other available resources in the LMO pool or other LMOs that provide 
similar resources. 

 

5.4 Observability  
At the lowest level, the 6G resource pools such as computing, networking, storage, radio, and sensing 
resources are orchestrated and managed by the respective LMO, to which they are often abstracted as 
logical resources through virtualization technologies such as NFV (Network Function Virtualization) 

and SDN (Software-Defined Networking). Therefore, the LMO is able to dynamically manage and 
allocate resources across various services, ensuring efficient, scalable and optimized resource usage 

according to requirements and predefined policies. All LMOs include their own approaches for the 
collection of information and metrics relevant to their underlying infrastructure, such as network and 

resource metrics related to performance, health, or state. These metrics are exposed to the NCF and 
handled by the Observability modules. The relevant monitoring and data aggregation processes that 
take place at the Observability modules of the NCF level produce information. The NCF will select which 
one can be exposed to DMOs, in a readable by them format, to be used as a basis for service monitoring 

and adaptation through the Native AI. 

The NCF’s analysis provides intent reports to the Intent Manager for resource performance related to 
the monitoring of the intent SLA’s fulfillment and potential issues related to the resource’s allocation. It 
handles conflict resolution, as the Intent Manager conflict resolution component receives the data to 
identify global conflicts and to trigger Intent Manager negotiation with the DMO. The Observability 
features support the data-driven decision-making for Intent Manager and use Native AI to make 
informed decisions. 

Observability relies on data collection from active resources using the Resource Monitoring API; it 
receives metrics and network events, stores them in the Data Lake, and processes them to compile 
resource performance and the impact on QoS. Once events are collected, active closed-control loops 
process the new data and update the intent; using Native AI integration, it updates the knowledge base 
with rewards, policies, states, and actions from Reinforcement Learning (RL) algorithms, datasets, and 
reports, then notifies updates that impact Intent lifecycle in the Intent Manager. 

 

5.5 Cross-Domain Integration 

Cross-domain integration is a critical capability of NCF, ensuring that LMOs can interoperate efficiently 
with the NCF. This integration is crucial for achieving intent-based actuation and orchestration, 
optimizing resource allocation, and supporting multi-domain AI-driven decision-making. 

As shown in Figure 9 the cross-domain integration layer of the NCF is structured around three 
fundamental principles: 

• Resource Management: Concerns the dynamic management of resource pools, allowing real-
time adaptation to infrastructure changes, ensuring that resource allocation can adapt to real-
time demands (such as the availability of far edge nodes due to mobility), optimizing service 
performance while considering factors such as latency, energy consumption, and computational 
efficiency. Cross-domain integration is responsible for onboarding, updating, and removing 
resource pools dynamically to align with evolving service requirements through communication 
with the relevant Resource Discovery modules, which hold the information and metadata 
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regarding the resources. This ensures that heterogeneous resource pools across multiple 
domains can be managed dynamically and efficiently, facilitating scalable, multi-tenant AI-
driven orchestration. 

• Resource Control and Optimization: The NCF will integrate different types of LMOs, ensuring 
interoperability among diverse network and compute orchestrators. The NCF can achieve that 
through intent-based APIs and connectors, which translate high-level resource intent requests 
into LMO-specific configurations.  The optimal resource allocation is decided by the NCF, taking 
into account all the different underlying infrastructures and forming the optimization strategy 
based on hard and soft requirements. Hard requirements may include the minimum amount of 
computing resources needed to run a service, e.g., CPU/GPU/RAM, whereas the soft 
requirements may concern potential preferences and relevant specified constraints regarding 
the service deployment, e.g., location, energy, load balancing, latency/bandwidth 
minimization/maximization, node constraints. 

• Resource Function Activation & Configuration API: It concerns LMO-specific policy generation, 
which enables tailored resource management based on domain-specific policies and constraints. 
This is a critical aspect of cross-domain integration that ensures compliance with SLAs, 
regulatory constraints, and performance objectives. Each LMO operates under different 
administrative, operational, and technical constraints. To ensure efficient and seamless cross-
domain orchestration, NCF dynamically generates and enforces policies specific to each LMO, 
aligning with its capabilities, constraints, and governance rules. The NCF must be able to 
communicate with all different LMOs by integrating their domain-specific language and 
adjusting to their endpoints. Potentially required refinements could also need to be performed 
by each LMO in their Northbound Interface to adapt to NCF specifications. 

Cross-Domain Integration supports the management of resources needed in the resource build after the 
configuration and specifications have been identified in the Intent Manager component. Actuation of the 
resource specification is executed through the LMO API towards diverse resource domains. The PoC 
resources and adjacent configurations to be implemented are listed here.  

Cross-domain integration, used for JCS Integration, Deep Edge integration, and SD-WAN Controller 
integration, refers to the ability of different technological domains or layers within the system to 
communicate and coordinate their functions to achieve overarching goals; JCS Integration focuses on 
providing a sensing framework for environmental, infrastructural, and performance data, while Deep 
Edge integration emphasizes resource control, service lifecycle management, and optimization at the 
network's edge, and the SD-WAN Controller integration delivers overlay management, QoS 
management, traffic engineering, failover control, and infrastructure WAN resource management, all 
highlighting the interconnectedness and collaborative potential when traditionally separate control 
planes are brought together for enhanced efficiency, automation, and overall system intelligence. 

5.6 Functional and non-functional requirement mapping to NCF modules  

Table 8 and Table 9 below list the functional and non-functional requirements and how each of them is 
fulfilled by the NCF components. 

 

Table 8. Mapping of NCF modules to functional requirements 

FR-ID FR-Description Explanation NCF Module 

FR-
NCF-1 

The Network 
Compute Fabric 
should allow adding 
a new resource pool. 

The Resource Pool and Capacity Management 
module enables dynamic addition of new 
resource pools to the NCF, expanding the pool of 
available resources for service deployment and 
enhancing the system’s scalability and flexibility. 

Resource 
Catalog 
Management, 
Resource Pools 
and Capacity 
Management 
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FR-
NCF-2 

The Network 
Compute Fabric 
should allow 
updating resource 
pools. 

The Resource Pool and Capacity Management 
module allows modifications to existing resource 
pool configurations, including updates to 
capacity, capabilities, or access policies, ensuring 
that resource information remains current and 
aligned with evolving needs. 

Resource 
Catalog 
Management, 
Resource Pools 
and Capacity 
Management 

FR-
NCF-3 

The Network 
Compute Fabric 
should allow the 
deletion of resource 
pools. 

The Resource Pool and Capacity Management 
module enables the removal of obsolete or 
unused resource pools, optimizing resource 
utilization and preventing unnecessary resource 
consumption. 

Resource 
Catalog 
Management, 
Resource Pools 
and Capacity 
Management 

FR-
NCF-4 

The Network 
Compute Fabric 
should allow the 
configuration of 
resource pool 
capabilities. 

The Resource Catalog Management module 
facilitates the definition and configuration of 
capabilities for each resource pool, specifying the 
supported service types and functionalities, 
enabling efficient matching of services to 
appropriate resources. 

Resource 
Catalog 
Management, 
Resource Pools 
and Capacity 
Management 

FR-
NCF-5 

The Network 
Compute Fabric 
should expose data 
regarding the state 
of infrastructure. 

The Resource Inventory Management module 
provides real-time visibility into the state of the 
infrastructure, including resource availability, 
utilization, and performance metrics, enabling 
informed decision-making and proactive 
management. 

Resource 
Inventory 
Management 

FR-
NCF-6 

The Network 
Compute Fabric 
should leverage a 
unified data model 
to expose resources 
from different 
domains. 

The Resource Catalog Management module 
employs a standardized data model to represent 
resources from various domains (e.g., cloud, 
edge, deep edge), enabling seamless integration 
and management of heterogeneous resources 
across the network. 

Resource 
Catalog 
Management 

FR-
NCF-7 

The Network 
Compute Fabric 
should allow 
resource 
orchestration over 
multiple domains. 

The Intent Lifecycle Management module 
supports resource orchestration across different 
domains, coordinating resource allocation and 
service deployment across multiple resource 
pools and locations to meet service 
requirements. 

Intent Lifecycle 
Management 

FR-
NCF-8 

The Network 
Compute Fabric 
should allow QoS 
enforcement. 

The Resource Performance Management module 
provides mechanisms to enforce Quality of 
Service (QoS) policies, ensuring that services 
receive the required resources and performance 
levels as specified in the intent and controlled by 
the closed-control loops. 

Resource 
Performance 
Management 

FR-
NCF-9 

The Network 
Compute Fabric 
should translate the 
received resource 

The Resource intent Lifecycle Management 
module translates resource intent specifications 
(requested by DMO) into actionable policies that 

Intent Lifecycle 
Management 
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Intent to local 
policies. 

can be enforced on local resource pools, enabling 
intent-driven orchestration and automation. 

FR-
NCF-
10 

The Network 
Compute Fabric 
should support a 
range of LMOs. 

The NCF achieves interoperability with various 
LMOs systems through its Intent-based API and 
Connector. This module translates standardized 
intents into vendor-specific configurations and 
commands, enabling seamless integration with 
diverse LMOs across different domains and 
technologies. 

Intent-based API 
and Connectors 

FR-
NCF-
11 

The Network 
Compute Fabric 
should integrate the 
highly volatile deep-
edge resource pools. 

The Resource Catalog Management and Resource 
Pools and Capacity Management modules 
incorporate mechanisms to handle the dynamic 
and unpredictable nature of deep-edge 
resources, ensuring reliable service delivery 
despite resource fluctuations. 

Resource 
Catalog 
Management, 
Resource Pools 
and Capacity 
Management 

FR-
NCF-
12 

The Network 
Compute Fabric 
should incorporate 
an SD-WAN 
controller. 

The NCF integrates connectors for Resource 
Function Activation and Configuration – an SD-
WAN controller to manage and optimize network 
connectivity. This enables efficient traffic 
routing, path selection, and bandwidth allocation 
across the network, ensuring optimal service 
delivery and performance. 

NCF Connector 
for SD-WAN 
Controller 

FR-
NCF-
13 

The Network 
Compute Fabric 
should support 
network 
programmability 
and QoS 
specification. 

The Intent Lifecycle management and Resource 
Function Activation and Configuration enable 
network programmability, allowing dynamic 
configuration and control of network resources. 
They also support QoS specification, enabling the 
enforcement of service-level agreements and 
ensuring desired performance levels. During 
monitoring, QoS is assured by the Resource 
Performance Management. 

Intent Lifecycle 
Management 
and Resource 
Function 
Activation and 
Configuration 

Resource 
Performance 

FR-
NCF-
14 

The Network 
Compute Fabric 
should perform self-
healing for handling 
failures and 
capacity exhaustion. 

Resource Performance Management module 
provide self-healing capabilities, leveraging data 
analytics and monitoring to detect and recover 
from failures and proactively address capacity 
exhaustion issues through reporting to the active 
closed control loops that can decide on actuation 
of configuration enforcement to maintain QoS. 

Resource 
Performance 
Management 

FR-
NCF-
15 

The Network 
Compute Fabric 
should perform self-
optimization 
through detecting 
and solving 
conflicts. 

Resource Performance Management module 
enable self-optimization by continuously 
monitoring resource utilization and 
performance, identifying and resolving conflicts 
to optimize resource allocation and service 
delivery. When conflicts exceed active intent and 
closed control loops, they are reported in the 
intent report for conflict resolution with RLHF. 

Resource 
Performance 
Management 
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FR-
NCF-
16 

The Network 
Compute Fabric 
should perform 
automated 
(re)configuration of 
overlays to support 
service mesh 
deployments. 

The Intent Lifecycle Management and Resource 
Function Activation and Configuration modules 
automate the configuration and management of 
network overlays, enabling efficient deployment 
and operation of service mesh architectures. This 
includes dynamic provisioning of virtual 
networks, service discovery, and traffic routing 
within the service mesh. 

Intent Lifecycle 
Management 
and Resource 
Function 
Activation and 
Configuration 

FR-
NCF-
17 

The Network 
Compute Fabric 
should abstract the 
underlying resource 
pools, including the 
deep edge. 

The Resource Catalog Management module 
provides an abstraction layer that hides the 
complexities of the underlying resource pools, 
presenting a unified view of available resources 
to service orchestrators. 

Resource 
Catalog 
Management 

Resource Pools 
Management 

FR-
NCF-
18 

The Network 
Compute Fabric 
should expose, and 
abstract sensing 
information 
generated by the 
underlying 
components. 

The Data Lake Component collects and processes 
raw sensing information. Then, the Resource 
Performance Management module analyzes and 
interprets this data, providing insights into the 
health and performance of network resources. 
This enables the NCF to monitor network 
conditions, detect anomalies, and trigger 
appropriate actions. 

Data Lake and 
Resource 
Performance 
Management 

FR-
NCF-
19 

The Network 
Compute Fabric 
should determine 
the optimal 
deployment of the 
requested services. 

The Intent Lifecycle Management, Resource 
Pools and Capacity Management, Resource 
Inventory and Resource Performance 
Management modules collaborate to analyze 
resource availability, service requirements, and 
network conditions, enabling optimal service 
placement decisions. 

Intent Lifecycle 
Management, 
Resource Pools 
and Capacity 
Management, 
Resource 
Inventory, 
Resource 
Performance 
Management 

 

Table 9. Mapping of NCF modules to non-functional requirements 

NFR-
ID 

NFR-Description Explanation NCF Module 

NFR-
NCF-1 

The Network 
Compute Fabric 
should leverage 
generative AI to 
generate on-the-fly 
declarative 
configurations. 

The Intent Lifecycle Management module utilizes 
Generative AI models through the integration 
with AI to translate received resource intents into 
declarative configurations. These configurations, 
expressed in a format like YAML or JSON, using 
RDL schemas, define the desired state of the 
network and are used to automate the 
provisioning and deployment of network 
resources and services. 

Intent Lifecycle 
Management 

Native AI 
Integration 
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NFR-
NCF-2 

The Network 
Compute Fabric 
should leverage 
LLM to translate 
received resource 
Intents. 

The Intent Lifecycle Management module 
employs LLMs, integrated with Native AI, to 
process and interpret received resource intents. 
These LLMs can understand and translate intents 
expressed in natural language or other high-level 
formats, converting them into machine-readable 
formats for further processing and resource 
allocation. 

Intent Lifecycle 
Management, 
Native AI 
Integration 

 

NFR-
NCF-3 

The Network 
Compute Fabric 
should leverage 
RLHF to negotiate 
Intent and resolve 
conflicts. 

The Intent Lifecycle Management module utilizes 
Reinforcement Learning with Human Feedback 
(RLHF) to negotiate intents and resolve conflicts. 
This involves training an RL agent to optimize 
resource allocation and service placement based 
on learned preferences and human feedback, 
enabling the NCF to adapt to evolving user needs 
and operational constraints (e.g., request 
conflicting bandwidth allocations on an SD-WAN 
link – the NCF’s RLHF agent can learn to prioritize 
traffic based on factors like service level 
agreements, application criticality, and user 
preferences, then it can dynamically adjust 
bandwidth allocation policies to optimize 
network performance). 

Intent Lifecycle 
Management 

Native AI 
Integration 

 

5.7 Billing and Charging  

Similarly to t-DMO and DMO, NCF integrates functions related to Billing and Charging. In the case of NCF, 
the billing and charging are issued for DMO resource usage for all the enforced SLAs. Relying on the 
observability component, the NCF tracks the resource consumption from each LMO, detecting any SLA, 
which will be used to negotiate the cost of resources from each LMO. Approaches based on techniques 
such as CDRs or EDR will be considered in NCF.  

5.8 Interfaces 

NCF uses interfaces to communicate with external systems, such as DMOs at Northbound and LMOs at 
Southbound, and monitors metrics and events from LMOs. Similar to t-DMO and DMO, NCF Native AI 
integration uses particular artifacts, such as ML Models, Knowledge, and closed loops, providing 
Intelligence solutions with self-configuration and self-optimization autonomous features. 

The following NCF APIs are defined in order to exchange resource intents and Intent Reports with DMOs, 
communicate with the various LMOs as well as integrate with Native AI Toolkit:  

(a) Northbound APIs (including the Intent API and Resource & Service Exposure API), that receive 
resource intent requests from DMOs, having as a reference the TMForum specifications, and also expose 
information about the underlying infrastructure to the DMOs; (b) Southbound APIs (including the 
Resource Function Activation & Configuration API and the Monitoring API), that communicate with the 
NBIs of the respective LMOs to enforce the requested network service mesh and also receive their 
relevant monitoring metrics (c) Native AI API to integrate Native AI toolkit for intent management as 
detailed in Section 6.  Table 10 presents a summary of these APIs. 

5.8.1 Northbound API 

IF-DMO-2 and IF-NCF-2 are the Northbound APIs designed to facilitate the communication between the 
NCF and the DMOs. IF-DMO-2 (Intent API) enables DMOs to provide resource intents to NCF and is used 
for resource intent translation into specific configurations that are activated on the LMOs. IF-NCF-2 
(Resource Exposure API) enables the NCF to expose abstracted data regarding the infrastructure to the 
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DMOs. This data occurs from the resource pools provided in the Resource Catalog by each underlying 
LMO. 

5.8.2 Southbound API 

IF-NCF-3 and IF-NCF-5 are the Southbound APIs designed to facilitate the communication between the 
NCF and the underlying LMOs. IF-NCF-3 (Resource Function Activation & Configuration API) enables 
NCF to enforce the requested network service mesh by communicating with the NBI of each LMO and 
requesting the reservation and instantiation of the appropriate resources. IF-NCF-5 (Monitoring API) 
enables the LMOs to expose to the NCF collected monitoring metrics of their underlying infrastructure. 

5.8.3 Native AI API 

IF-NCF-4 is the interface connecting the NCF (resource layer) to the Native AI plane of 6G-INTENSE for 
integrating the needed AI toolkit, containing algorithms and knowledge to translate resource intents 
into the resources that need to be deployed and monitor the resource intents lifecycle. 

The table below presents the list of interfaces in the NCF and a description of the functionalities and 
purpose they serve.  

Table 10. Network Compute Fabric Interfaces 

Network Compute Fabric Interfaces 

IF-ID IF-Description Explanation 

IF-DMO-2 

 

The Network Compute 
Fabric provides an 
intent-driven interface 
for interaction with the 
DMOs. 

 

Intent API is used for service and resource intent 
translation into specific configurations that are 
activated on the LMOs. Intent lifecycle is impacted at 
service build depending on feasibility and during 
operations by the observability component which 
trigger actuation or conflict resolution interactions. 
Intent API and reports are used for integration with 
DMOs, from intent feasibility, testing and build, and 
during operations of the intents, throughout their 
lifecycles. 

IF-NCF-2 The Network Compute 
Fabric exposes 
abstracted data 
regarding the 
infrastructure.   

Resource Exposure API is used to expose resource type, 
availability and capacity, managed by resource pools 
provided in the Resource Catalog by each LMO that is 
onboarded. Through the Resource API, one can test an 
intent or check availability, capacity and feasibility of 
services and comprising resources. 

IF-NCF-3 The Network Compute 
Fabric interacts with 
the underlying LMOs 
for resource 
management. 

Resource function configuration and activation API is 
normalized to implement any resource type from any 
LMO. This API is responsible to activate specific 
resources and their configurations in the deep edge, 
computing, RAN or Core functions domains. 

IF-NATIVE-AI-3 

 

Native AI Integration ML Models and Closed-control Loops integration for 
build and monitoring the resources as part of the 
resource intent. Knowledge base is used in the intent 
decomposition, together with RDL schemas, to identify 
specific resource configuration and actuation needed to 
fulfil the intent. Closed-control loops are identified at 
build time, or are created to maintain intent objectives. 
The Closed-control loops are operating during intent 
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lifecycle and are updating the intent based on 
monitored data and events. 

IF-NCF-5 

 

Resource Monitoring Used in Observability – metrics collection from LMOs 
resources is used in active deployments to actively 
update the responsible Closed-control Loops and report 
on the Intent to maintain objective QoS or report on 
limitations and conflicts, where applicable. 
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6 Native AI integration 
6G-INTENSE builds on the automation architecture paradigms from TM Forum and ETSI ZSM, which 
were also adopted as baselines by Hexa-X II [14] . Especially, 6G-INTENSE adopts the Autonomous 
Domains paradigm as defined by TM Forum[9] . This means that each operational domain of the 6G-
INTENSE architecture operates a modular block (Intent Manager) independently of each other, which 
makes decisions based on intents [12] .  ETSI, on their end, through the work of the ZSM working group, 
has adopted some of the concepts defined by TM Forum for Autonomous Networks, such as intents and 
autonomous domains. Specifically, ETSI ZSM 011 [11] ,which focuses on Intent-driven autonomous 
networks, specifies the interfaces for the intent management entities and how intent-based APIs are 
used in this scope.  

While the Autonomous Domains paradigm and intent-driven operations offer a solid foundation for 
network automation, the complexity and dynamism of 6G environments demand further refinement. 
This is where 6G-INTENSE extends the existing capabilities of ZSM and TM Forum frameworks. The 
specifications of ZSM and TM Forum outline a general workflow for intent handling, but 6G-INTENSE 
enhances this process through improvements in intent decomposition, conflict resolution, and 
propagation. These advancements enable more intelligent, context-aware decision-making across all 
operational domains, making the system more adaptable to the dynamic nature of 6G environments. 

A key innovation in 6G-INTENSE is the integration of Native AI into the ZSM framework, which provides 
additional intelligence to the process of intent handling. Native AI, embedded within Intent Managers 
across the t-DMO, DMO, and NCF layers, continuously updates its knowledge base from successful 
service deployments and observability-driven actuations. By employing AI/ML models tailored to 
domain-specific datasets, Native AI facilitates intelligent resource configuration, monitoring, and 
proactive decision-making. It supports closed-control loops and feedback from service monitoring to 
ensure real-time adaptation and self-optimization. This integration of Native AI ensures that 6G-
INTENSE systems not only meet the high-level intents but also adapt autonomously to changing 
conditions, enhancing network performance and service delivery. A more detailed mapping between 
ETSI ZSM and 6G-INTENSE can be found in Section 2.2.2. 

This section focuses on Native AI’s responsibilities, its intent propagation across components, and the 
embedding of AI/ML across Business, Service, and Resource domains for seamless automation and 
decision-making. Detailed Functional and Non-Functional Requirements, alongside Zero-Touch 
Management Automation specifications, will be elaborated in Deliverable D2.4 ("Requirements of 
Architecture Components and Zero-Touch Automation"). The rest of the section is organized as follows: 

• Section 6.1 introduces the Native AI architectural components, detailing both baseline and 6G-
INTENSE-specific enhancements, such as LLM Translation and Hierarchical Reinforcement 
Learning, which enable intelligent intent interpretation and conflict resolution. 

• Section 6.2 describes the intent processing pipeline, explaining how intents are translated, 
decomposed, and propagated across the t-DMO, DMO, and NCF layers to drive network actions. 

• Section 6.3 outlines the closed-control loop orchestration for intent lifecycle management, 
leveraging observability and AI-driven decision-making to ensure continuous alignment with 
high-level objectives. 

• Finally, Section 6.4 focuses on interfaces created between the Intent Manager and the different 
Native AI components. 

6.1 Native AI Architectural Components 

The 6G-INTENSE automation architecture adopts the ETSI ZSM paradigm of intent-driven Autonomous 
Networks. This paradigm can be realized via closed-control loops, which enable automated network 
configuration and management based on high-level intent specifications [10] . The ETSI ZSM industry 
specification group defined closed loops as enablers for the automation of networks. More precisely, the 
closed loops are linked to intent-driven operations of intent owners and intent handlers as well as 
operations between them.   

By blending Large Language Models (LLMs) with both standard and hierarchical reinforcement 
learning, we are creating what we call Native AI, a system where intelligence is built right into the 



D2.3 Initial 6G-INTENSE overall architecture 

©6G-INTENSE  Page | 46  

network. This fusion not only empowers the network to interpret and decompose high-level intents 
using natural language but also equips it with adaptive capabilities to make context-aware decisions 
through RL/HRL. As a result, the system can autonomously optimize its operations, predict and resolve 
conflicts, and continually evolve in response to dynamic network environments. Ultimately, this native 
intelligence is pivotal to realizing the vision of zero-touch automation. To illustrate this, the following 
section outlines the baseline Native AI components, closely aligned with the ZSM and TM Forum 
architectural principles, followed by the additional components proposed as extensions by the 6G-
INTENSE architecture for future 6G networks. 

 

Figure 10. Native AI Integration in Intent handler LCM 

Figure 10 presents a detailed breakdown of the functional blocks that power the 6G-INTENSE Native AI 
Intent Management system. The figure depicts the high-level relationships between components inside 
the Intent Handler (as per the ETSI ZSM terminology). Blocks with blue borders present well-known 
components in ZSM and TM Forum reference architectures, while the other blocks present the 
components where AI algorithms are used natively and not as ad-hoc methods. Note that because 
intents in the 6G-INTENSE architecture are handled in a hierarchical order, not all blocks are needed at 
each level (t-DMO, DMO, NCF). For example, translation of intents from human language (Business 
Intent Processing) exists only at the t-DMO level. A detailed mapping of the blocks in the template Intent 
Manager presented in Figure 10 can be found in the next subsection. 

6.1.1 Baseline Components 

The Baseline Components represent the high-level steps involved in processing intents for effective 
intent management. These components are essential to the overall framework and enable the seamless 
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operation of intent-driven networks. Below is a detailed overview of the key components involved in 
the 6G-INTENSE intent management process: 

• TM FORUM Intent Ontology (TIO) Validation & Consistency: This component validates incoming 
Intents and checks if they are TIO compliant. It can further identify gaps in terms of the 
ontologies used in the Intent manifest versus the supported ontologies by the Autonomous 
Domain that handles the Intent. 

• Validation Refinement & User Confirmation: This is where we employ iterative improvement 
techniques with Human in the Loop in order to align with user preferences. This is also the place 
where incoming reports from downstream Autonomous Domains (AD) can be translated to 
Human Language (with help from LLM Translation, described in the next section) and be 
presented to the user. 

• Workflow Engine: This component is described in Section 4.3. It incorporates the decomposed 
Intents and creates a sequence of actions needed to fulfill them either locally (current AD) or 
Downstream (AD on lower levels in the hierarchy such as NCF). Specifically, based on the 
contextual information provided by the Intent Handler, the DMO formulates a plan consisting of 
a sequence of tasks required to instantiate the desired service mesh.  

• Intent Closed CL Management: This is the closed-control loop that manages the complete 
lifecycle of an intent, from the creation and validation to maintenance and termination. Intent 
LCM is common to both the TM Forum and ETSI ZSM [10]  specifications. It ensures that the 
network continuously monitors and adapts to intent changes throughout its operational life. 

• Intent Reconciliation Function (IRF): When multiple intents overlap or potentially conflict (e.g., 
competing for the same network resources or imposing contradictory constraints), this function 
detects and resolves those conflicts. In collaboration with HRL (described below), it ensures that 
sub-policies in individual Intent LCM CLs adhere to an overarching, globally consistent policy. 
ETSI ZSM [10]  defines the IRF as a closed-control loop coordination service tasked with 
addressing different situations and coordination needs of the different closed-control loops.  

6.1.2 6G-INTENSE proposed components for Native AI integration 

Further enchantments to the above blocks are offered by the native integration of AI components to the 
Intent Manager entity. Those single-responsibility components either enhance or extend the capabilities 
of the Baseline components. A detailed description is offered below: 

• Domain Knowledge and Observability: Continuously collects and analyzes data (telemetry, 
performance metrics, event logs) from across the network. Maintains a dynamic view of the 
network’s current state, ensuring that higher-level reasoning (in the Domain Reasoning & 
Mapping block) is based on up-to-date, context-rich information. The Domain Knowledge block 
could represent knowledge of the underlying infrastructure resources and services with the help 
of a graph database that offers rich semantics and quick relationship retrieval. 

• LLM Translation: Converts human-friendly or otherwise unstructured inputs (e.g., natural-
language text) into the structured, machine-readable format required by the Intent LCM CL and 
other automation blocks. It acts as the “front-end” translator, bridging the gap between the 
external Intent API and the system’s internal data models. For instance, t-DMO translates 
human-language intents to service intents accepted by DMO, while at NCF, it translates resource 
intent into LMO configuration. Moreover, at this level, techniques such as Reinforcement 
Learning from Human Feedback (RLHF) can play a crucial role, optimizing the delivery of 
accurate intent translation aligned with the preferences of field experts. 

• Domain Reasoning & Mapping: Takes the structured output from LLM Translation and maps it 
onto specific network domains or service components. Leverages the domain knowledge base 
to interpret how a high-level requirement (e.g., “low latency for video streams”) translates into 
domain-specific actions or configuration changes.  

• Intent Decomposition: This breaks down complex, multi-domain, or multi-service intents into 
smaller sub-intents that can be handled more effectively by domain-specific controllers (e.g., 
NCF/LMOs). Ensures that each segment of the network is tasked only with the portion of the 
intent it can fulfill, improving scalability and clarity in large, distributed environments. 
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• Hierarchical Reinforcement Learning (HRL): HRL is redefined to play a central role in the conflict 
resolution of 6G-INTENSE. It coordinates sub-policies generated within individual intent 
lifecycle management closed-control loops (Intent LCM CL) and aligns them under a unified, 
overarching policy managed by the Intent Reconciliation Function. This approach ensures that 
when multiple intent-driven actions interact, potential conflicts are detected and resolved 
efficiently, maintaining consistency and optimal performance across the network. Due to the 
multilayered architecture of 6G-INTENSE, particularly the hierarchical separation of concerns 
among the t-DMO (Business Intent), DMO (Service Intent), and NCF (Resource Intent/Action), 
the HRL and IRF components assume distinct roles. Typically, both HRL and IRF derive their 
inputs from metrics gathered by the closed-loop control (CLs) instantiated by each active intent. 
Combined with real-time infrastructure metrics, this data enables the IRF to detect conflicts and 
trigger the HRL algorithm to enact corrective actions by modifying overarching policies. 

6.1.3 Functionalities and Capabilities of the Native AI components 

In this section, we describe the key capabilities of 6G-INTENTSE Intent Manager Architecture (Figure 
10) that directly emerge from the foundational components introduced earlier (Baseline & 
Enchantments). We also provide deeper insights into the use of specific modules, offering additional 
implementations considerations and highlighting how these components collectively enable advanced 
functionalities. 

• Intent Interpretation and Semantic Decomposition - Building on the LLM Translation and Intent 
Decomposition blocks, this capability translates natural language intents into structured, 
actionable representations. Techniques such as semantic parsing and knowledge-grounded 
intent classification are applied. Large Language Models (LLMs) like LLaMA and DeepSeek[15]  
can be used to support contextual understanding and pattern extraction. To support adaptive 
decomposition, offline reinforcement learning (e.g., Q-learning [16] ) can refine policies based 
on logged decisions and outcomes maintained in the Domain Knowledge Base. 

• Collaborative Conflict Detection and Resolution - Conflict Resolution addresses potential 
conflicts arising from multiple intents that target shared or global resources. To address this, we 
employ Multi-Agent Reinforcement Learning (MARL) and HRL to resolve such conflicts in a 
cooperative or competitive environment. Prioritization mechanisms can also be used to ensure 
optimal and conflict-free resource allocation. Conflict resolution processes are triggered by the 
Intent Reconciliation Function, which leverages the Native AI. Additionally, previously 
encountered conflict patterns are stored in the Knowledge Base, allowing RL algorithms to learn 
from historical data and make better predictions in future scenarios. Some examples of HRL and 
IRF working together on the different levels of the architecture (t-DMO, DMO, NCF) can be seen 
as follows: 
• t-DMO: At the t-DMO level, a conflict might occur between two business intents, such as one 

prioritizing premium user experience and another minimizing operational costs. The HRL 
may resolve this by dynamically adjusting business priorities, e.g., temporarily relaxing cost 
constraints to maintain user satisfaction. 

• DMO: At the DMO level, service-level conflicts may emerge, such as multiple services 
competing for low-latency guarantees. In this case, the Intent Reconciliation Function can 
reconcile intents by adjusting service-level parameters, like reducing latency targets for 
non-critical services, to preserve guarantees for high-priority ones. 

• NCF: At the NCF level, resource conflicts are the most direct—for example, two services 
might require the same edge computing resource. Here, the IRF may resolve the issue by 
reallocating resources in real-time, triggering scaling actions, or even migrating one service 
to a less congested node. 

• Knowledge Base-Driven Reasoning and Learning - The Domain Knowledge and Observability 
layer maintains a persistent and structured repository of past decisions, resource states, and 
intent metadata. This Knowledge Base may be implemented using a graph database (e.g., Neo4j 
[17] ) to support semantic relationship modeling. Furthermore, historical data such as 
successful conflict resolutions or rare events can be stored there for future reference by the 
various AI models handling the LCM of the closed control loops.  
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• Autonomous Coordination Across Hierarchical Domains - Through the hierarchical structure of 
t-DMO, DMO, and NCF, the architecture enables consistent enforcement and coordination of 
intent policies across abstraction layers. Hierarchical Reinforcement Learning (HRL), using 
methods like the options framework or MAXQ, allows global policies at the t-DMO level to 
oversee local, per-intent policies instantiated at DMO and NCF levels. This facilitates both 
proactive alignment and reactive conflict resolution—dynamically adjusting actions in response 
to runtime conditions while maintaining coherence with high-level strategic intents, such as 
energy efficiency or service prioritization. 

 

6.2 Intent Processing Across Native AI Blocks 

In the 6G-INTENSE architecture, intents propagate and decompose from high-level user requirements 
to real-world network actions through a structured pipeline (Figure 11). As stated previously, each 
operational domain of the 6G-INTENSE architecture operates a modular block (Intent Manager) 
independently of each other that makes decisions based on intents. It starts in the t-DMO, where LLM 
Translation converts natural language into service intent (i.e., machine-readable directives). Domain 
Reasoning & Mapping refines these directives, ensuring alignment with the intent capabilities of the 
specific Autonomous Domain.  

Once confirmed, the intent propagates to the DMO as a Service Intent, where it is checked for 
consistency, decomposed into sub-intents, and optimized using HRL within the Intent Reconciliation 
Function. From there, the NCF handles the Resource Intent, further refining and decomposing it before 
passing it to the Intent Lifecycle Management Closed-control Loop, which executes the necessary 
configurations. This automated flow ensures zero-touch network management, allowing high-level 
goals to drive real-time network operations without manual intervention.  
 

 
Figure 11. Processing of Intents through Native AI blocks across different levels of the 6G-INTENSE architecture. 

6.3 Intent Life Cycle Management via Closed-control Loop Orchestration 

Closed-control loop management is essential to ensure that intents, once deployed, are continuously 
fulfilled throughout their lifecycle. This involves an automated cycle of monitoring the system's state 
against the intent's desired outcomes, analyzing any deviations, deciding on corrective actions, and 
executing those actions, thereby maintaining alignment with the intent's purpose. This approach aligns 
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with established frameworks like the MAPE-K cycle referenced in ETSI ENI 017 [18] and the Intent 
Instantiation & Monitoring Closed-control Loop (I&M CL) described in ETSI ZSM 011 [11] . The goal is 
to move beyond static configuration towards dynamic, self-adapting system behavior driven by high-
level objectives. 

The Native AI implements this paradigm by leveraging its components and LLM capabilities. The 
Observability component constantly monitors the service (DMO) and resource layers (NCF), feeding 
data back to the Intent Managers. The toolkit uses this data, along with local resource knowledge stored 
in its Knowledge Base, to evaluate the current state against active intents. If deviations are detected 
(corresponding to a transition like StateDegraded in the TM Forum state model[19] ), the Intent 
Manager selects the appropriate Closed-control Loops to actuate corrective measures. These measures 
aim to bring the system back into compliance (StateCompliant), with feedback from successful (or 
unsuccessful) actuations continuously updating the Knowledge Base and refining the ML models used 
for future decisions. Furthermore, the control loop framework adapts the decision step to the MR 
models, which make decisions based on more symbolic, logical, or rule-based systems. 

Key aspects of this closed-control loop intent management offered by the above architecture include: 

• Continuous Monitoring: Utilizing the Observability component to track performance and state 
relative to intent requirements. 

• AI-Driven Analysis & Decision: Employing ML models (trained on dedicated datasets and 
feedback), such as Reasoning LLMs for mapping Intents into actions, Anomaly Detection 
pipelines for actuation [20] etc., and the Knowledge Base (containing policies, patterns) for 
semantic analysis, context-aware tuning, and selecting optimal corrective actions. 

• Automated Actuation: Executing configuration changes or operational adjustments through 
selected closed-control loop mechanisms integrated within the t-DMO, DMO, and NCF layers. 

• Adaptive Learning: Constantly updating the local Knowledge Base based on monitoring data and 
the outcomes of actuations, enabling the system to learn and improve over time. 

• Conflict Governance: Incorporating mechanisms, including HRL, for governing closed-control 
loop interactions and resolving conflicts between different intents competing for the same 
resources. 

To illustrate how intents enable closed-control loop management across different operational layers, 
let’s consider the following examples. They demonstrate how a high-level business objective translates 
downwards, resulting in specific, automated Closed-control Loops at the service and resource levels, 
each contributing to the overarching goal through continuous monitoring and adjustment: 

• t-DMO (Business Intent): 
Intent: "Establish and maintain a closed-control loop control process targeting a 10% quarterly 
reduction in EU infrastructure operational costs by continuously optimizing resource utilization 
while ensuring the 'Enterprise VPN Gold' service SLA (99.99% availability, <20ms latency) is 
consistently met." 
Closed-control Loop: Defines the high-level goal for a continuous process balancing for cost and 
quality. 

• DMO (Service Intent) 
Intent: "Implement a closed-control loop for the 'Enterprise’ service (EU) that continuously 
monitors service latency and predicted user load. Automatically trigger resource optimization 
requests to the NCF via intent to maintain latency below 20ms and adapt resource allocation for 
cost efficiency based on real-time conditions and traffic forecasts." 
Closed-control Loop: Describes the service-level monitoring triggers (latency, load) and its 
automated action (triggering resource optimization intents) to maintain performance and 
efficiency. 

• NCF (Resource Intent) 
Intent: "Execute a resource-level closed-control loop for 'Enterprise VPN Gold - EU': 
Continuously monitor compute pool (e.g., Kubernetes nodes) utilization and network traffic 
patterns. Based on the MR model analysis, automatically trigger: 
Scaling actions on multi-cloud compute resources to maintain target utilization (e.g., 50-75%). 
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Resource Pool Management requests to adjust IP ranges or security policies dynamically if 
required by scaling actions or changing network conditions." 
Closed-control Loop: Details the specific monitoring points (utilization, traffic), the analysis 
engine (MR model), and the automated actions (scaling, pool adjustments) the resource-layer 
closed-control loop performs. 
 

6.4 Interfaces 

As previously noted, the Native AI plane interfaces with all layers of the architecture to ensure 
interoperability, modular integration, and seamless automation across the operational domains, 
namely, the t-DMO (Business), DMO (Service), and NCF (Resource) layers. It serves as the endpoint for 
the various interfaces defined earlier: IF-Native-AI-1 connects with t-DMO, IF-Native-AI-2 with DMO, 
and IF-Native-AI-3 with NCF. In addition, the AI mechanisms embedded within each plane, such as 
machine learning (ML) models, reinforcement learning (RL), reinforcement learning with human 
feedback (RLHF), and closed-control loops, may require interaction with other planes via existing 
interfaces. These interactions are facilitated through Northbound or Southbound APIs, as specified for 
each domain (business, services, and resources).  

Table 11 summarizes the various Native AI interfaces designed for managing intents. These interfaces 
are typically embedded within the northbound or southbound APIs of the t-DMO, DMO, or NCF layers. 
For example, IF-INTENT-1 is integrated into two northbound APIs exposed by the t-DMO to verticals 
and tenants, namely IF-TDMO_1 and IF-VRT-1. One approach that the 6G-INTENSE project will explore 
for implementing intent interfaces is the adoption of TMF921. This specification provides a 
standardized framework for intent-driven communication across different layers of the telecom 
architecture, enabling seamless interaction among users, orchestration platforms, and network 
components. 

TMF921-compliant interfaces support the submission, propagation, and monitoring of high-level 
business intents through a structured and recursive abstraction model. These capabilities are essential 
for translating strategic objectives into operational actions in an automated and scalable manner. The 
sections that follow outline the key TMF921-based interfaces and describe their roles within the 
broader Native AI integration framework. 

 Table 11. Native AI intent Interfaces 

Intent Interfaces 

IF-ID IF-Description Explanation 

IF-INTENT-1 IF-TDMO-1 (Table 2) 

IF-VRT-1 (Table 2) 

  

Vertical/Tenant ↔ t-DMO - Enables tenant or vertical to 
submit business-level intents in natural language. The 
LLM Translation component at the t-DMO level 
transforms these inputs into structured intents 
conforming to the TMF921 schema. 

 

IF-INTENT-2 IF-DMO-1 (Table 2 and 
Table 5) 

IF-DMO-2 (Table 5) 

 

TMF921 Inter-Domain Intent Interfaces. 

t-DMO → DMO (IF-DMO-1)- Business intents are 
refined into actionable service intents and passed to the 
DMO using TMF921-compatible intent payloads.  

DMO → NCF (IF-DMO-2): Service intents are further 
decomposed into resource-level intents and 
transmitted to the NCF over TMF921-compliant 
interfaces. Each layer acts as both a TMF921 Consumer 
and Provider, allowing for recursive intent handling and 
fulfillment between layers. 
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IF-INTENT-3 IF-NATIVE-AI-3 (Table 
10) 

 

TMF921 Intent Monitoring and Feedback. 

The TMF921 interface also supports monitoring and 
status updates of intent lifecycle phases (e.g., creation, 
validation, fulfillment, termination), allowing the 
Closed-control Loop Manager and Native AI to track 
compliance with expressed intents. 

TMF921 interface also supports monitoring and status updates of intent lifecycle phases (e.g., creation, 
validation, fulfillment, termination), allowing the Closed-control Loop Manager and Native AI to track 
compliance with expressed intents. 
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7 Integrated Sensing capabilities 
Sensing is a key part of 6G innovative services [21] [23] [22] . It allows personalization of services, 
improved performance of context-aware applications, and optimization of resource use and 
management[23] . Either with a Joint Communication and Sensing (JCAS) [24] or Integrated Sensing and 
Communication (ISAC) [25] architectures, sensing is meant to be an integral part of wireless 
communications, i.e., based on the same signals used for communications. The use of external measures 
(e.g., GPS, Cameras, etc.) is not considered in the framework of 6G-INTENSE project. 

From an architectural perspective, sensing functionalities are implemented as a microservice deployed 
at an LMO. We refer to an LMO with sensing capabilities as a Sensing LMO. The Sensing LMO is thus a 
resource provider exposing a northbound Sensing API to the Cross Domain Integration sublayer of the 
NCF. Figure 12 details the schema and interface of the Sensing LMO. Only a Northbound interface is 
provided, as the LMO will directly manage the resources of the component.    

When realizing an intent at the Sensing LMO, objectives and constraints that define the intent may be 
related to the ambient sensing and location tracking framework that collects temperature, humidity, air 
quality, and occupant location data throughout the building. The monitoring layer can analyze this data 
to determine real-time occupancy levels, environmental comfort, and traffic flow. Actuation may be 
considered in other LMO types to support traffic congestion if needed, then re-measured using the 
Sensing API to establish that the requested traffic flow is within the objectives defined in the intent. 

 

Figure 12. Sensing LMO 

7.1 Sensing Interfaces 

The Sensing LMO is a component of the architecture that is activated by the NCF to obtain elementary 
microservices, as such it only has northbound interfaces to exchange information with the NCF. Table 
12 defines the interfaces exposed by the Sensing LMO. 

Table 12. JCS Interfaces 

 Sensing Interfaces 

IF-ID IF-Description 

IF-SEN-1 The Sensing LMO exposes a northbound interface towards the NCF that 
specifies the sensing capabilities of the Resource Domain, e.g., number of 
localization AP that can be activated.  
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IF-SEN-2 The Sensing LMO exposes a northbound interface towards the NCF to 
accept device sensing requests and management. The interface also reports 
on sensing performance and impossibility / cost of maintaining SLAs. For 
instance, if sensing is related to device localization IF-SEN-2 accepts a 
localization precision parameter, if tracking is requested, precision and 
frequency may be specified, and also resources and energy consumption 
related parameters.   

IF-SEN-3 The Sensing LMO exposes a northbound interface towards the NCF for 
ambient sensing based on passive measures, such as Channel State 
Information (CSI) analysis, which do not require device cooperation.  

 

7.2 Joint Communication and Sensing Functional Requirements 

The JCAS component has only functional requirements as reported in Table 13. Since the JCAS 
component implements the actions required to fulfill the intent, its requirements refer to the ability of 
the DMO and NCF to properly translate intents into actionable resource allocation.  

Table 13. JCS Functional Requirements 

Joint Communication and Sensing Functional Requirements 

FR-ID FR-Description Explanation 

FR-SEN-1 The t-DMO should allow tenants to 
express sensing intents. 

The t-DMO should allow tenants to 
specify sensing-related functions and 
requirements in natural language as part 
of the intents used to design vertical 
services. This Intent API abstracts the 
intricate (and device-specific) trade-offs 
between accuracy, energy expenditure 
and performance penalties, which is 
inherent to all JCS modalities. 

FR-SEN-2 The t-DMO should translate sensing 
intents into appropriate Service Intents. 

The Intent Translation module of the t-
DMO should allow the translation of 
intents related to sensing functions to a 
format expected by DMO. 

FR-SEN-3  The DMO should translate the Service 
Intent related to sensing into 
appropriate Resource Intents. 

The Intent Manager module of the DMO 
should allow the translation of service 
intents related to sensing functions to a 
format expected by NCF. The Intent 
Manager should allow triggering 
Resource Intent renegotiation if the 
allocated sensing capabilities do not 
match the vertical's intent. 

FR-SEN-4 The NCF should enforce the Resource 
Intent related to sensing. 

The NCF Intent Manager should enforce 
the sensing-related resource reservation 
if available using the Sensing APIs 
exposed by the LMOs. 
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FR-SEN-5 The NCF should expose the sensing 
capabilities of the underlying resource 
domains. 

Prior and independent from Intent 
specification the Intent Manager of the 
NCF should expose the sensing 
capabilities of the LMOs, abstracting them 
for use by the DMO through the Resource 
and Service Exposure Interface. 
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8 6G-INTENSE Workflows 
The two main 6G-INTENSE workflows for autonomous service deployment and assurance are presented 
in Figure 13. In order to explain the interaction between t-DMO, DMO, and NCF while focusing on DMO 
functions, a sequence diagram for intent translation from business to service and resource domains and 
how the interfaces are used in the process of translating the intent downstream is presented. Both 
workflows are actuated by the Intent Manager’s DMO workflow for service creation and assurance. The 
main control loop is responsible for topology-aware placement and optimization of services to the 
optimal resource pool(s) given the declarative Intents. The DMO leverages AI/ML models from Native 
AI component to analyze the requirements and constraints received through the service intent request. 
The latter, in the form of ontology, contains requirements regarding the services to be provisioned as 
well as the KPIs to be respected. Based on this input, the DMO performs feasibility checks and conflict 
resolution to validate that the Intent can be fulfilled given the current infrastructure state. In case of 
non-feasibility, an Intent negotiation procedure is initiated with the Intent owner (tenants or verticals). 
This procedure begins by assessing the available resources exposed by the LMOs. The DMO negotiates 
by proposing alternative solutions that align with the available resources, allowing users to either accept 
or decline the proposals based on their needs. When conflicting Intents are detected, for example, when 
two or more Intents request incompatible resources or service parameters, the DMO evaluates the 
conflict by identifying the specific resource constraints or KPI violations. The conflict resolution process 
involves either adjusting the resource allocation or proposing alternative configurations to ensure that 
all feasible Intents are satisfied. In some cases, users may be prompted to prioritize certain Intents over 
others, depending on the relative importance of the services or KPIs involved. 

 

Figure 13. Example of 6G-INTENSE Internal Workflows. 
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The fulfillment of service Intents received from tenants and verticals requires the design of services 
composed of various Network Functions, Applications as Microservices, and other Management 
Functions. This responsibility is handled by the Service Design component, which maps the received 
requirements to a service model that includes entities and connections. In this context, the 6G-INTENSE 
DMO adopts the generalized concept of a Service Mesh, leveraging cloud-native technologies for 
workload packaging. This encompasses cloud-native network functions, vertical microservices, and 
sensing. The DMO considers all pathways that link events and responses internal to the Service Mesh, 
optimally distributing micro-service components across the distributed, multistakeholder cloud edge 
computing continuum. The proposed Native AI concept is instrumental in achieving the tasks 
undertaken by the DMO, as the Native AI is integrated into the main Intent Manager DMO loop, which 
propagates Intents and objectives downstream. It is worth noting that the DMO decomposes the 
received Intents into multiple sub-Intents to reduce the complexity of the requirements and constraints 
embedded in the Intent. Service Design can address each sub-intent and realize topology-aware 
placement and optimization. Additionally, the Workflow Engine further decomposes the fulfillment of 
these Intents and sub-intents into smaller tasks. Some tasks are propagated to the NCF as resource 
Intents, while others leverage the East-West APIs for inter-DMO coordination. The Workflow Engine is 
responsible for orchestrating the fulfillment of the Intent and continuously monitoring the state of its 
task executions.  

Conversely, the DMO control-loop continuously performs cost/benefit analysis, conducting topology-
aware optimization while considering changes in context and behavioral constraints such as tolerable 
latency, utilization, and cost, assuring both new and existing services. This process involves collecting 
Intent reports from the NCF, which include the current state of the service, including KPIs and resource 
usage. Additionally, the DMO leverages the resource exposure feature of the NCF to make decisions 
based on the exposed abstract model of the infrastructure. The Intent manager closes the control loop 
using Native AI components for anomaly detection and makes proactive decisions to fulfill the Intent. 
These decisions made by the Intent manager influence all other components and trigger a new Intent 
activation pipeline. 
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9 Conclusion 
This deliverable presents the first version of the 6G-INTENSE architecture, detailing the concept of 
DIMO, a novel Distributed Intent-driven Management and Orchestration framework. This framework 
integrates a set of innovative contributions aimed at addressing the challenges associated with 6G, 
which include: (1) the highly diverse resource infrastructure spanning different technological domains 
and administrative domains; (2) the presence of highly dynamic resources, such as far-edge nodes; and 
(3) the complex orchestration and management procedures that involve a combination of business, 
service, and resource management. To tackle these challenges, DIMO introduces several new features. 
One of the key features is the separation of service and resource management through the introduction 
of the Domain Management and Orchestrator, Network Compute Fabric, and Local Management 
Orchestrator. This separation ensures that service management and resource management are 
independent yet coordinated. Additionally, DIMO introduces a tenant management layer, designed to 
provide a scalable and hierarchical Zero-Touch Service Management layer. This feature introduces the 
t-DMO principle, which guarantees efficient zero-touch management in a multi-tenant environment.  

Another innovative aspect of the DIMO framework is the Native AI for cognitive intent lifecycle 
management. This toolkit includes advanced Artificial Intelligence capabilities such as Large Language 
Models, Reasoning functions, and Reinforcement Learning with Human Feedback. These AI tools are 
crucial for intent lifecycle management, including intent translation, intent negotiation, intent assurance 
through closed-control loops, and intent validation. The 6G-INTENSE architecture is structured into 
layers, each designed to separate the management of business intents (which support natural language 
processing), service intents, and resource intents. The architecture abstracts 6G resources and 
infrastructure, ensuring that the underlying complexity is efficiently managed. Each layer relies on state-
of-the-art AI algorithms, including generative AI and RLHF, as part of the Native AI. These algorithms 
are specifically designed to support the intent lifecycle management, ensuring efficient and dynamic 
intent handling. 

The proposed architecture and its related functions have been compared and mapped to relevant SDO 
approaches, specifically TM Forum and ETSI ZSM. The final version of the architecture, expected in D2.4, 
will include a detailed description of the internal components of each layer, as well as external and 
internal interfaces. It will also map these interfaces to TM Forum specifications, incorporating feedback 
and recommendations from WP3 and WP4. 
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