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Executive Summary

D4.1 (“Initial Report on Compute Network Abstraction for CEC and Interconnection with SD-WAN”) is a
result of the works of T4.1 (“Network-Compute Abstraction Framework for the CEC”) and T4.3 (“CEC
Interconnection using SD-WAN”). The vision of 6G-INTENSE is a new architecture model that separates
service management and resource management, creating a novel paradigm that leverages intents as a
main driver for the specification of requirements and constraints. This framework is the Distributed
Intent-driven Management and Orchestration (DIMO) framework.

The tenant Domain Management and Orchestrator (t-DMO) is presented as part of DIMO as a tenant
management layer to ensure a scalable and hierarchical zero-touch service management layer, whereas
the service and resource management is split into the Domain Management and Orchestrator (DMO)
and the Local Management and Orchestrator (LMO). Additionally, the integration of Native Al enhances
lifecycle management, configuration, and service ordering for Vertical Users, paving the way for a self-
managing system capable of autonomous optimization and self-healing.

A key component of the DIMO paradigm is the Network-Compute Fabric (NCF) Abstraction framework,
which fuses connectivity and computing under a single entity. The goal of NCF is to abstract resource
pools composed of heterogeneous computing and networking resources from different infrastructure
providers and expose them through unified intent-based interfaces to the DMOs, forming the concept of
the Cloud-Edge Continuum (CEC). In this way, the NCF acts as a unifying entity of all Orchestration
Domains and separates service and resource orchestration to ensure scalability. Moreover, the NCF has
the role of managing and orchestrating the heterogeneous resource pools through interaction with Local
Manager Orchestrators (LMOs), technology-dependent domains exposing management interfaces to
NCF. Finally, 6G-INTENSE fully adopts the Software-Defined Wide Area Networks (SD-WAN) paradigm
as a scalable solution for Compute Inter-Connection (CIC), adopting an overlay approach based on SD-
WAN through the deployment of an SD-WAN controller as part of NCF, aiming to offer programmability,
Quality of Service (QoS) enforcement and resiliency.

The process of CEC resources management, including information collection and resource configuration,
is realized through the various southbound CEC platforms (LMOs) that will be supported in 6G-
INTENSE. In order to support the heterogeneity of the resources that compose the CEC, different LMOs
will be responsible for handling the various resource types, namely:

e Tm-Edge platform for Cloud/Edge resources

e Open Radio Access Network (0-RAN) for Radio Access Network (RAN) resources
e Joint Communication and Sensing (JCAS) Local Domain for deep-edge resources
e SD-WAN Controller for the interconnection of CEC nodes.

A key innovation that will be supported by the NCF is the development of a unified abstraction layer for
the heterogeneous resource pools, enabling the seamless integration of the various southbound
communication platforms (LMOs). This will be achieved through the implementation of a cross-domain
integration layer, consisting of integration modules adapting to the northbound interfaces of the LMOs.
This innovative approach will offer extensibility for the potential integration of additional technological
domains and will allow the exposure of resource pools and their metrics to the DMOs, as well as their
seamless configuration and management.

The deployment of a requested service through domain-specific requests sent from the NCF to the
various LMOs relies heavily on the intelligence incorporated into the Native Al Toolkit, a novel concept
employing Artificial Intelligence (Al) and machine learning (ML) technologies to ensure seamless and
dynamic management of intents across the multiple operational layers of the architecture. An
innovation developed under the NativeAl Toolkit that will be particularly significant for the NCF layer
is the translation of TMForum (TMF) Intent Ontology (TI0)-encoded resource intents into the respective
deployment configurations. This innovative concept will be based on the use of a cloud-edge computing
environment emulator for the management of the internal representation of resource intents as well as
their decomposition into specific sub-intents, ensuring the correct resolution and application of intents
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through a structured mapping. Agentic Large Language Models (LLMs) will be exploited to aid in the
intents translation process.

Another innovative concept that will be developed to facilitate the NCF operations is a proactive Al-
driven framework to enhance the resiliency and adaptability of the CEC, with a particular emphasis on
mitigating failures at Multi-access Edge Computing (MEC) nodes. In order to achieve this, the framework
will support interoperability among multiple diverse LMOs managing heterogeneous MEC resources
within the CEC.

Finally, the NCF will employ the innovative use of SD-WAN technology towards CIC interconnection,
integrating the northbound interfaces exposed by the SD-WAN Controller. These interfaces provide
functionalities that enable QoS Monitoring, management of the SD-WAN topology and configuration of
the overlays, dynamic resources utilization and traffic engineering, towards Service Level Agreement
(SLA) preservation for the existing services.

©6G-INTENSE Page | 9
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1 Introduction

6G-INTENSE proposes a new system architecture for 6G (shown in Figure 1), featuring “6G as a Smart
Service Execution Platform”, while introducing the DIMO framework. DIMO exploits the concept of
Intent-Based Networking (IBN) to utilize intents as the enabler for the specification of business
objectives’ requirements and constraints in natural language.

DIMO framework consists of three core components: the t-DMO, the DMO and the NCF. The t-DMO
operates within the business-to-consumer (B2C) plane, while the DMO and NCF function within the
business-to-business (B2B) management plane, the Network Operator domain plane, and the Resources
Plane. This streamlined structure enables Vertical Service owners to seamlessly access and manage
Network and Compute resources through t-DMO. Intents from vertical stakeholders are ingested at the
t-DMO layer, propagated through the architectural stack, and transformed into concrete, domain-
specific actions executed by LMOs.

The NCF is one of the main novelties assisting in the achievement of 6G-INTENSE objectives, allowing
the separation of the service orchestration from resource orchestration. NCF acts as an intent-based
abstraction layer between DMOs (corresponding to different network service providers) and resource
providers, aiding in the propagation of intents toward the continuum, from the tenant to the
infrastructure.

oo
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Figure 1: 6G-INTENSE general architecture

In this deliverable, we present the initial high-level architecture of the NCF layer as formed until now,
as well as the initial report on the enabling components and technologies for the NCF, in alignment with
the initial NCF architecture as specified in 6G-INTENSE deliverable D2.3 (“Initial 6G-INTENSE overall
architecture”) [1]. Specifically, the main focus of D4.1 is to detail the key technological enablers and
innovations that will be developed as the building blocks of the NCF.

Also, information about the supported LMOs is provided in this document, with emphasis being placed
on the northbound interfaces they offer towards the NCF. In addition, we explain the procedure followed
for the exposure of the abstracted resources to the DMOs through the exploitation of Observability
features.
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GGINTENSE:

1.1 Mapping 6G-INTENSE Outputs

The purpose of this section is to map 6G-INTENSE Grant Agreement commitments, both within the
formal Deliverable and Task description, against the project’s respective outputs and work performed.
In this deliverable, we document the results of T4.1 and T4.3.

Table 1: Adherence to 6G-INTENSE GA Deliverable & Tasks Descriptions

6G-INTENSE Task 6G-INTENSE GA Respective Justification
No. and Title Task Description Document
Chapter(s)
DELIVERABLE

Deliverable 4.1 - Initial Report on Compute Network Abstraction for CEC and Interconnection
with SD-WAN - Description of the initial solution for the proposed abstraction framework for the
CEC and the interconnection of the CEC using SD-WAN

TASKS

Task 4.1 -
Network-Compute
Abstraction
Framework for the
CEC

©6G-INTENSE

In this task, we will
devise the necessary
enablers and
mechanisms that
compose the
Network-Compute
Fabric component of
DIMO.

2. Network-Compute
Fabric Overview and
Architecture

Provides an overview of the NCF
internal architecture as defined in
WP2, clearly describing all of the
building blocks. Links the NCF
components with the sections that
describe the innovations that have
been identified as the enablers of
NCF.

The information on
the resource is
collected from the
LMO through
resource discovery
and registry
functionalities
designed in this task
relying on the NBI
exposed by LMO, ...,
and translated to
the common model
exposed to DMOs via
Generative Al
mechanisms. The
same API will be
used to enforce the
Network Service
Mesh as requested
by DMOs.

3. Edge-Cloud
Continuum
Management for
multiple LMOs
support

Describes the innovative concept
that will allow a range of
southbound platforms to be
supported in 6G-INTENSE. It
defines the respective resource
types and provides details
regarding the NBIs that the
southbound platforms offer
towards the NCF for resource
monitoring as well as
configuration.

4. Zero-Touch Close-
Loop Kubernetes
Operations Agent
with Deployment
Onboarding

Introduces the innovative concept
of an intent-driven Agentic
control-loop, integrated into a
Kubernetes-based emulation
framework, enabling end-to-end
testing of intent interpretation,
deployment translation, as well as
runtime adaptation and response
to anomalies and fault scenarios.

5. Resource Intent
Translation

Describes the innovative process
that will be introduced towards the
translation of TM  Forum-
compliant Resource Intents into a
unified set of actions that will need

Page | 11




D4.1 Initial Report on Compute Network Abstraction for CEC and Interconnection ﬁ‘NTENSEi

with SD-WAN

1.2 Deliverable Overview and Report Structure

A brief overview of the structure of the rest of the document is detailed as follows:

Section 2 highlights the reference architecture of the Network Compute Fabric in relation to the
general 6G-INTENSE architecture and links the NCF’s components to the sections describing the
innovations that have been identified.

Section 3 describes the innovative edge-cloud continuum management approach that will be
implemented at the Cross-Domain Integration layer of the NCF, which will enable
communication with the LMOs from all the different technological domains that will be
supported in the project.

Section 4 introduces an intent-driven Agentic control-loop integrated into a Kubernetes-based
emulation framework, enabling end-to-end testing of intent interpretation, deployment
translation, runtime adaptation and response to anomalies and fault scenarios.

Section 5 describes the process of translating TM Forum-compliant Resource Intents into a
unified set of actions to be assigned to and performed by the different LMOs.
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e Section 6 introduces a proactive Al orchestration framework for anticipating disruptions and
dynamically adapting resource allocation in advance, thus enhancing resiliency across the cloud-
edge continuum.

e Section 7 proposes a novel approach to define an abstracted resource exposure solution, which
collects different metrics from the available 6G infrastructure.

e Section 8 discusses the infrastructure interconnection approach using SD-WAN and its
integration with the NCF.

e Section 9 presents the conclusions of the deliverable.
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2 Network-Compute Fabric Overview and Architecture

The NCF is the layer of the 6G-INTENSE architecture that is tasked with abstracting and managing
diverse resource providers across heterogeneous infrastructure domains. It operates as the bridge
between service-level orchestration (handled by DMOs) and the technological domains managed by
LMOs, enabling intelligent and intent-driven allocation and optimization of compute, network, and
sensing resources throughout the CEC.

At its core, the NCF plays a significant role, collaboratively with the DMO, in enforcing the separation
between service management and resource management, a key design principle of the DIMO
framework. It does so by translating high-level resource intents that are received from the DMO into
actionable instructions for the underlying infrastructures, irrespective of technology type or
administrative ownership. This functionality is crucial for achieving zero-touch automation, resource
federation, and native Al integration in 6G environments.

The architecture of the NCF, as depicted in Figure 2 and detailed in Deliverable D2.3 [1], comprises
several core components, each addressing a key aspect of resource management and orchestration. The
main building blocks are the following:

e Intent Manager: Responsible for processing, validating, and managing the lifecycle of resource
intents. It translates service requests (i.e., resource intent) into technological resource-level
objectives, aimed to be adapted for comprehension by the LMOs. Its key functionality is to ensure
the proper fulfillment of service requests while ensuring SLA-aligned resource allocation.

e Common Data Model: A unified and extensible information model that supports seamless
interaction between the DMO and NCF. It enables consistent representation of resource types,
performance metrics, and topology across heterogeneous domains, simplifying integration and
enhancing interoperability.

e Resource Discovery: This module continuously monitors and updates the inventory of
available resources. It maintains catalogs of compute, network, and sensing resources exposed
by LMOs (e.g., cloud, edge, deep edge, SD-WAN) and supports dynamic onboarding/offboarding
of resource pools.

e Observability: The Observability engine collects metrics and events from LMOs and
infrastructure elements, feeding performance and QoS data into a centralized knowledge base.
This enables real-time KPI monitoring, SLA tracking, anomaly detection, and feedback for
closed-loop optimization via Native AL

e (Cross-Domain Integration: This layer interfaces with the LMOs that manage a range of
heterogeneous technological domains (e.g. Radio, Cloud/Edge, Deep Edge). It exposes unified
APIs for resource provisioning, telemetry collection, and enforcement of configuration
commands, facilitating end-to-end orchestration across siloed domains.

e Native Al Toolkit: Al models, reasoning mechanisms, and closed-control loops are embedded
to support autonomous decision-making. These include Large Language Models (LLMs) for
intent decomposition, Machine Reasoning for resource optimization, and Reinforcement
Learning for dynamic policy adjustment. The closed-control loops are utilized by NCF
components for various operations, such as reasoning/parsing/decomposition/translation/
lifecycle monitoring of resource intents, ensuring services’ QoS and performance levels, self-
optimization through conflict resolution, self-healing for handling failures and capacity
exhaustion.
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Figure 2: The architecture of the Network-Compute Fabric

One of the most innovative aspects of the NCF is its ability to dynamically orchestrate resources across
the Cloud-Edge-Deep Edge continuum. This includes:

e Ensuring optimal placement of workloads and services based on latency sensitivity, power
efficiency, or compute intensity.

e Automatically shifting processing between central cloud, edge, or device-level infrastructure
based on context and policy.

e Supporting closed-loop control for self-optimization, fault recovery, and SLA compliance.

The NCF's design allows seamless scaling, continuous adaptation, and multi-stakeholder
interoperability, enabling a fully decentralized orchestration model suitable for complex, real-world 6G
scenarios. The NCF also supports secure resource partitioning between tenants, federated learning, and
policy sharing across administrative domains, as well as isolation of intents and SLA enforcement. By
abstracting resources via standard intent APIs and data models (e.g, TMF9211), the NCF enables
interoperability between domains while preserving operational autonomy and privacy.

In this deliverable, we focus on the innovations related to the architecture and operation of NCF.
Specifically, Section 3 describes the innovative edge-cloud continuum management approach for the
implementation of the Cross-Domain Integration block, offering the Resource Function Activation and
Configuration API. The advanced Al/ML capabilities of the Native Al Toolkit are enriched with a NCF-
focused intent-driven Agentic control-loop integrated into a Kubernetes-based emulation framework,
which is introduced by Section 4. This enables end-to-end testing of intent interpretation, deployment
translation, runtime adaptation and response to anomalies and fault scenarios. The Intent Manager
block, whose main responsibilities include intent processing, translation and lifecycle management
procedures, is addressed by Section 5, which describes a novel proposed approach of translating TM
Forum-compliant Resource Intents into a unified set of actions targeted at the different LMOs. This
innovation enhances the Intent Lifecycle Management, through the use of LLM Translation, a tool of the
Native Al toolkit that allows the automatics generation of configurations from Intents. Section 6 targets
the enhancement of the Native Al Toolkit component of the architecture, by introducing a proactive Al
orchestration framework for anticipating disruptions and dynamically adapting resource allocation in
advance. Section 7 focuses on the implementation of Resource & Service Exposure and Resource
Discovery components and proposes a novel approach to define an abstracted resource exposure
solution, which enables the discovery, aggregation, and exposure of heterogeneous infrastructure
resources as well as the collection and exposure of different metrics from the available 6G
infrastructure. Finally, Section 8 discusses the innovative infrastructure interconnection approach

Lhttps://www.tmforum.org/resources/specifications/tmf921-intent-management-api-user-guide-v5-0-0/
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through the use of SD-WAN technology as an integral part of the NCF, directly linking to the Transport
Network LMO component of the architecture.
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3  Edge-Cloud Continuum Management for multiple LMOs
support

This section describes the innovative approach that will be implemented at the Cross-Domain
Integration layer of the NCF architecture, offering the Resource Function Activation and Configuration
API, which will enable communication with the LMOs from all the different technological domains that
will be supported in the project.

3.1 Overview and Innovation

Tackling the complexity of heterogeneous and multi-layered network environments in 6G systems is a
challenge that needs to be addressed, as in the current state-of-the-art implementations,
interoperability is often a challenge due to proprietary systems, protocols, and interfaces used across
different network domains [2]. The NCF aims to provide a unified layer of interoperability between
various technological domains, creating a cloud-edge continuum of infrastructure resources to
seamlessly deploy services and network functions. This innovative goal will be supported by the
extension of ICOM’s Edge-Cloud Continuum Manager (ECCM), a solution implementing an abstraction
layer for the management of multiple edge clouds orchestrated by cloud LMOs, towards the support of
additional LMOs of different technological domains (e.g., RAN, SD-WAN, JCAS). These developments will
be placed under the Cross-Domain Integration block of the NCF and will enable the integration of the
NBIs of the various LMOs that will be supported in 6G-INTENSE into NCF, therefore creating an
innovative unified layer for the seamless integration of CEC resources.

3.2 Solution Description

Edge-Cloud Continuum Manager (ECCM) is a solution developed by ICOM, which implements an
abstraction layer for the management of multiple edge clouds (i.e., ICOM’s n-Edge cloud-native edge
management platform, as explained in 3.2.1). The main responsibility of ECCM is to orchestrate the
entire facility in an optimal way by utilizing an intent-driven optimization algorithm as well as ML
predictions, in order to define the optimal service placement among the edge clouds and nodes, based
on the service requirements and available resources per node, as expressed by the intent language.
ECCM has been previously extended towards supporting intent-driven decisions related to the
orchestration of multiple edge clouds (i.e., m-Edge platforms) in the 6G-BRICKS? project [3] [4]. ECCM’s
high-level architecture and components, as they have been shaped so far after 6G-BRICKS extensions
(described in [4]), are depicted in Figure 3.

ECCM provides an API Gateway as a northbound interface with users or other components (e.g., DMO),
which enables it to receive service instantiation requests and assign them to the Application
Orchestrator. This component receives requests detailing services to be executed and their
requirements while employing optimization methods to decide the optimal placement for the requested
service deployment. It handles the overall service and application lifecycle management in all available
Edge-Clouds through the following main functions:

e CheckFeasibility: Performs a feasibility check of the service instantiation or scaling request to
reserve resources before doing the actual instantiation/scaling. If there are available resources,
it reserves them.

e Startinstance: Creates an instance of the service, i.e., the process of locating and assigning the
virtualized resources required for the service and starting it. For the specific function, an
optimization algorithm has been developed.

o ValidateService: When a request to create a service is received, the Application Orchestrator
validates the validity of the request to create an instance. If necessary, the parameters
accompanying the request are also validated for technical correctness and policy compliance.

e Terminatelnstance: Terminates an instance of the service.

2 https://6g-bricks.eu/
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The Application Orchestrator implements an optimization algorithm, aiming to optimally perform
decision-making regarding the placement and deployment of the requested services. The service
placement is a proven Non-deterministic Polynomial (NP) Complete problem, and as such,
implementing an optimal solution in every case is not feasible, due to its time complexity. Some state-
of-the-art (SoTA) approaches model the problem as an integer linear optimization problem, and
approximations can be made using several techniques, like assigning importance metrics and trying to
maximize the obtainable score based on these metrics [2]. The SoTA works that have been examined (as
mentioned in [5], [6], [7]) could not adequately cover ECCM’s multi-cluster service placement needs, as
they mostly focus on single-cluster environments. The optimization algorithm that has been
implemented by ECCM provides an optimal user/network experience and thus has introduced the
notion of the optimization strategy, a combination of attributes that the placement wants to satisfy each
time. The available parameters are divided into hard requirements (i.e., the minimum amount of
computing resources needed to run a service) and soft requirements (i.e., preferences regarding the
service deployment). The latter and their importance play a role in creating the optimization strategy,
which is taken into consideration during service placement. The placement is performed in two layers,
with the optimal selection of both a cluster and a combination of nodes. The detailed optimization
algorithm operation is described in [4].

The Infrastructure Orchestrator performs the overall management and orchestration of the underlying
infrastructure and nodes (e.g., register a new node to an Edge-Cloud), while the System Catalogue
maintains repositories for the registered Edge-Clouds, nodes, services and topology.

ECCM also offers a Monitoring Service, which provides access to monitoring metrics of each underlying
cluster e.g. CPU/RAM usage. Finally, the communication with the underlying edge clouds and their
respective LMOs (i.e., m-Edge) is realized through the Southbound Interface-Connector, which
essentially constitutes a communication client for m-Edge.
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Figure 3: ICOM’s Edge Cloud Continuum Manager architecture

In the context of 6G-INTENSE, ECCM will be extended according to Figure 4 in order to support multiple
different LMOs managing a variety of technological domains, orchestrating a range of respective
resource types and implementing a significant part of the Cross Domain Integration block of NCF and
the respective Resource Function Activation and Configuration Application Programming Interface
(API). The goal is to create an interoperability layer for all the different LMOs that will be supported in
the project in order to seamlessly integrate the CEC resource types (i.e., RAN /SD-WAN / Edge-Cloud
resources, JCAS) and make the service instantiation procedure resource-agnostic to the requesting
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entities (i.e., DMOs). More specifically, the Southbound interface-Connector of ECCM, which currently
consists of a communication client for m-Edge platform (detailed in 3.2.1), will be extended with the
following additional communication clients (shown in color in Figure 4):

e O-RANclient: A plugin for communication with the RAN domain through the exploitation of the
northbound interfaces offered by the relevant southbound communication platform, i.e., the
implementation of 0-RAN under OAI. This will allow the configuration of the RAN domain
through the NCF, where necessary, or potentially the collection of infrastructure-related metrics.
More details regarding the OAI O-RAN LMO can be found in 3.2.2.

e SD-WAN client: A plugin for communication with the SD-WAN domain through the exploitation
of the northbound interfaces offered by the relevant southbound communication platform. This
will allow the enforcement of the network connectivity policies requested by the DMOs and
support of Traffic Engineering, as well as the control of the established links between
infrastructure nodes in terms of performance towards QoS monitoring. The exposed SD-WAN
northbound interface will either be incorporated directly or through an intermediate
orchestrator. More details regarding the SD-WAN LMO can be found in Section 8.

e JCAS client: A plugin for communication with the JCS Local domain, which will enable the
collection of the sensing data and its integration into NCF, as well as the management of sensing
microservices. An additional service for the sensing data preparation to be provided as input for
ML processes will also be implemented as part of ECCM, as described in more detail in
Deliverable 4.2 (“Initial Report on Sensing and Actuations”).

To this end, ECCM’s northbound interface provided by the API Gateway will be extended as necessary
in order to support the process of the translation of the resource intents received at the northbound
interface of NCF (following standardized formats such as TMF921) into domain-specific resource
requests, adapting to the various southbound platforms’ exposed interfaces. This potentially includes
extending its already existing interfaces to either adapt to common intent-based standards,
implementing this way part of the Common Data Model block of NCF, or to expose a unified northbound
API towards the NCF components (e.g. Intent Manager) that will translate the resource intents and
request resources instantiation using a unified structure, agnostic to the targeted LMO.
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Figure 4: The planned ECCM extension

Moreover, Infrastructure Catalogue and System Catalogue components will be extended as needed in
order to incorporate any additional infrastructure-related information that needs to be preserved inside
NCF for all resource types that will be supported (RAN, deep-edge, etc.). This extension will aid in the
service mesh enforcement procedure and the appropriate resources configuration according to the
resource intents received at the NCF.
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Sections 3.2.1 and 3.2.2 below describe some of the different resource types that will be supported by
ECCM to be exposed to the NCF as the cloud-edge continuum, as well as the respective southbound
Compute and Communication platforms/LMOs - orchestrating these resource types - that will be
enabled to communicate with ECCM. Specifically, the m-Edge platform is detailed as the LMO that will be
managing edge-cloud compute resources, and 0-RAN as the LMO for radio resources. The SD-WAN
Controller is detailed later in Section 8, whereas the JCAS Local Domain is described in Deliverable D4.2.
ECCM will incorporate the NBIs of the above-mentioned LMOs in support of the configuration of the
underlying infrastructure as well as the collection of resource-related information and metrics.

The next steps towards the realization of the proposed solution include the implementation of the
described developments and extensions on ECCM platform for the integration of all underlying LMOs
interfaces. Then, the developed communication modules and logic will be validation through integration
with the relevant testbeds, the structure of Cross-Domain Integration NBI will be defined, and finally the
end-to-end workflow for resources request will be tested and validated. The results of the progress will
be reported in D4.4.

3.2.1 m-Edge LMO

In the context of 6G Cloud-Edge Continuum (CEC), edge cloud computing resources are essential in
creating a seamless, distributed infrastructure that spans from the cloud to the edge of the network. The
CEC aims to unify the capabilities of cloud and edge computing, allowing data to be processed
dynamically at the most optimal location based on service requirements and network conditions.

ICOM’s t-Edge platform is a cloud-native edge management platform focusing on Edge-Cloud computing
resources that support the automation, maintainability, and interoperability of services running on the
Edge-Cloud across their full lifecycle. m-Edge handles the proper management and use of edge resources
and performs optimal service placement across the nodes it orchestrates.

m-Edge adopts a combination of Platform-as-a-Service (PaaS) and Function-as-a-Service (FaaS) service
delivery models to support autonomous service and infrastructure management capabilities and
provides a plethora of features for efficiently managing and utilizing edge resources for the LCM
automation of services running on Cloud, Edge and Far Edge environments.

The most important sub-components that are included in m-Edge’s high-level architecture (as shown in
Figure 5) are the following:

e The API Gateway is the northbound interface of the m-Edge platform and provides the
northbound interfaces for the management of the Edge-Clouds. The most important APIs that
are available are related to user authentication, management of the Edge Platform, instantiation
of services, and management of the Edge-Cloud and its nodes, and are detailed below.

e The Edge Intelligence Agent handles automation features for translating high-level requests
related to PaaS into low-level requests that the rest of the internal components can handle.
Therefore, it is responsible for the service deployments on the underlying edge nodes according
to the requests accepted by the API gateway.

e The MLOps component incorporates a Graph Neural Network (GNN) implementation
(considering the work in [8]) to predict future resource usage (CPU and memory) of cluster
nodes and accordingly trigger events. By incorporating both spatial and temporal dependencies
of the nodes, the GNN models provide accurate forecasts based on historical data and cluster
topology, which aid in the optimal services placement across the nodes and support potential
service migrations.

e The Edge Catalogue maintains a registry of available services, which can be dynamically
requested to satisfy the needs of a specific application or usage scenario and provides the
functions for provisioning, searching, managing and viewing the various services and functions
at the level of container images, or creating a combination of available services resulting in a
service chain.
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e The Monitoring Service provides a comprehensive set of services capable of monitoring the
resources of the physical infrastructure that make up the Edge-Cloud and the services installed
in the specific Edge-Cloud, using Prometheus3 and Grafana84. The monitored resources can be
CPU, RAM, disk usage, network card bandwidth/throughput, etc.

e The Cluster Manager handles the communication with Kubernetes and Docker Swarm clusters,
natively incorporated into m-Edge, therefore abstracting the relevant endpoints to the
northbound and simplifying the service instantiation requests.

The Hypertext Transfer Protocol (HTTP) NBI offered by m-Edge platform includes interfaces mainly
related to:

e User authentication,

e (Cataloguing services towards registration, update, deletion and retrieval of service functions
and PaasS services,

e Deployment, update, termination, and status retrieval of service functions or service chains,

e Deployment, update, termination or status retrieval of PaaS service instances,

e Addition, removal, initialization, status retrieval, and information retrieval of edge nodes.
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Figure 5: The architecture of ICOM’s n-Edge LMO

3.2.2 OAI Open RAN SMO

EUR’s Service Management and Orchestration (SMO) implementation focuses on the Life Cycle
Management (LCM) of xApps deployed as microservices and registered with a Near-Real-Time RAN
Intelligent Controller (RIC). The RIC is based on OAI FlexRIC3, an open-source implementation of the O-
RAN RIC, which interfaces with the OAI RAN via the standardized O-RAN E2 interface. FlexRIC supports

3 https://prometheus.io/
4 https://grafana.com/
5 https://openairinterface.org/projects/oam-project-group/
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Key Performance Metric (KPM) and Radio Controller (RC) service models to collect Key Performance
Indicators (KPIs) and control the RAN, respectively.

In addition to offering a graphical user interface (GUI), the SMO exposes a northbound API to support
the lifecycle management (LCM) of xApps. This includes operations such as deployment, establishing
connections to FlexRIC and the OAI RAN over the E2 interface, stopping, and deleting xApps. Table 2

summarizes the available API.

Table 2: EURECOM's SMO NBI

Method End point Explanation

GET /xApp/ Retrieve all deployed xApps

POST /xApp/deploy Deploy a xApp and get xAppID
DELETE /xApp/ {xAppID} Stop and delete a xApp wit ID xAppID

All xApp needs to be defined using a declarative approach using a well-structured descriptor. Figure 6
shows a YAML version of a KPM descriptor.

"ype: "

"vimId":

"mepId"
"name": "

"order":

"packages": [

©6G-INTENSE

“name": "Kpm-xa
"osContainerDesc"

{
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"image": {
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“ports": |l

"name": "

p-sunrise”,
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oduction. imagehub/kpm-x
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shi",

"containerPo
“protocol”
"exposeTo"
"ipAddress": "

i

"annotations": [' ft/ran-network: oai"],
"architecture": ' intel",
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Figure 6: An xApp descriptor accepted by EURECOM’s SMO
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The descriptor includes the needed information by the SMO to deploy and register the xApp, mentioning
the image of the xApp and its related configuration. This example shows the case of a Python-based
xApp, but FlexRIC supports different languages such as Go and C.
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4 Zero-Touch Close-Loop Operations Agent with Deployment
Onboarding

Modern cloud-edge computing environments require dynamic, scalable orchestration of microservice-
based applications across heterogeneous infrastructure. As the complexity of these systems grows, so
does the need for automation tools that can interpret high-level objectives and translate them into
actionable decisions. Concurrently Large Language Model powered Agentic systems are making
considerable advancements in autonomous operations in computing and network environments
making the realization of true zero-touch management increasingly feasible [9]. Although there is a
growing body of work related to Agentic fault identification [10] [11], only a small percentage of works
and real solutions partially explore autonomous systems not only identifying but performing
remediation and management operation over shared infrastructure. To address this, we introduce an
intent-driven Agentic control-loop, enabling end-to-end intent interpretation, deployment translation,
and runtime adaptation and response to anomalies and fault scenarios.

4.1 Overview and Innovation

Our proposed solution introduces a closed-loop intent-to-deployment framework for cloud-edge
systems, supporting initial deployments, dynamic updates, and intent compliance tested through
injected anomalies requesting immediate remediation. Our solution combines a Tool-Calling LLM Agent
for intent interpretation and intent compliance under anomalies and control loops that continuously
assess the state of the infrastructure.

4.2 Solution Description
4.2.1 Intent to Deployment

To enable automated intent-to-deployment translation, the emulator will incorporate an Intent
Manager that interprets TIO-encoded intents and will produce suitable deployment configurations.
These intents define application and resource level goals, which may include performance
requirements, deployment locality, resource constraints, or fault tolerance policies. The manager will
support both one-to-one and one-to-many relationships between intents and applications. When an
intent is received, a LLM processes it and synthesizes a ‘workmodel.json’ instance tailored to the
specified objectives.

4.2.2 Intent Compliance

Following the intent-to-deployment setup, our framework extends into a closed-loop intent compliance
layer that detects violations, constructs structured alerts, and triggers an LLM-powered autonomous
agent to manage remediation. This agent operates by interpreting high-level performance deviation
intents (encoding live metrics, baseline profiles, and infrastructure context) and incrementally
assembling a plan to resolve the issue. The methodology combines planning, reasoning, and execution,
tightly coupled with Kubernetes control and Prometheus-based observability.

4.2.2.1 Agent Architecture

As shown in Figure 7(a), the complete pipeline integrates monitoring, agentic reasoning, and
operational actuation, while Figure 7(b) highlights the agent’s internal loop for generating action plans,
invoking tools, and synthesizing recovery summaries resembling the ReAct pipeline [12]. This design
ensures traceability, disciplined planning, and transparent decision-making throughout the
intervention process.
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To validate intent compliance in dynamic runtime conditions, the framework employs a fault-aware
monitoring loop that continuously benchmarks live service metrics—such as 95th percentile latency
and success rate—against stable operational baselines. When deviations are detected, the system
generates structured intents that encapsulate both the performance anomaly and the current system
context, including deployment topology and resource profiles. These intents serve as triggers for the
LLM agent, which engages in a reasoning cycle to assess the root cause and select corrective actions.

4.2.2.2 Tool Abstraction Layer

The agent’s operational capabilities are encapsulated in a structured tool layer that provides safe,
validated access to Kubernetes actions, metric collection, coordination primitives, and planning
operations. Tools are grouped into four categories shown in Figure 7(c), each exposing typed inputs and
producing structured outputs that are parsed and integrated into the agent’s evolving context. Planning
tools are central to the agent’s reasoning. The create_action_plan tool encodes structured intent through
fields such as a natural-language objective, a list of explicit steps, and a set of risk-mitigation
considerations. These fields provide a concrete plan trace that guides future decisions and helps
external observers interpret the agent's rationale. At the end of execution, generate
_operational_summary produces a detailed record of completed actions, observed results, and final
status. Monitoring tools retrieve time-series data from Prometheus (extensible to other sources through
the use of a knowledge base) using domain-specific filters. For example the most frequently used,
prometheus_get_timeseries, allows queries over CPU, latency, error rate, and other key metrics. Other
tools, such as prometheus_get service_topology, expose dependency graphs that support causal
reasoning during fault diagnosis.

4.2.2.3 Agent Trace Example

To illustrate the real-world viability of our approach, a partial execution trace of the agent is presented
in Figure 8, capturing its response to a cpu_stress fault within a single pod. Upon receiving a latency
degradation alert, the agent initiates a structured investigation: collecting latency and CPU time series
data, identifying a bottlenecked service, and issuing a kubectl_delete command to restart the affected
pod. After a controlled sleep interval to ensure system stabilization, the agent reassesses the service
latency to confirm recovery. This iterative cycle of measurement, reflection, and targeted action
exemplifies the framework’s closed-loop behavior and highlights the agent’s capacity for autonomous
fault mitigation. Rather than relying on rigid thresholds or static rules, our solution leverages structured
planning and real-time evidence to drive adaptive remediation decisions.
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Figure 8: Partial execution trace of the LLM agent mitigating a cpu_stress fault on a single pod. The agent receives a
latency degradation alert, collects time-series metrics, identifies the affected component, and issues corrective
actions (e.g., pod deletion and post-action stabilization). Each round interleaves tool invocation with reasoning,
demonstrating the framework’s closed-loop remediation process.

4.2.3 Implementation and Testing
4.2.3.1 CEC-EMULATOR

We extensively tested the Agent on an emulated cloud-edge continuum, using an extension of pBench
developed in the AC3¢ project [13]. This platform runs on a K3d-based Kubernetes cluster, with nodes

6 https://ac3-project.eu/
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labelled to represent logical infrastructure zones such as “cloud” and “edge” (e.g., ‘edge-site-1’, ‘edge-
site-2’). Applications are configured via a workmodel.json file, which defines emulation parameters
(CPU, RAM, disk, network stress) and deployment-specific properties (container images, replica counts,
autoscaling, resource limits, and node affinities). This file is translated into standard Kubernetes
manifests and deployed accordingly. In the context of intent-based orchestration, the workmodel.json
serves as the internal model the Agent generates or updates in response to TIO-compliant intents. For
demonstration, emulation settings are treated as static, while deployment aspects are dynamically
adapted.

4.2.3.2 Anomaly Injection

Fault scenarios are systematically injected using Chaos Mesh and Docker constraints, simulating
common degradation patterns such as CPU and memory exhaustion, pod failures, and node-level stress.
This controlled chaos enables reproducible evaluation of the agent’s responsiveness and decision
quality under adverse conditions.

4.2.4 Future Work

Additional to implementing the intent to deployment framework future work will possibly examine
conflict resolution strategies, where competing intents may demand incompatible deployments or
resource allocations, or mitigation actions for one service affecting other active intents. The CEC-
EMULATOR'’s ability to host multiple independent applications under configurable workloads makes it
a suitable platform for investigating such scenarios under consistent and replayable conditions.
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5 Resource Intent Translation

The use of intents abstracts the definition of services and the configuration of the underlying resources.
In the context of WP3, we have introduced in the deliverable D3.1 [14] the concept of Intent Translation
at the t-DMO for the generation of Business Intents and Service Intents. This process allows the
translation of Natural Language user requests into structured Business intents, compliant with the TM
Forum Intent Ontology (TIO) [15] and Intent Common Model (ICM) [16]. To do the translation, we
employ a LLM considering the information about all the possible Communication Services available for
the Tenants, as well as templates of Business Intents, available as part of the Domain Knowledge. Later
on, the Business Intents describing potential Communication Services can then be translated into
Service Intents at the t-DMO, using a LLM specialized for the translation of Business to Service Intents.
Another option is for a tenant to directly request a Business Intent. This request is then translated at the
t-DMO into a Service Intent. After the generation of a Service Intent, we can use the TMF 921 API [17]
to request a Service to the DMO.

Similarly, to what occurs in the t-DMO, the DMO, has a LLM that is specialized in the translation of the
Service Intents into Resource Intents to be requested at the NCF. The DMO makes use of a Domain Agent
that gives the necessary information about the services available in a certain DMO and the associated
resources. This information is fed to the specialized LLM for generating Resource Intents. After the
optimization of the intent, the Resource Intent is sent towards the NCF using the TMF 921 API.

When the Resource Intent reaches the Intent handler of the NCF the Intent needs to be translated and
decomposed into one or more configurations of the resources to be orchestrated at the different LMOs.
The Resource Intent defines the configuration of a resource in a machine-readable way.

This section describes the process of translating the Resource Intents compliant with the TM Forum
Intent Ontology (TIO) [15] and Intent Common Model (ICM) [16] into actions to be performed at the
different LMOs.

5.1 Overview and Innovation

The separation of the 6G-INTENSE architecture into different operational domains, following TM Forum
standards, makes the use of Intents at the NCF Northbound Interface (NBI) a necessity.

Each autonomous domain of the 6G-INTENSE architecture has an intent-based API that allows
interaction between the different components of the architecture. Focusing on the NCF, it exposes an
intent-based resource management API, with the adoption of the TMF 921 API [17].

In the case of the NCF, it abstracts the resources layer for the DMO and enforces the configuration
required for a certain service. For that reason, we considering the translation of the intent into actions
to be performed at the different resources. Specifically, we focused on the edge LMO. We consider a
cloud-native edge platform for the Edge LMO e.g.: a Kubernetes cluster. The main innovation is to be
able to translate the Resource Intent into actions to be performed on the edge platform through the use
of an LLM, part of the Native Al toolKkit.

5.2 Solution Description

As part of the Native Al toolkit, the enhancements to the Intent Management Operations, like Intent
Translation, facilitate the process of delivering the intents. Specifically, the use of an LLM for the
Translation of resource intentions into actions improves the definition of the generation of actions by
the NCF. This is possible as both the TMF Intents and the Actions to be performed in the LMOs follow a
structured specification, e.g., Kubernetes Manifests (yaml) for computing resources.

The Resource Intent, upon being received by the NCF, will be translated into different actions through
the use of a LLM. The LLM can autonomously translate Resource Intents into Actions, taking into account
different Actions from existing templates or from the Action Catalogue, as shown in Figure 9. The LLM
is equipped with specialized domain knowledge, enabling them to reason over performance
requirements, resource constraints to determine the optimal infrastructure configuration. This possible
as will be fine-tuning the LLM with knowledge about the existing infrastructure and was providing some
templates on how the configuration of the LMO looks like. Furthermore, we will validate the actions
generated by the LLM and verify if they correspond to the user’s intention. Upon receiving a Resource
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GEINTENSE.

Intent, the LLMs act as translation agents that decompose abstract resource specifications, such as
compute units, bandwidth allocation, and topology bindings, into different actions in order to generate
tailored actions according to the Intent. The resulting Actions are deterministic and structured, and take
the form of configuration files like Kubernetes manifests or network configuration files, and will be
performed by the different LMOs.

Resource
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Intent Report

Intent Handler

MnS Producer

Intent
Translator

o

Actions

Actions
Templates/
Catalogue

NCF

3

action

Edge Resources (Applications)

Figure 9: Translation of Resource Intents into Actions

In deliverable 4.4, we will present results evaluating the intent translation to LMO actions. This will be

done:

1. Measuring the latency of the translation
2. Validating the accuracy of the translation both semantically and syntactically
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6 Proactive Al for Cloud-Edge Continuum Resiliency

6G networks will support critical services across smart cities, healthcare, and industry by leveraging
cloud-edge continuum technology. As services move closer to users via MEC/gNB, the complexity and
vulnerability of this distributed architecture grow. Any kind of disruption—whether from technical
failures, natural disasters, or cyber threats—could severely impact societal function. Thus, 6G networks
must go beyond traditional performance KPIs like throughput or latency to ensure resiliency,
maintaining essential services even in the face of unforeseen challenges. Resiliency is the ability to
maintain acceptable service levels despite failures, attacks, or overloads [18] [19]. Therefore, this
section introduces a proactive Al orchestration framework for enhancing resiliency across the cloud-
edge continuum by anticipating disruptions and adapting resource allocation in advance. By shifting
from reactive to predictive control, the system enables self-healing behavior and strengthens service
continuity in 6G infrastructures.” More specifically, our proposed solution will leverage the Network
Coordination Function (NCF) as a foundational abstraction layer to develop an Al-driven orchestration
framework that anticipates disruptions and dynamically adapts resource allocation across the cloud-
edge continuum. The NCF’s capability to translate high-level service intents from Domain Management
Orchestrators (DMOs) into precise resource configurations—while abstracting heterogeneous
infrastructures such as RAN, cloud, edge, transport, and sensing—makes it an ideal platform for
implementing proactive and predictive control. As outlined in D2.3 [1], by utilizing key NCF
components, such as Domain knowledge and observability, native Al integration with closed-loop
control, and cross-domain integration with LMOs, our solution aims to enable early anomaly
detection, automated resource adjustments, and coordinated resource management across multiple
LMO domains. Here, domain knowledge and observability continuously collect real-time metrics and
event data, which empowers the NCF to detect anomalies early and trigger timely corrective actions.
The native Al integration with the closed-loop automation component facilitates self-healing
capabilities, such as traffic rerouting and workload migration, ensuring rapid recovery from faults or
attacks. Additionally, the resource management block within the cross-domain integration component
coordinates dynamic resource management across multiple LMOs, ensuring real-time adaptation to
infrastructure changes. This coordination helps prevent cascading failures and maintains overall
network stability.

Thus, by building upon the NCF, our solution aims to significantly enhance 6G network resiliency and
ensure seamless, reliable service delivery in dynamic and resource-constrained environments by
proactively mitigating potential failures or overloads, preventing cascading disruptions, and
maintaining overall network stability.

6.1 Overview and Innovation

This proposal presents a proactive Al-driven framework to enhance the resiliency and adaptability of
the Compute-Edge-Continuum (CEC) in next-generation networks, with a particular focus on
anticipating and mitigating service/application level failures at the LMO. Rather than centering solely
on physical node outages, the framework targets degradations in service performance—such as latency
violations, application timeouts, or SLA breaches—that may arise due to dynamic resource constraints,
traffic surges, or suboptimal orchestration across distributed environments. These issues are especially
critical at key convergence points managed by LMOs, including MEC/gNBs/edge nodes, where compute
and connectivity interact. While these node types provide valuable context for service behavior, the
framework remains adaptable and service-centric, and the precise architectural focus will be further
refined and presented in the next deliverable.

Considering the above fact, we introduce a two-layer Al orchestration architecture designed to enable
proactive (rather than reactive) network or service management spanning edge, deep edge, and cloud
domains. The first layer employs LSTM-based forecasting to predict potential service-level disruptions
across the CEC. Prior work by the authors of [20] demonstrated the effectiveness of LSTM-autoencoders
in predicting radio link failures by capturing spatial-temporal weather-radio correlations, while the
other research work [21] showcased a speed-optimized LSTM (SP-LSTM) for fast and accurate
congestion forecasting and routing in 6G networks. Our approach generalizes these efforts by expanding
the prediction scope to multiple failure types across the compute continuum—covering cloud, edge, and
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deep edge nodes—reflecting the heterogeneous nature of real-world 6G infrastructure. For instance,
traffic surges may overload compute at edge nodes, hardware degradation can impact deep edge
devices, and connectivity failures can disrupt backhaul communication. By generalizing the prediction
model to encompass link failures, compute saturation, and traffic anomalies, our framework ensures a
more holistic situational awareness. Integrating forecasts across the compute continuum enables
context-aware orchestration (e.g., load balancing, rerouting, pre-scaling) essential for ultra-reliable,
low-latency 6G applications like eXtended Reality (XR), autonomous systems, and real-time digital
twins.

The second layer incorporates a reinforcement learning (RL) agent that uses these forecasts to make
real-time decisions, such as pre-scaling, redistributing load, or reallocating resources—thereby
avoiding service degradation before it occurs. For example, this RL agent can proactively adjust
mappings between user equipment (UE), gNBs/ MEC nodes, balancing load and preempting failures to
sustain service continuity and resource efficiency. While the authors of [22] used deep RL (Soft Actor-
Critic) to resilient and cost-efficient network slice provisioning, our framework differs through its
modular design, enabling closed-loop, forecast-driven orchestration that adapts in real time to predicted
network events. Unlike prior works that focus separately on core routing [21] or slice optimization [22]
our framework specifically targets resilience in critical CEC segments by unifying proactive prediction
and adaptive control for any kind of LMO nodes like MEC / gNB nodes.

This modular, forecast-driven approach enables dynamic, context-aware resource management,

ensuring resilience and efficiency in demanding 6G scenarios like XR, autonomous systems, and real-
time digital twins.

6.2 Solution Description

Service/
application-level

Failure if
— 53 ....... { Orchestrator

Data

LSTM Prediction

RL Agent

LMO

Figure 10: Workflow of the proposed Al-driven Resiliency through proactiveness framework

To address the increasing need for resilient and intelligent service delivery in next-generation networks,
we propose a two-layer Al-based orchestration architecture designed to anticipate, interpret, and
mitigate service-level disruptions before they impact user experience or violate SLA requirements.
Unlike traditional fault management systems focused on reacting to hardware or node failures (e.g., gNB
or MEC outages), our framework proactively monitors and predicts service/application-level
anomalies, including performance degradation, traffic surges, or SLA violations, across the entire
Compute-Edge-Continuum (CEC). The overall workflow of the above proposal is shown in Figure 10.

Layer 1: Predictive Analytics Using LSTM-Based Models

The first layer is built on a Long Short-Term Memory (LSTM) neural network, trained to forecast short-
term service degradation events. Instead of being restricted to physical node health, this layer captures
trends in application performance metrics such as:

e Latency, jitter, and throughput variations
e Application response times and error rates
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e Resource usage trends (CPU, memory, bandwidth)

e Traffic anomalies (e.g., unexpected drops or surges)
This broad prediction scope allows the model to anticipate potential service outages or violations—
whether due to infrastructure stress, application overload, or external events (e.g. flash crowd
scenarios, cyberattacks). By forecasting such anomalies in advance, the framework provides a crucial
time window for preventive action.

Layer 2: Closed-Loop Reinforcement Learning for Adaptive Orchestration

Furthermore, the second layer of our proposed framework introduces a reinforcement learning (RL)
agent (extendable to multi-agent or hierarchical configuration) that utilizes the LSTM forecasts from the
first layer to perform dynamic orchestration of distributed resources. By combining generalized
forecasting with scalable, anticipatory RL-based decision-making, this approach delivers intelligent and
resilient orchestration tailored to the dynamic conditions encountered at the network edge and its
immediate compute continuum.

Examples of orchestration decisions include:

e Service scaling and migration: Dynamically scaling service instances or migrating them to less
loaded or more reliable nodes in the edge-cloud continuum.

o Traffic steering and rerouting: Redirecting user sessions or service traffic paths to optimize
latency and avoid congested paths.

e SLA-aware resource reallocation: Proactively reallocate compute and network resources to
prioritize critical or latency-sensitive applications.

e Preemptive redundancy: Spawning secondary service instances or enabling hot-standby
modes for mission-critical functions in anticipation of anomalies.

Unlike static or reactive orchestration logic, the RL agent in our architecture operates in a forecast-
driven, closed-loop manner, continuously optimizing decisions based on real-time predictions from
the LSTM model. The modularity of the framework also allows extension to multi-agent or hierarchical
RL configurations for managing distributed service clusters or federated edge domains.

The proposal presented in Figure 10 is designed to align with the 6G-INTENSE architecture by
leveraging the functionality of the NCF component to specifically support multiple LMOs within the CEC,
as illustrated in Figure 11.

This innovation is centered on enhancing resiliency by enabling interoperability among diverse LMOs
that orchestrate heterogeneous edge resources, including compute, storage, etc. The aim is to abstract
the complexity of these edge resources through a unified interoperability layer, making resource
requests from DMOs resource-agnostic. Consistent with our proactive, Al-driven framework within the
Native Al toolkit, the system leverages DRL and LSTM-based forecasting models to anticipate
service/application level failures of any kind of services running on the edge node , enabling timely
service migration and adaptive resource reconfiguration. By incorporating uncertainty-aware Al
models/ XAl models, the solution can further enhance decision robustness, avoid unnecessary
reconfigurations, and ensure SLA compliance—ultimately delivering resilient, predictive, and zero-
touch service orchestration tailored to the demands of 6G applications.
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Figure 11: Proposed Al-driven resiliency framework aligned with 6G-INTENSE architecture

To demonstrate the effectiveness of our proactive Al orchestration framework, we will conduct
evaluations based on realistic 6G scenarios using publicly available open-source datasets. These
datasets reflect key characteristics of future network environments, such as dynamic traffic patterns,
user mobility, and fluctuating link conditions, allowing us to assess the framework’s ability to ensure
resilient service delivery under diverse and challenging conditions.

The selected traces will be used to train an LSTM-based predictor to identify patterns that typically
precede service-level disruptions, such as congestion events, resource saturation at MEC/gNB nodes, or
link degradation. Once trained, the LSTM model will operate in a closed-loop system alongside a Deep
Reinforcement Learning (DRL) agent, which will leverage the forecasts to proactively orchestrate
actions such as resource reallocation and service migration at the edge. This anticipatory control aims
to prevent performance degradation before it impacts service quality.

We will benchmark the proposed framework against reactive orchestration baselines using key
performance metrics, including end-to-end latency, throughput, service availability, and packet loss. The
evaluation will highlight the advantages of predictive, forecast-driven control in improving service
resilience and maintaining continuity across the cloud-edge continuum.
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7 Resource Abstraction and Exposure

Resource exposure is a critical component of the NCF. It exposes different available 6G resources that
DMO can use to deploy a service intent. In this section, we will propose a novel approach to define an
abstracted resource exposure solution, which collects different metrics from the available 6G
infrastructure. Hence, DMO will have the necessary information about the underlying 6G infrastructure
resources managed by the NCF and their status.

7.1 Overview and Innovation

The proposed resource exposure framework within the 6G-INTENSE architecture introduces a modular
and extensible approach to decouple service orchestration (DMO) from resource management (NCF). It
enables the discovery, aggregation, and exposure of heterogeneous infrastructure resources—
particularly computing elements—across edge, far-edge, and cloud environments. The framework is
composed of three main layers: the LMO Exposer, which gathers resource metrics from local
infrastructures; the RFAC (Resource Function Activation and Configuration), which manages
registration, health monitoring, and aggregation of exposers; and the RDA (Resource Discovery and
Aggregation), which provides a simplified and abstracted view of the available resources to the DMO
through a northbound interface (NBI).

The framework supports seamless integration across diverse environments, including Kubernetes, K3s,
and OpenShift, through a containerized and plugin-based design. It enables dynamic registration and
deregistration of infrastructure units, allowing computing resources—especially far-edge nodes like
autonomous vehicles—to appear and disappear without manual reconfiguration. The exposed data
includes compute and network metrics, normalized into a unified format and periodically pushed to a
shared database. These are then abstracted by region and type, ensuring that higher-level service
management can access relevant resource availability without being overloaded by system-level details.

7.2 Solution Description
7.2.1 High-level architecture

Region Type CPU |Storage| Memory
1 Edge 6 |256GB| B8GB
2 Cloud 26 3TB
3 Edge 4 128GB LMO | Region Type CPU |Storage| Memory
3 Cloud 16 1TB D1 1 Edge 2 [128GB| 6GB
______ 3 Far Edge 2 |[100mB ID2 1 Edge 4 |128GB| 2GB
Rescurce Discovery And Exposure B D3 2 Cloud 10 1TB 32GB
- D4 2 Cloud 16 2TB 64GB
D5 3 Edge 4 |128GB| 8GB
pe| D6 3 Cloud 16 | 1TB 32GB
NCF - D7 3 Far Edge 2 [ 100MB 1GB

Resource Function Activation And Configuration

—————————————————————— U4, Storage:128GE, Memory:8GE | LPUITE, Storage: 118, Memary:32GE | CPUZ, Storage: 100MB, Mamary 4GB

| | | | | |

LMO Exposer LMO Exposer LMO Exposer LMO [Exposer LMO [Exposer LMO [Exposer LMO |[Exposer
T T l T i ! i :
Region-1 Region-1 Region-2 Region-3

Figure 12: 6G-INTENSE resource exposure approach

The envisioned solution and its mapping to the NCF architecture is shown in Figure 12. It showcases the
6G-INTENSE envisioned approach to separate service management (DMO) from resource management
(NCF). While in this section we present an example of exposure on computing resources, it can be
extended to other technological domains.

From the NCF side, two components are involved: the resource discovery and exposure, and the
Resource Function Activation and Configuration. The DMO is the consumer of the resource exposure
module using the NBI interface described in D2.3 [1]. The DMO obtains a global view of the
infrastructure, consisting of an aggregated view of available resources, organized by regions, as shown

©6G-INTENSE Page | 34




D4.1 Initial Report on Compute Network Abstraction for CEC and Interconnection &1NTENSE§&

with SD-WAN

in the table in Figure 12. A key innovation of the proposed system is the abstraction of network
resources for the DMO to accommodate the heterogeneity and dynamicity of the 6G infrastructure, such
as far-edge computing resources that may appear and disappear dynamically, due to the mobility of far-
edge nodes (such as Autonomous Vehicles (Avs), cars, etc.).

The Resource Function Activation and Configuration component connects to the underlying computing
resources through the LMOs, which handle local resource management, including computing, radio,
networking, and sensing. For the example shown in Figure 12, we focus on the computing resources
exposed by different LMO handling the computing technological domains. The Resource Function
Activation and Configuration (RFAC) component is in charge of discovering LMO NBI and consumes
through the exposed API that concerns the available computing resources, their availability, and their
type (edge, central cloud or far-edge). All these details are stored in a local repository of RFAC and
processed by the REAF to be aggregated and exposed to DMO. In the figure example, the RFAC collects
information from different LMOs that are assigned IDs from three different regions. Each LMO exposes
its type (edge, central cloud, or far-edge node), the available resources and their type. In this example,
everything is about computing, by exposing: CPU, Memory, and storage. Here is an example, but another
type of resource can be exposed, such as a GPU, DPU, FPGA, etc. The data is collected periodically by
RFAC to refresh the Database. In this example, the table of available resources stored in the Database
shared between RFAC and RDA contains seven entries, one per LMO. It includes information on the LMO,
such as the ID, as well as the URL of the NBI exposed by the LMO. The Uniform Resource Locator (URL)
can be a couple of IP address and port or a Fully Qualified Name (FQN), as well as needed credentials. In
parallel, RFAC aggregates the table by region and type, removing all information regarding the LMO. So,
from seven entries, the table is reduced to 5. Hence, if DMO wants to use edge computing resources from
Region 1, it does not need to know details on which LMO is providing it; send the request to NFC, which
will select the appropriate LMO to deploy on.

7.2.2 Design and implementation

In this subsection, we present the technical design and implementation of the proposed NCF Exposure
framework (shown in Figure 13), which is composed of three main components: two internal
components, RFAC and RDA, and an external one from the infrastructure handled by LMO, where the
exposure runs. We draw a detailed overview of the devised framework, showing the sub-components
of LMO exposer, RFAC, and RDA, which will be detailed in the next sections.
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Figure 13: Detailed technical view of the resource exposure framework
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7.2.2.1 LMO exposer: case of Kubernetes (k3s, k8s, Openshift)

The LMO Exposer is deployed at the infrastructure level and corresponds to the lowest-level component
within the resource exposure framework. Its primary role is to provide the RFAC with detailed
information about the available resources in the underlying infrastructure where it operates. Designed
to be containerizable, the LMO Exposer can be easily deployed on most modern container orchestrators,
including Kubernetes (and its various distributions such as K3s and KubeEdge?), OpenShift8, and others.

"2024-87-19 16:26:22.9808972": { "2024-07-19 16:26:22.980372": {
"numbar0fNodes™: 7, "clusterNetworkDevicesNumber™: "walus",
"memory”: { "pachet-loss": {

"provisioned_memory": { "errReceivedPercentage": {
"totalProvisionedMemory™: "wvalus", "machine®:-network-device-bond@": "walue",K}
"detailedValues": { "DropedRecievedPacketsPourcentage™: {

"machined1"”: "walue"}}, "machine@dq:-network-device-bonda"

"memory_available": { "walue",}}

"totalAvailableMemory”: "wvalue", "Latency™: {
"detailedValues": { "5.8.8.8": {
"machine®1": "valua™}}, "status": "success",

"memory_usage": { "data": {

"totallUsedMemory™: "value", "Minimum RTT": "wvalua",
"detailedValues": { "Average RTT": "walue",
"machine®1": "walue"}}}, "Maximum RTT": "value",

"cpu": { "MDEY RTT": "walue"}}},

"totalProvisionedCpuCores™: { "jitter®: {

"totalCpuCores™: "walue", "g.8.8.8": [
"number0fCpuCoresPerNode™: { "jitter®: "value'}},
"machine®1": "value"}}, "throughputs": {
"usedCpu™: { "transmitted_throughput™: {
"dotailedCpullsageValues”: { "machinedq:-network-device-bond@": "value"},
"machine®1-cpudi”: "value"}, "received_throughput”: {
"averageCpullsageValuesPerNode": | "machine@ : -network-device-bond@": "walue"}}
"machine@1™: "valua"}}, }
"FreeCpu": {
"detailedFreelpuvalues™: {

"machine@l-cpud1™: "value"},
"averageFreaCpu¥aluesPerNode”: |
"machine®1™: "value"}}},
"disk": {

"Freebisk": |
"totalAvailableDsikSpace"”: "value",
"detailedValuesPerNode": {
"machine81™: "valua"}},

"usedDisk": {
"totalAvailableDsikSpace"”: "value",
"detailedValuesPerNode™: {

"machine®1™: "value"}},

"diskThroughput": {

"read”: {
"detailedValuesPerScoragelUnic”: {
"machine®q-sda": "wvalue™,}},
"write": {

"detailedValuesPerScoragelUnic”: {
"machineB1-sda": "value"}1}}

(a) compute resource metrics, including (b) network resource metrics
memory, CPU, and storage utilization

Figure 14: JSON format of exposed resources

Given the heterogeneity of 6G infrastructures, different environments may rely on diverse metric
sources and monitoring tools. Some may use standard solutions like Prometheus® or Nagios!0, while

7 https://kubeedge.io

8 https://www.redhat.com/fr/technologies/cloud-computing/openshift
% https://prometheus.io/

10 https://www.nagios.org
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others may depend on platform-specific tools such as Tegrastats!! or Htop2 for metric collection. To
address this variability, the Exposer adopts a pluggable approach for the metric collection. These plugins
act as adapters between the data collector and the underlying monitoring solutions, making the system
agnostic to the specific tools in use.

Collected metrics are temporarily stored in a message broker to enable efficient, decoupled
communication between system components. This design addresses two key challenges:

e Supporting concurrent data requests from multiple entities, especially when a computing node
is part of multiple local systems, while maintaining responsive performance under load.

e Avoiding the need for long-term metric storage by retaining only recent data, ensuring that the
RFAC always accesses up-to-date information.

The framework supports various message brokers such as RabbitMQ!3, Apache Kafkal4 and Redis?>,
offering flexibility to integrate with diverse infrastructure setups.

To ensure platform-agnostic operation for higher-level components like the RFAC and RDA, the Exposer
presents all collected metrics in a unified format (see Figure 14(a)). Since different metric sources
expose data using various models, this unified data format provides a consistent, structured
representation of metrics across infrastructures, simplifying downstream data processing and analysis.

The Exposer gathers two main categories of metrics: compute and network (from the cloud or edge
perspective). For each category, an initial overview presents the general availability and resource
consumption across the cluster. This is followed by a more detailed breakdown of resource usage across
specific nodes or components.

Figure 14(a) and Figure 14(b) illustrate the unified formats used for compute and network metrics,
respectively.

+ Compute metrics include memory, CPU, and storage information. Memory metrics report total,
available, and used memory at both cluster and node levels. CPU metrics capture core count,
per-core usage, average CPU utilization, and free capacity. Storage metrics describe used,
available, and total storage, along with [/0 statistics such as read/write operations and
bandwidth over time.

e Network metrics provide insights into bandwidth usage, packetloss, latency, and interface-level
throughput, by estimating different network metrics when accessing to a remote server
(Google).

7.2.2.2 RFAC

RFAC primary responsibilities are to manage multiple Exposer instances and to provide the Discovery
module with the necessary resource information. When a new Exposer becomes available in the
resource pool, it initiates a registration process with the RFAC. This registration signals the Exposer’s
readiness and operational status within the system. Upon successful registration, the RFAC records the
Exposer’s IP address and domain name in the local Domain Name System (DNS), enabling seamless
communication when needed. When a new Resource Exposer (RE) is deployed at the LMO, it
automatically registers itself with the Discovery API, enabling seamless communication. This self-
registration mechanism enhances scalability by removing the need for the Discovery Module (At NCF)
to actively scan for new infrastructures. Instead, each RE independently manages its registration,
streamlining the addition or removal of infrastructures. This decentralized approach reduces the
Discovery Module’s workload and ensures flexible adaptation to dynamic changes, allowing new
computing nodes or clusters to join or leave the network without complex reconfiguration. A Local DNS

11

https://docs.nvidia.com/drive/drive_os_5.1.6.1L/nvvib_docs/index.html#page/DRIVE_OS_Linux_SDK_Development_G
uide/Utilities/util_tegrastats.html|

12 https://htop.dev

13 https://www.rabbitmg.com/

14 https://kafka.apache.org/

15 https://redis.io/
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system facilitates communication between the Discovery Module and Exposers by maintaining the IP
addresses and domain names of all RE instances.

The RFAC continuously monitors all registered Exposers through a heartbeat mechanism. If an Exposer
becomes unreachable or fails to send periodic heartbeats, the RFAC automatically unregisters it and
removes its entry from the DNS. This ensures the reliability and freshness of the resource view exposed
to higher components.

In addition to registration and monitoring, the RFAC includes a global collector that periodically queries
all active Exposers for resource metrics and publishes them to a global message broker. This decoupled
design, similar to that used in the LMO Exposer, supports concurrent access, ensures scalability under
load, and avoids the need for long-term metric storage.

All the collected information is pushed to a shared database with RDA.
7.2.2.3 RDA

The role of RDA is to expose an aggregated vision of the resource exposed by the different LMO to DMO.
As stated earlier, this data is aggregated by region and type.

"2024-87-19 16:26:22.980372": |
“nusberOfNodes"
"memory®: {

"provisioned_memory”: {
"totalProvisionedMemory”: "value”,
"detailedValues”: {

"machine®1”: "value"}},

"memory_available": {
"totalAvailableMemory”: "value",
"detailedValues”: [

"machine®1":"value”}},
"memory_usage": { "timestamp": "2024-67-19 16:26:22.388972",

"totalUsedMemory”: "value", "numberOfNodes": 7,
“detatledValues™: {

: "memory" :
"machine@1": "value"}}}, P " "
"cpu®: { "totalProvisionedMemory": "value",
"totalProvisionedCpuCores": { “totalAvailableMemory”: "value",

“totalCpuCores”: "value",
“number0fCpuCoresPerNode™: {
"machine@1": "value"}},

"totalUsedMemory": "value"

"ysedCpu™: | B "cpu"
"detailedCpuUsageValues": { > " ", "
2 sk < totalCpuCores”: "value
m machine@1-cpu@1™: "value”} g
o "averageCpulsageValuesPerNode™: | 3 > "averageCpuUsagePerNode": "value”,
3 "machine®?”:“valus®}}, s "averageFreeCpuPerNode": "value’
"freeCpu"”
"detatledFreeCpuvalues™: { g s
"machine@1-cpud1"”:"value"}, "disk":
SAURDRERE CRaly it et Btioce 22t "totalFreeDiskSpace": "value",
"machine®1”:"value"}}}, " - "
ndisk®: { totalUsedDiskSpace": "value”,
"FreeDisk": { "throughput™”:
"totalAvailableDsikSpace”: "value”, "read": “"value",
“detailedValuesPerNode™: {

"machine@1”: "value"}}, write value

"usedDisk™: {
"totalAvailableDsikSpace”: "value",
"detailedValuesPerNode™: {
"machine@1": "value"}}
“diskThroughput™: {
"read": {
"detatledvaluesPerStorageUnit": {
"machine@1-sda"™: “value”,}},
*write”: {
“detalledvaluesPerStorageUnic": {
“machine@1-sda":"value"}}}}

Figure 15: Resource exposure abstraction

To prevent overloading the Discovery module with excessive detail, the RDA constructs an aggregated
and abstracted resource model. This model contains only high-level information about resource
availability across the infrastructure. It is exposed through the RDA’s NBI to DMO, enabling the latter to
access relevant data without being burdened by low-level metrics such as per-interface throughput,
node memory usage, or CPU core details. This abstraction ensures that the DMO operates efficiently,
with only the necessary insights into available resources. Figure 15 illustrates how the RDA aggregates
data from multiple exposers and provides a simplified view to the Discovery module.
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8 Interconnection with SD-WAN

This section describes the SD-WAN concept as an integrating component of the NCF, the network
transport pool of resources, with dynamic management and network orchestration, the 6G-INTENSE
flexible and programmable framework for interconnecting the continuum PoPs.

8.1 Overview and Innovation

The innovative proposed architecture is related to the SD-WAN technology capable of enabling the
network orchestration between PoPs, and the integration with the NCF resources transport pool. Based
on the monitoring capabilities (QoS, Performance), the SD-WAN is capable of dynamically controlling
the resources, with flexible services adaptation and on-demand changes, using closed-loop automation,
the traffic can be manipulated or rerouted for better performance and SLAs. The innovation is supported
by the SD-WAN controller capabilities, the NBIs as an abstract point of interaction between the SD-WAN
controller and the QoS monitoring capabilities.

Prior works focused on enterprise networking and data center interconnection using SD-WAN, with few
works focusing on leveraging SD-WAN for CEC interconnection without controlling underlay networks.
Phemius and Bouet [23] focus on multi-homed enclaves interconnection using OpenFlow and QoS
management of applications in multi-WAN environments. Authors in [24] propose an SDN-based
architecture for remote data centers interconnection aiming to improve resiliency. However, they
assume that overlay nodes are located at Internet Exchange Points (IXPs) or ISPs, or collocated with
Content Delivery Network (CDN) cache nodes. In [25], authors focus on optimizing inter-DC WAN
bandwidth utilization and efficient traffic engineering, and the resulting congestion challenge that arises
from frequent updates to meet service traffic demand. They showed that leaving 10\ % free link capacity
allows for quick congestion-free updates. However these solutions are platform-centric and supposes
complete private underlay network control.

There are also open-source SD-WAN solutions like FlexiWAN [26] and EveryWAN [27]. In [26], the
controller is implemented based on Free Range Routing (FRR) [28], and the Edge device or route
infrastructure using FD.io Vector Packet Processor (VPP) [29]. However it envisages a more classic
approach to SD-WAN with some control functionalities still running at the virtual Edge routers.
EveryWAN, on the other hand, uses a hybrid IP/SDN approach where a local control logic based on
distributed IP routing coexists with a programmable IP forwarding engine controlled by a SD-WAN
controller [27], leveraging Linux networking and pyroute2 netlink library.

In our work we propose a programmable framework for interconnecting the continuum Points of
Presence (PoPs) over heterogeneous Wide Area Network (WAN) infrastructures (Figure 16). Its
integration within the NCF enables abstracting and managing these different transport network
resources connecting the federated computing nodes to ensure QoS enforcement and SLA-aware service
routing. For the instantiation we leverage an open source controller and SD-WAN edge [27]. Unlike the
open source implementation we enable hybrid WAN to allow CEC interconnection over multiple
underlay transport networks and QoS aware routing for per-flow routing. This enables the NCF to
control an abstracted transport network without having to deal with different underlying technologies
used for PoPs connection and to dynamically steer services flows.

The QoS awareness ensures the optimized performance across the CEC nodes, dynamic traffic steering,
and path selection based on the real-time monitoring, improving the performance of communication
between the compute-nodes. The programmable SD-WAN allows for automation and enables the
deployment and scaling of computing workloads, providing dynamic adjustments of connectivity in
response to compute data exchange requirements. SD-WAN enables the links between compute edges,
scaling the CEC infrastructure while maintaining the QoS, empowering the computing interconnected
systems through programmable infrastructures.

8.2 Solution Description

The SD-WAN Controller provides a comprehensive Representational State Transfer (REST) API
structure, enabling management and orchestration of Software-Defined Wide Area Network services.
The northbound interface allows the creation, configuration, monitoring, and management of network
overlays across distributed edge devices.
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The SD-WAN Controller provides a range of essential features, compared to the SD-WAN SoTA,
characterized by a mature and widely adopted technology facilitating the interconnections between the
enterprise sites [30]. It is described by limited programmability and dynamic capabilities for the 6G
requirements, lacking support features as QoS enforcement, traffic path resiliency, and scalability for
cloud-edge.

The SD-WAN is supporting several key capabilities, for Overlay Network Management, Edge Device
Configuration, Service Access Control, Traffic Classification and Performance/QoS Monitoring, through
a well-defined NBI API Structure. SD-WAN NBI links the NCF and the SD-WAN controller by enabling
dynamic control and management of the underlying SD-WAN infrastructure.

The NCF, as described in Figure 2, is leveraging the SD-WAN NBI to achieve the following core
functionalities for Overlay Network Orchestration, Edge management, service control, and monitoring,
in order to interconnect PoPs within the CEC. This is done through the programmatic interface for the
NCF (see Figure 16) to manage and control the underlying SD-WAN infrastructure.

8.2.1 SD-WAN Component for NCF

As depicted in Figure 16, the SD-WAN northbound API provides an interface and a unified model to the
NCF for interaction and enabling SD-WAN capabilities that could be exposed by multiple SD-WAN
controllers. This extensible model allows future integration of other SD-WAN controllers by adding a
plugin that consumes and abstracts the controller-specific NBI. This abstraction covers the management
of overlay topologies, the association of service traffic flows to routing strategies, and the export of
network performance metrics to the NCF observability module.

The design is structured around three functional layers. The upper layer is integrated with the NCF
orchestration logic and is responsible for translating and managing service-level tenants to network
requirements, for instance, specifying QoS and level of resiliency needed for deployed services,
enforcing QoS to guarantee SLA of some services, and supporting resiliency by being able to select
different routes for a given service.
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Figure 16: SD-WAN NCF High-Level Architecture

The service QoS class association at the orchestration layer is passed to the SD-WAN controller, which
converts it into policy rules for traffic identification and routing. Matching rules based on parameters
such as IP addresses, ports, or protocols are generated and pushed to SD-WAN edges that constitute the
lower or data-plane layer of the architecture and are deployed at each POP to classify traffic flows and
apply routing policies accordingly. These classes are used to direct traffic across the most appropriate
overlays, depending on the network conditions and SLA objectives.

The control plane, or the SD-WAN controller, interprets the requirements received from the
orchestration layer and maintains the real-time configuration of the SD-WAN edge instances. It manages
edge configurations, overlay topologies, routing policies, flow-service mapping, etc.

For instance, when the NCF observes SLA violations, such as exceeding latency for a given service, it can
instruct the controller to reassign the affected service traffic flow to another overlay with better
performance. This rerouting can be reactive, based on real-time metrics collected by the controller, or
proactive if driven by embedded Al modules.

At the SD-WAN node (also called edge nodes), the data forwarding logic is configured to encapsulate
and route traffic through the appropriate overlay tunnels. These overlays are implemented over
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heterogeneous WAN links using technologies such as Virtual Extensible Local Area Network (VXLAN)
or Generic Routing Encapsulation (GRE) over Internet Protocol Security (IPsec), etc., enabling secure
and isolated paths. The routing behavior is structured using dedicated Linux routing tables per overlay,
allowing multiple traffic classes to be isolated without relying on interface-level separation, thus

overcoming the limitations observed in traditional Virtual Routing and Forwarding (VRF)-based
solutions.

The overall integration allows services deployed across multiple CEC nodes to benefit from dynamic and
intelligent interconnectivity, with the NCF leveraging the SD-WAN interface to continuously align
routing decisions with service intents.

8.2.2 SD-WAN Controller

The SD-WAN controller developed by EUR acts as the transport network domain LMO, abstracting and
exposing capabilities and service models to the NCF via the NBI, enabling control over the distributed
WAN infrastructure. Its primary function is to translate the abstract network requests received from the

NCF into configurations to be enforced at the edges. These configurations include tunnel establishment,
routing logic, traffic classification rules, and telemetry activation.
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Figure 17: EURECOM’s SD-WAN Application-Driven Routing

Designed with a hybrid heterogeneous WAN and the isolation of service class traffic in mind, the
controller, relying on the Linux network stack, ensures logical separation between overlays and
between different traffic classes. It leverages Linux routing tables, IPRule, and [PTables for traffic
forwarding (Figure 17). Unlike designs that use VRF instances, which require a physical or virtual
interface to create isolated routing behavior (a VRF instance for each, bridged to an interface), this
approach allows services associated with different overlays to share ingress interfaces while

maintaining independent forwarding behavior.
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Traffic classification is performed according to service metadata defined at the orchestration plane by
defining and pushing policy rules to the SD-WAN edges, allowing flows to be associated with overlays
based on their matching rules and service-level requirements.

The monitoring system of the SD-WAN solution collects metrics such as latency, jitter, and throughput,
which are then exposed to the NCF. This allows the orchestration plane to assess the current state of the
transport network infrastructure and, when needed, request routing changes. These changes are
applied by the controller, which reconfigures the affected edge devices accordingly.

The implementation of our solution is derived from EveryWAN [27], an open-source SD-WAN project,
but it has been extended and adapted to support a hybrid WAN, whereas EveryWAN originally
supported only a single underlying network. In particular, the overlay manager and routing logic were
re-implemented to support multiple underlay links per SD-WAN edge and to allow the routing tables to
be dynamically associated with traffic classes rather than static interfaces. This flexibility enables a more
scalable design, supporting multi-service deployments over federated infrastructures.

The NCF unifies, abstracts, and exposes all CEC resources to the DMOs under a common framework
through its NBI. This section details the approach that will be followed in 6G-INTENSE for the resource
abstraction and exposure, as well as the Observability features that will aid in this procedure.

8.2.3 Northbound API

This chapter describes the SD-WAN Controller serving as the centralized intelligence in the WAN
architecture, offering transport network management, QoS policy enforcement and real-time network
visibility to ensure the optimal connectivity performance. This is resulting into a resilient SD-WAN
infrastructure for the automated communication service assurance, with a granular control with APIs
supporting the lifecycle management of the solution.
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8.2.3.1 CRUD APIs

openapi: "3.@.8"

info:
title: "SD-WAN NBI API Summary Example"
version: "@.8.1"

paths:
foverlays:
get: # Retrieve existing overlays and their metadata.
post: # Create a new logical overlay between selected nodes.
delete: # Remove an overlay by reference ID or name.
Joverlays/default:
post: # Instantiate a default overlay with predefined parameters.
/serviceldentifiers:
get: # List active service traffic matching rules.
post: # Create a rule to match service traffic.
delete: # Remove an existing traffic matching rule.

JserviceAccess/public/enable:
post: # Open Internet public access for a service.

JserviceAccess/public/disable:
post: # Remove Internet public access for a service.

/servicebAccess/inter-domain/enable:
post: # Allow access to a service across domains or clusters. ( assign it to an Overlay ).

fserviceAccess/inter-domain/disable:
post: # Disable inter-domain access to a service.

/nodes/configurations:
get: # Retrieve current configurations of participating SD-WAN edges.

post: # Configure node (e.g, Config Metwork Interfaces of a Node).

fmonitoring/latency/start:
post: # Initiate latency monitoring across all overlays

fmonitoring/latency/stop:

post: # Stop active latency monitoring.
/monitoring/latency:
get: # Retrieve current latency statistics per overlay tunnel.

Figure 18: SD-WAN NBI Summary

The SD-WAN Northbound Interface (NBI) is the abstract point of interaction between the NCF and the
Transport Network LMO or the SD-WAN controller. It enables configuration and monitoring of overlay
networks, as well as the enforcement of service-specific routing configurations.

Figure 18 shows a summary of the EUR SD-WAN controller Northbound Interface specifications, which
represent the exposed capabilities from the Transport Network LMO or the SD-WAN controller to the
Network Compute Fabric. This exposes all the controller’s overlay networks orchestration, node
configuration, service-driven routing activation, and monitoring capabilities. For instance: overlay
creation, inspection, and removal; per-node (per SD-WAN edge) device and interfaces management; and
service-level traffic classification, where flows can be defined and grouped by matching rules and
application classes and bounded to specific overlays or for having an isolated routing behavior based on
defined QoS, for example.

In addition, it provides endpoints for service exposure, controls public-access endpoints to open or
close Internet access for any given service, and inter-domain endpoints to enable or disable cross-
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cluster access for a given service over a specified overlay network. Thus, enabling controlled and secure
service peering across different nodes or PoPs. Finally, it enables transport network observability
operations by offering endpoints to consume collected network performance metrics from the SD-WAN
monitoring exposure, in particular, per-overlay latency, jitter and throughput. Therefore, allowing the
NCF to continuously validate SLA in the closed-control loop leveraging the current network
performance and service flow current routing overlay.

8.2.3.2 QoS Monitoring

SD-WAN Controller API enables the NCF to monitor the network performance (QoS Monitoring) and,
based on analytics, to implement closed-loop control mechanisms and provide services traffic
engineering.

This dynamic interaction is essential for ensuring optimal service delivery and automated adaptation to
changing network conditions.

Technical capabilities of SD-WAN Controller in order to ensure the QoS Monitoring, service
performance, and TE, as based on the controller features, the monitoring is applied end-to-end to the
overlay tunnels, and measurements can be used by the NCF upper layer. The SW-WADN Controller
monitoring capabilities are described in Table 3, for latency, throughput and jitter monitoring.

Table 3 SD-WAN Controller Performance monitoring capabilities

Monitoring Call Method

Capabilities

Description

POST e initiates latency measurements across
/monitoring/latency/start all existing overlay tunnels.
e this allows the NCF to begin collecting

Latency overlay performance data dynamically

t 1
Hnness POST e stops the collection of latency metrics
monitoring o
/monitoring/latency/stop
GET /monitoring/latency e retrieves the latest latency
measurements for each overlay tunnel
POST e initiates throughput measurements
/monitoring/throughput/start across overlay tunnels.
e this allows the NCF to begin collecting
el tunnel performance data dynamically
h h
t rous PUt POST e stops the collection of throughput
monitoring

/monitoring/throughput/stop

metrics of all overlay tunnels

GET / monitoring/throughput

retrieves the throughput stats for all
overlay tunnels

Jitter Monitoring

POST /monitoring/jitter/start

initiates jitter measurements across
all existing overlay tunnels.

allows the NCF to begin collecting
performance data dynamically

POST /monitoring/jitter/stop

stops the collection of jitter metrics

GET /monitoring/jitter

retrieves the jitter stats for all overlay
tunnels
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The latency measurements (initiated by NCF) will be executed across overlay tunnels’ endpoints,
allowing the dynamic collection of the data and a real-time monitoring process. The latency retrieved
from the overlay tunnels allows the NCF to collect and identify the network performance, possible
bottlenecks, and, based on the detected degradation, remediation to be requested with the support of a
closed-control loop. In addition, overlay links are dynamically created (NCF uses an endpoint to create
underlay links) based on service requirements. Through monitoring, information about overlay links
and their configuration, status, and associated interfaces is received, and it is maintained in a real-time
SD-WAN topology and associated health of the connections.

e Service Identification classes and Routing, as the NCF will manage the traffic classification and
routing policies:
o POST /serviceldentifiers
» creates new traffic classification rules based on various parameters such as
source/destination IP addresses, ports, and protocols.
» this allows the NCF to identify and classify different application traffic flows,
referred to as Traffic Engineering (TE)
o GET /serviceldentifiers
= retrieves existing traffic classification rules
o DELETE /serviceldentifier
» Removes existing rules, dynamic control over traffic classification.
» enables the NCF to implement application-aware routing and optimize
performance for different service types.

Overlay Network Orchestration, traffic steering and service identification (POST /serviceldentifiers) is
defined through traffic classification rules for the endpoints, based on services parameters
(source/destination IP addresses, ports, protocols). There are identified and classify different
application traffic flows, TE specs for rules, matching criteria’s, services class, and importance level,
allowing to inspect and manage existing policies.

The SD-WAN controller enables dynamic resources utilization and flexible adaptation of services
changing on demand, using a request with predefined parameters to simplify the overlay creation and
configuration. The data monitoring (e.g. /monitoring/latency) and traffic steering capabilities of
services implementing closed-loop automation can dynamically traffic manipulate or reroute the traffic
too different paths with better performance by associating new routing policies. This ensures that the
services maintain the desired performance level in various changing network conditions.
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9 Conclusions

This deliverable focuses on the NCF layer of DIMO, the novel Distributed Intent-driven Management and
Orchestration framework developed in 6G-INTENSE, and presents the first version of the NCF
architecture and the innovations it brings to DIMO. One of the key features offered by NCF is the
separation of service and resource management through its mediation between the DMOs and LMOs.
The infrastructure abstraction that NCF performs enables the vertical owners to request services with
specific requirements and constraints in an infrastructure-agnostic way.

This document describes a set of innovative concepts that will be developed as the building blocks of
NCF, including:

e Aunified abstraction layer for the seamless integration and exposure of heterogeneous resource
pools and southbound communication platforms.

e Translation of TMForum Intent Ontology (TIO)-encoded resource intents into respective
deployment configurations, as part of NativeAl Toolkit’s intelligence.

e Employment of AgenticLLMs to aid in the resource intents translation process.

e A proactive Al-driven framework implemented as part of NativeAl Toolkit’s intelligence to
enhance the resiliency and adaptability of the CEC, with a particular emphasis on mitigating
failures at Multi-access Edge Computing (MEC) nodes.

e Innovative use of SD-WAN technology towards CIC interconnection, towards QoS Monitoring,
and traffic engineering.

The final report on the NCF abstraction for the CEC and the interconnection with SD-WAN, expected in
D4.4, will provide more implementation details on the functionalities of the proposed innovations,
incorporating feedback and recommendations from WP2 and WP3.
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