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Executive Summary

Deliverable D4.2 presents the innovations developed within Task 4.2 (“Dependable Sensing and
Actuation for the Deep Edge”), as part of the activities of 6G-INTENSE Work Package 4 (WP4). Task 4.2
contributes to the realization of the project’s central vision by developing native Artificial Intelligence
(AI) capabilities within the Network-Compute Fabric (NCF), enabling closed-loop intent fulfilment even
in highly distributed and dynamic environments. Sensing at the network edge is an essential component
of this vision, as it represents the main mechanism by which the infrastructure interacts with the
physical environment and collects relevant feedback for Al-based decision-making and intent actuation.

As per Task 4.2 objectives, the innovations presented in D4.2 are key to the realization of an NCF that
can deliver dependable, Al-native orchestration of sensing tasks at the network edge. The focus of this
deliverable is therefore to report the initial design and development of mechanisms and interfaces that
enable reliable and intent-driven sensing operations, taking into account the heterogeneous capabilities
of nodes and devices and variable user demands across edge deployments. One of the main challenges
we tackle is to ensure efficiency and dependability in joint communications and sensing (JCAS)
operations. This requires not just system robustness and availability, but also confidence in Al-driven
decisions, adaptability to contextual changes, and compliance with user- or application-defined goals.
To this end, D4.2 first covers the implementation of JCAS functions and their composition for pervasive
users/devices localization. It also presents an effective algorithmic solution for the orchestration and
management of such applications and the allocation of necessary network and computing resources.
The proposed solution allows for seamless deployment and migration of containerized functions
implementing sensing tasks, and it enables the exposure of high-level intent APIs to application-layer
services. These APIs abstract the complexity of low-level operations and make sensing capabilities
accessible in a goal-driven fashion. Notably, by foreseeing the possibility to deploy applications able to
provide different levels of performance, it can modulate the application functioning according to the
quantity of available resources at the network edge and deep edge. Additionally, the deliverable
introduces the concept of the JCAS Local Domain (JCAS-LD), a virtual architectural element that
encapsulates local sensing functions, coordinates their execution via the Local Management
Orchestrator (LMO), and exposes them to the NCF.

Next, the deliverable illustrates the techniques we developed to equip the system with the necessary
mechanisms to enable JCAS-based applications. Specifically, it first presents mechanisms for the proper
preparation and formatting of multimodal data collected through JCAS functions and their exposure to
the NCF. The presented techniques will be implemented and will represent an essential extension of the
ICOM’s Edge Cloud Continuum Manager (ECCM) with a JCAS client service and a Data Preparation
Service. These modules act as bridges between raw sensing data and the Al-native orchestration logic.
The Data Preparation Service indeed plays a crucial role in harmonizing multi-modal sensing inputs,
filtering noise, tagging contextual information, and converting it into Al-friendly formats. This enables
large language models (LLM) to reason about the sensed state of the system and leverage it for context-
aware decision making and intent actuation.

Finally, the deliverable dives into reliable system monitoring and prediction, and it illustrates how to
increase the trustworthiness of edge decisions by embedding uncertainty quantification techniques into
the resource monitoring and forecasting. It introduces a two-stage framework, combining probabilistic
deep learning, model calibration, and conformal inference with teletraffic engineering models. This
approach ensures that predictions about future traffic or resource demand are statistically grounded,
and that resource allocation strategies can reflect the desired level of service assurance.

In terms of innovation, the deliverable contributes beyond the state of the art in several ways:

e [t presents native integration of JCAS sensing into orchestrated and resource-aware edge
computing environments (Section 3).

e [t introduces an innovative mechanism for sensing data preparation and integration, which
enables a unified formatting of multi-modal data and their use as input to LLMs for semantic
reasoning and context-aware intention actuation (Section 4).

e It defines novel methods for automated dependable monitoring and forecasting of resources,
leveraging mitigation uncertainty in resource forecasting through trustworthy Al (Section 5).

©6G-INTENSE Page | 7
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GGEINTENSE:

1 Introduction

The goal of this section is to provide a brief outline of the objectives of the specific 6G-INTENSE
Deliverable, how those are aligned and relevant to the overall project, and what approach was followed
in order to achieve them.

1.1 Mapping 6G-INTENSE Outputs

The purpose of this section is to map 6G-INTENSE Grant Agreement commitments, both within the
formal Deliverable and Task description, against the project’s respective outputs and work performed.

Table 1.1: Adherence to 6G-INTENSE GA Deliverable & Tasks Descriptions

6G- 6G-INTENSE GA Task Respective Justification
INTENSE Description Document
Task No. Chapter(s)
and Title
DELIVERABLE

D4.2 Initial report on sensing D4.2 and actuations: Description of the proposed solutions for
dependable Sensing and Actuation for the Deep Edge-Initial

©6G-INTENSE

mechanisms to enable JCS
functionalities at the deep
edge nodes, covering
mechanisms (i) to sense and
characterize the
environment in which the
users and devices are
operating, (ii) to monitor
nodes/devices, their
available resources, and the
quality of the data they
consume or generate; (iii) to
design and deploy intelligent
and sensing microservices at
different, possibly
interacting, nodes/devices to
optimally let such
microservices coexist, yield
more complex services, and
provide intent assurance,
(iv) to define strategies to be
adopted to efficiently
integrate privacy and
security mechanisms in the

TASKS

T4.2: This task will address fully Section 3 Section 3 addresses the design of JCAS
Dependable | autonomous dependability Section 4, functions and the orchestration and
Sensing in the deep edge domain via | Section 5 deployment within the Network-

and the intent assurance Computing Fabric (NCF) of applications
Actuation | function of the Native Al based on such functions. Notably, it
forthe Deep | toolkit. First, this task will describes the orchestration of JCAS-based
Edge develop the necessary applications, detailing the STEP

orchestration algorithm that enables their
deployment as a chain of containerized
microservices within the NCF. Then it
presents the mechanisms developed to
enable JCAS functionalities at the network
nodes to sense the environment in which
users and devices operate and provide
pervasive location awareness. The section
also details the information flow for (i) the
monitoring of nodes/devices and their
resources, and (ii) the exposure of the JCAS
capabilities via Intent-based Northbound
APIs. Such an information flow can also
enable security mechanisms while
accounting for data privacy.

Section 4 and Section 5 present the
techniques developed to equip the system
with the necessary mechanisms to enable
JCAS functionalities.

Specifically, Section 4 introduces
mechanisms to monitor the quality of the
data consumed and generated by the JCAS
functions, which are then exposed to the

Page | 8
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JCS. Second, the JCS
capabilities will be then
exposed via Intent-based
Northbound sensing and
actuation APIs under the
umbrella of the unified
Network-Compute Fabric.
Intent APIs can abstract the
intricate (and device-
specific) trade-offs between
accuracy, energy
expenditure and
performance penalties.
These APIs are then exposed
to application microservices
deployed on-device, thus
unlocking innovation
towards pervasive location
awareness and potentially
gesture recognition.
Moreover, similar JCS Device
abstractions will be
implemented to support the
sensing of the infrastructure
(e.g., active throughput and
latency measurements)
filling the dependability gap
of best- effort non-3GPP
protocols.

NCF. The proposed technique enables the
NCF to integrate the sensing data
occurring from the JCAS functionalities,
bringing it to a higher level of abstraction
for more effective context-aware decision-
making and intent actuation. Additionally,
it details the Data Preparation service
that will be implemented as an extension
to ICOM’s Edge abstraction platform,
which can manage multiple edge
platforms. The service aims to prepare
and optimize the JCAS data integrated in
NCF for their processing, thus providing
unified input data of different modalities.

Section 5 then dives into the monitoring of
nodes/devices and their available
resources —an essential function within
the network and computing system. The
presented techniques provide dependable
resource monitoring and prediction of the
NCF. One of the key innovations that this
section illustrates is autonomous
dependability in the deep edge domain
leveraging Trustworthy Artificial
Intelligence (Al) instead of classical Al
algorithms. This allows for the
quantification and calibration of the
possible uncertainties in the predictions
derived from Al models with the aim to
increase the trustworthiness and
robustness of the NCF. Furthermore, this
framework operates at the NCF as a
closed loop aligned with the Zero-touch
Service Management (ZSM) concept. The
section also shows how the proposed
technique implements resource
monitoring processes within the NCF,
ensuring trustworthiness as well as strict
adherence to the SLAs for the users.

1.2 Deliverable Overview and Report Structure

The deliverable is structured as follows.

e Section 2 summarizes the 6G-INTENSE general architecture, already presented in detail in D2.3

[1].

Section 3 presents the JCAS functions we developed and the composite applications for
pervasive user/device localization. Such applications are designed by chaining JCAS functions
with additional processing functions. It also details the STEP orchestrator algorithm to be
executed within the Network-Computing Fabric (NCF) for the deployment and management of
such applications. Lastly, it introduces the information flow for the monitoring of nodes/devices
and their resources, and the exposure of the JCAS capabilities via Intent-based Northbound APIs.
Section 4 illustrates the data preparation and integration mechanisms that enable a suitable
abstraction of the data collected through the JCAS-based applications and their exposure to the
NCF. Specifically, it describes how the gathered multimodal data can be formatted in a unified
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manner for further processing through Machine Learning, and in particular, Large Language
Models, so that decision-making and intent actuation can be refined on the basis of these models’
output.

e Section 5 addresses automated dependable monitoring and forecasting of the availability of
nodes and devices, and their resources. The developed framework leverages trustworthy
Artificial Intelligence (Al), which allows for the quantification and calibration of the possible
uncertainties in the predictions output by Al models. Also, it highlights how the proposed
framework operates at the NCF as a closed loop aligned with the Zero-touch Service
Management (ZSM) concept and its ability to ensure strict adherence to the SLAs for the users.

e Finally, Section 6 draws the main conclusions and outlines the next steps for Task 4.2.

©6G-INTENSE Page | 10
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2 Summary of General Architecture
This section summarizes the general 6G-INTENSE architecture, described in detail in D2.3 [1].
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Figure 2.1: 6G-INTENSE General Architecture

To address the management complexity of the multi-stakeholder infrastructures and federated RANs
introduced by 6G, the 6G-INTENSE project has designed the Distributed Intent-driven Management
and Orchestration (DIMO) framework, which abstracts and federates computation, communication,
and sensing resources across an internet-scale architecture. It relies on an intelligent orchestration
paradigm to efficiently manage service requests and coordinate infrastructure elements spanning
Radio, Cloud, Edge, Deep Edge, and Transport domains. Its main goal is to enable scalable, flexible, and
dynamic management of the federated 6G environment.

As depicted in Figure 2.1, the system architecture is layered, comprising t-DMO (tenant Domain
Manager and Orchestrator), DMO (Domain Manager and Orchestrator), and NCF (Network
Computing Fabric), each with distinct functional responsibilities. This modular structure supports
abstraction, allowing components to evolve independently and interact through well-defined interfaces.
It also enables a clear separation between business management, service orchestration, and resource
control.

At the bottom layer, the NCF interfaces with technology domains and forms a unified 6G resource pool
via Local Management Orchestrators (LMOs). The NCF abstracts access to heterogeneous resources,
manages “resource intents,” and exposes standardized APIs. It translates service-layer requests into
infrastructure-level actions, enabling dynamic integration of new resource pools—crucial for mobile
and far-edge use cases like vehicles and UAVs. The DMO layer manages the lifecycle of “service intents,”
received from the t-DMO, which acts as the interface with vertical industries. t-DMO allows verticals to
specify service needs in abstract form—without knowing technical resource details—while DMO
ensures SLA fulfillment by leveraging resources provisioned by the NCF. This hierarchy of abstractions
continues all the way to the vertical entity, which can define high-level “business intents” in natural
language. All low-level orchestration details are hidden, creating a seamless experience for non-expert
users. This architecture not only promotes scalability and maintainability but also enables multi-
operator and cross-domain orchestration, as each layer may belong to a different business entity—
potentially reshaping the 6G value chain.

©6G-INTENSE Page | 11
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To further enhance automation and adaptability, DIMO adopts an intent-driven orchestration model.
Intent-based systems allow autonomous agents to operate based on high-level goals and constraints.
However, existing models often apply intents to isolated domains or require centralized OSS/BSS,
limiting scalability. DIMO overcomes this by adopting the TM Forum automation architecture, which
promotes afederation of Autonomous Domains (ADs). These domains interact via loosely
coupled Intent APIs, enabling real-time, decentralized decision-making.

Each AD is empowered by the Native Al concept, which embeds Al/ML across all layers and domains,
using federated analytics. Native Al supports the full intent lifecycle—from translation to enforcement
and assurance—within each layer:

e t-DMO: manages business and vertical intents
e DMO: composes and enforces service-level intents
e NCF: ensures fulfillment of resource intents.

A key innovation in 6G-INTENSE is the integration of Large Language Models (LLMs) to facilitate natural
language processing. LLMs translate user-defined intents into machine-readable policies, enabling
intuitive, accessible interaction with the orchestration system. LLMs also support natural-language
status reporting and resource negotiation, helping users—especially non-experts—understand and
adjust ongoing processes like resource allocation and anomaly resolution.

To complement LLMs, Reinforcement Learning from Human Feedback (RLHF) is employed to resolve
conflicts, prioritize tasks, and refine decision-making policies. At the DMO level, RLHF enables dynamic
resolution of conflicting or “soft” requirements from multiple tenants. At the NCF and resource levels,
RLHF supports policy tuning in response to evolving intents. To scale this further, DIMO
leverages Hierarchical Reinforcement Learning (HRL), which decomposes high-level intents into sub-
tasks and decision-making steps—both horizontally (within orchestration layers) and vertically (across
domains). HRL ensures consistency between user-defined intents and the actions taken by lower-level
orchestration components. As intents propagate and evolve, decision policies remain aligned with
overarching goals. While LLMs, RLHF, and HRL are key enablers, the Native Al framework is designed
to be flexible and expandable. It can incorporate other machine learning paradigms, making it adaptable
to future innovations in Al-driven network automation.
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3 Orchestration of JCAS Composite Services at the Edge

This section describes the mechanisms that we developed to enable JCAS functionalities at the edge and
deep edge of the network, and to efficiently support applications composed of multiple JCAS functions.
Specifically, the goal of the section is two-fold: (i) to present the JCAS-based composite application for
user device localization and tracking, which we take as a reference for JCAS-based multi-MS
applications, and (ii) to introduce an algorithmic solution for an efficient and effective orchestration of
composite JCAS-based applications at the edge. It is worth noting that deploying and allocating
resources at the edge for the provision of JCAS-based applications is an open problem, as it requires an
efficient and effective management of microservices, their interconnection and sharing for the
applications support, and a monitoring and allocation of both computing and network resources, while
fulfilling the applications requirements. Furthermore, the section describes the information flow that
allows the Native Al Toolkit in the Network-Computing Fabric (NCF - see Section 5 of D2.3 [1] for further
details on the architecture) to monitor the nodes resources as well as the bandwidth resources, and
issue commands for the application deployment and JCAS MSs management as this is an orchestration
function we will refer to it in the sequel also as NCF Orchestrator or STEP-O as it is based on the STEP
algorithm described here in after.

3.1 Multi-MS Application Deployment and Management

We first provide an overview of the algorithmic solution, named State and Topology-aware Edge-MS
Placement (STEP), which we developed to deploy composite applications at the edge of the network,
optimize resource allocation, and handle changes in the application demands and resources availability.
Also, STEP novelty with respect to the state of the art is highlighted and discussed. Then we position the
STEP-O orchestrator within the 6G-INTENSE architecture and give a more detailed description of STEP
and how it integrates in the 6G-INTENSE functional architecture.

3.1.1 Overview and Enhancements Over State of the Art

We consider applications (Apps) at the edge of the network that are composed of multiple containerized
MSs. Managing such Apps involves three key challenges: (i) strategically placing MSs to minimize
response latency and resource consumption, (ii) managing MS migration or relocation during user
mobility or changes in the App demand or in the resources availability while limiting App service
disruption (App downtime, quality degradation, etc.), and (iii) enabling MS sharing across Apps while
ensuring performance guarantees. We tackle the above challenges by designing STEP (State and
Topology-aware Edge-MS Placement), a polynomial-time heuristic that aims at minimizing the system
cost in handling composite Apps while meeting the system and application constraints. Unlike existing
approaches, STEP (i) jointly considers stateful and stateless MS characteristics in deployment decisions,
(ii) exploits MS shareability to reduce resource usage, (iii) balances response latency, App downtime,
and resources utilization, and (iv) leverages multiple versions of a same MS to adapt quality of service
to the edge resources availability.

[t is important to note that MSs at the edge can be categorized into stateful and stateless based on their
operational characteristics. Stateful MSs maintain user session and interaction data across requests,
preserving state over time. Conversely, stateless MSs process each request independently without
storing user-specific data. As mentioned, MSs can be shared across multiple Apps to improve resource
efficiency. However, while stateless MSs are shareable across Apps requested by different users, stateful
MSs are typically shareable only among Apps requested by the same user. For different users, stateful
MS shareability depends on whether or not their state includes user-specific information. Additionally,
to enhance flexibility in resource-scarce environments (common in edge servers), we envision that an
MS can have multiple versions, each offering a different QoS level as well as a different level of
complexity and amount of resources required for its execution.

A large body of recent approaches addresses resource management challenges in ensuring App
response latency [2] [3] [4] . Notably, [3] focuses on analyzing individual MS contributions to response
latency and applying autoscaling, or determining MS-to-server allocation (addressed in [2] to reduce
costs while meeting target end-to-end response latency. However, these approaches have limitations
when applied to edge environments. First, they do not consider the impact of MS migration/relocation
triggered by user mobility. Second, they lack the flexibility of adapting MS versions based on resource
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availability, which is crucial for efficiently managing limited resources at the edge. Third, not all of them
exploit MS shareability as a way to reduce the consumption of computational resources, hence also
energy resources. Other prior approaches targeting edge environments focus on MS pre-deployment
based on predicted user mobility [5] . These works consider Apps as composed of only stateful MSs and
use abstract migration models that do not capture the complexity of real MS migrations. Moreover, these
approaches simply skip MS migration when destination servers lack sufficient resources.

To fill the above gaps, STEP makes MS and resources orchestration decisions that minimize deployment
costs while ensuring that response latency and App downtime remain within tolerable limits. The STEP
acts as follows:

1. Dynamic Network Topology Graph (DNTG): It first constructs a DNTG that represents the
key system components and their interactions. This graph captures possible deployment
choices for MSs of the Apps requested by users. Additionally, it identifies dynamic conditions at
the edge, such as App deployment requests, user migrations, and App terminations.

2. Decision Graph: Upon any of the above events, the orchestrator builds a decision graph that
encodes feasible deployment and resource allocation choices to meet App requirements while
minimizing deployment costs.

3. Expanded Decision Graph and Deployment Decisions: The above graph is expanded to
enforce additive constraints and ensure decision feasibility. Finally, deployment decisions are
derived by identifying the minimum-cost path in the decision graph.

3.1.2 Solution description

As better detailed later in Section 3.3, the STEP-O orchestrator running the STEP algorithm is part of the
NCF Native Al and runs whenever a request for a new App instance is received, modified, or terminated,
or a user handover occurs. It receives an App request, which is the result of a translated intent, specifying
the structure of the requested App as a graph of MSs, along with the requirements of the App and its
MSs. The requirements are expressed in terms of quality of service as well as resources; furthermore,
the request may specify requirements such as the level of shareability of MSs composing the App. The
STEP-O output is then transferred to an appropriate edge manager (i.e., within the NCF or a Local
Domain), specifying MS, target edge server, computational resource allocation, and traffic routing for
MS chaining and user connection.

Below, we list the assumptions made to develop the system model and the considered performance
metric for the deployment and management of the composite Apps. Then, we detail the three main
phases of the STEP solution framework.

3.1.2.1 Assumptions and App Deployment Performance Metrics

To build a model that captures all relevant system aspects while retaining tractability without loss of
generality, we make the following assumptions:

e Edge server and radio Points of Access (PoA): Each PoA is co-located with an edge server. Thus,
we refer to the user-edge server link as the wireless link between the user and the corresponding
PoA.

e MS deployment: The entry MSs of all Apps used by a user are placed on the edge server co-
located with the PoA serving the user.

e MS migration/relocation: The orchestrator may decide to change the MS deployment topology
upon a user’s handover, App request arrival or modification (e.g., improved or diluted precision
requests in localization), or App termination; such deployment remains, however, unchanged
until the next occurrence of these events.

e MS version: MS instances implementing different versions of the MS (i.e., providing different
QoS) have the same communication interfaces. We remark that, at the beginning of a migration
procedure, stateless MSs can switch to different versions according to the available resources at
the destination server. Conversely, stateful MSs cannot change version during migration, due to
their need to retain user-specific state information.

e MS shareability: Recall that stateless MSs can be shared among Apps requested by different
users. Conversely, stateful MSs can always be shared among the Apps requested by the same
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user but may or may not be shared between different users, depending on whether their state
contains user-specific information.

e App termination: The App termination events are triggered when an App completes all its
assigned tasks or when operational conditions require termination.

As for the performance metrics, we consider:

o The response latency experienced by a user requesting an App consists of two contributions: (i)
the processing latency of individual MSs composing the App and (ii) the communication latency
between two successive MSs, and between the user and the entry MS of the App.

e App downtime due to the migration or relocation of any of its composing MSs. Since MSs are
containerized, MS migration/relocation can be generalized to container migration/relocation.
According to the statefulness and shareability of the MSs, three types of procedures can be used:
(i) Stateless relocation, creating a new instance of the stateless MS container at the destination
host, and redirecting the requests to the new container instance while shutting down the old
instance at the source host; (ii) Stateful migration, which implies creating the checkpoint in the
running containers at the source host, transferring the checkpoint image from source to
destination host, re-creating all necessary items at the destination to match the original one, and
updating the network flow of the connection

e User state migration: only the user’s state is transferred from the source to the destination host.
It includes three steps: (i) extract the user’s active state from the container at the source host;
(ii) transfer this state to a running container of the same MS type at the destination host; (iii)
release resources at the source host and activate the service at the destination host.

e Deployment costs including resource allocation cost and communication cost: the former refers
to the cost of allocating computing resources to the MSs of the requested Apps on the servers,
while the latter captures the cost of the communication between the user and the edge server
where the entry MSs of the requested Apps are deployed, and between any two successive MSs
of the requested Apps if they are deployed on different servers.

e QoS offered by the App: average normalized qualities of MS instances of the App serving a user.

3.1.2.2 Building the DNTG

The DNTG comprises four hierarchical layers that represent the key system components and their
interactions, as depicted in Figure 3.1. The bottom-most layer is the user layer, consisting of one vertex
per user. The infrastructure layer (bottom) consists of one vertex per server. The service layer (top)
represents the complete space of possible MS deployments, where each MS can be deployed in g
different quality versions with i possible instances. Finally, the App layer (top-most) contains vertices
presenting the App set.

ngqi1? ni gf 1% -

i
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Figure 3.1: A sample DNTG, consisting of 1 user (bottom-most), 2 servers (bottom), 2 MSs (top), and 1 App (top-most).

The purpose of the DNTG is to model all possible deployment choices of MSs for the Apps requested by
the users. We identify the contact events between users and servers, indicating user connection
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handover events, as well as between users and Apps, indicating App request arrival or termination
events. We refer to the time interval between any two successive contact events in the network as a
frame. Within a frame, neither the MSs deployment is changed nor links are created or removed. Let F
denote the number of frames present in the considered trace. All ongoing contact events during a frame
are said to be active in that frame. Within each frame, the DNTG can contain directed edges connecting
vertices corresponding to users, servers, MSs, or Apps. The weight of edges connecting vertices
representing a same server at consecutive frames represents the remaining resources (CPU, memory,
and resource blocks) at the server, while that of edges connecting MS instance vertices at consecutive
frames represents the properties of the container hosting that specific MS instance (e.g., dirty page rate).
The weight of edge connecting an App vertex at consecutive frames equals the deployment cost and QoS
of the App.

Next, we use the above DNTG to formulate a min-cost problem, which allows for a low-complexity
solution. To this end, we add to the DNTG two virtual vertices, @ and , representing, respectively, the
source and destination of a path over the graph. The graph is then completed with 0 weight edges.

3.1.2.3 The Decision Graph

For each frame of the DNTG, we construct a decision graph G=(V,E) that captures possible deployment
decisions to meet the App’s requirements while reducing the deployment cost. This graph is a simplified
version of the corresponding DNTG frame, containing only the vertices from each layer that are relevant
to the deployment decisions in that frame.

As a preliminary step, we identify changes in the current frame compared to the previous one, with
vertices included in G varying based on the event type. For new App requests, G includes the requesting
user u, the requested App Aj, its associated MSs, and servers with sufficient resources for deployment.
In contrast, for user migration or App termination events, G also includes all Apps requested by u, as the
migration of an App may require the migration of MSs shared with other Apps, while termination
necessitates CPU reallocation. To simplify the decision graph further, we merge the service and
infrastructure layers of the DNTG frame into a deployment layer where each vertex is represented as
(n,gn,1,s) indicating that the i-th instance of MS n of quality g» is deployed on server s, as shown in Figure
3.2. Further, for each vertex in this layer, we create replicas corresponding to predefined CPU allocations
(e.g., {0.05G, 0.1G, 1.5G, ...} cycles/s) and RB allocations (e.g, {1, 2, ...}). Thus, selecting a vertex in the
deployment layer directly determines the MS instance, quality, server, allocated resources, as well as
the associated deployment cost and service quality.

Pul
I
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Figure 3.2: A sample decision graph for a single frame of DNTG.

Since certain deployment decisions in G may violate MS shareability and entry MS placement
constraints, we ensure feasibility by pruning G as follows:

e Forentry and non-entry MS vertices: Since entry MSs of Apps requested by a user must be placed
on the same server, preferably the one to which user u is connected, we exclude vertices where
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the server differs from the user’s connected server. Further, since entry MS vertices also
represent radio resource allocations, we ignore those with v,s= 0. Conversely, only non-entry
MS vertices with v, s= 0 are considered;

e Multiple MS instances on same server: If a server already has another instance of the same MS
and quality, and the MS is shareable, we ignore additional instances of the same MS configuration
on the same server to allow MS reusability.

Every generic edge (v, v") in E has the following properties: response latency and migration downtime.
By default, response latency is an additive constraint, i.e.,, summing the response latency attributes of all
edges included in the final deployment yields the App response latency. Unlike response latency,
migration downtime is not directly an additive property, since migrations of MSs can be executed
simultaneously, and the App’s total migration downtime is determined by the maximum downtime
among its MSs. We then convert migration downtime as an additive constraint by adopting an approach
that flags violations rather than tracking cumulative contributions.

3.1.2.4 The Expanded Decision Graph and Deployment Decisions

Given the decision graph for user u requesting App A;, we outline the procedure to find the set of feasible
deployment decisions that meet the end-to-end performance constraints. Note that this procedure
needs to be repeated for each App requested by user u in case of user migration or App termination
events. Since finding a path between a source and destination vertex that satisfies two or more end-to-
end constraints is NP-hard, we construct an expanded graph where the simple application of the Dijkstra
algorithm can find the optimal solution [7] . We now describe the procedure to build such an expanded
graph for our problem, given a positive integer resolution parameter y:

e For each vertex in the deployment and App layers of the decision graph, create (y + 1)2
corresponding vertices, where the exponent 2 reflects the number of additive constraints. We
denote these vertices, whose number will be equal to the number of additive constraints, as
V0.0 01 - voy, .. vvy,

e For every generic edge (v,v') from App to deployment layer or within the deployment layer,
create directed edges from each vertex viJj to vertex v'i+lrwowv)lj+hwiv)l, if such a vertex exists.
Here, wo(v,v") and w1 (v,v") represent response latency and migration downtime, respectively.

The weights present in the decision graph become embedded into the vertices of the expanded graph.
This construction ensures that any path from a to w in the expanded graph honors the considered
additive constraints. Then, to find the path that minimizes the deployment cost in addition to honoring
the additive constraints, we define edge weights in the expanded graph as follows. For edges from App
to the deployment layer or within the deployment layer, we associate each edge (v,v') with the cost of
deploying the MS associated with v'. All other edges in the expanded graph have a weight of 0. To enable
MS sharing, if the MS associated with the vertex v’ is already deployed, we assign an edge weight of 0 to
(v,v"). Then we apply Dijkstra’s algorithm to such an expanded graph and find the minimum cost path.

CPU recalibration. After finding the minimum cost path for App A; requested by user u (or the
minimum cost paths for each App A; in case of migration or termination events), we perform an
additional CPU recalibration step. Since we initially used a predefined set of CPU cycles/s allocations,
the resulting CPU allocations in the deployment decision may not be optimal. To improve these
allocations further, we formulate a simplified optimization problem but considering only the response
latency requirement. Importantly, in this optimization, all decision variables except CPU speed
allocations to the MS instances are known from the minimum cost paths, which makes the problem
convex, hence solvable in polynomial time.

3.2 JCAS Local Domain

To support the orchestration of JCAS-based composite applications, Edge Servers must support several
PoA (in general, more than one for each Edge Server) to provide sensing microservices bound to the
same signals used for communications. To avoid confusion, we shall call JCAS Local Domain a virtual
element of the architecture that provides a containerized LMO that coordinates MS based on one
physical function and possibly also simple, stateless, and aggregated services. The solution proposed
focuses on active sensing that is based on the cooperation of far-edge or user equipment (UE) with one
or more PoA, and thus can only perform measures related to UEs. Passive sensing, which does not
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require cooperation and is devoted to ambient sensing in general, will only be considered as a possible
future extension.

3.2.1 Overview and Enhancements Over State of the Art

As detailed in Section 3.3, the JCAS-LD is integrated with the NCF and the overall architecture as
described in Figure 3.3. Each JCAS-LD is locally orchestrated by an LMO and exposes interfaces toward
the NCF, which may instantiate MS based on the STEP optimization through the STEP Orchestrator
(STEP-0). The LMO can further refine activation and placement of the containers, and specific controls
and parameters of the PHY functions of PoAs based on the NCF requests (e.g., adaptation to the specific
PoA hardware, measure conversions). Furthermore, it is up to the NCF to instantiate, through the
northbound JCAS-LD interfaces, MSs or, if more efficient, a simple stateless service, e.g., ask to localize a
UE with specified precision, instead of activating multiple ranging MSs. JCAS-LD will not implement any
service that requires a state (memory), e.g., tracking, nor will JCAS-LD have any direct communication
with one another, i.e., MS instances in different JCAS-LD are coordinated by the NCF, and it is up to the
NCF and STEP algorithm to make the decision to share JCAS-LD MSs among multiple Apps of the same
user.

Cross Domain Integration

Resource Resource Control
i d [ Management J [ NCF Edge Manager ] { and Optimization ] i

Sensing API

Sensing
Capabilities

JCAS Local Domain

Figure 3.3: JCAS-LD integration with the NCF and overall architecture. Multiple components are orchestrated by the
NCF.

For the sake of convenience, Figure 3.3 reports a high-level view of the integration of JCAS-LD with the
NCF and 6G-INTENSE architecture, the interfaces and architectural details are described in Section 3.3
following the initial definition in D2.3 [1] .

The state of the art in localization and tracking is based on the 802.11az-2022 Standard [8] The Time of
Flight (ToF) and Angle of Arrival/Departure (AoA and AoD) techniques included in 802.11az are the
base for many advanced proposals that can also improve beyond the elementary precision provided
using the standard. Examples of such use, which normally exploit some properties of the physical
channel to increase the measurement precision, can be found in [10] [11] and many other works.
Furthermore, the 802.11az standard also provides a mechanism for assessing whether the peers
running the ranging procedure are in Line-Of-Sight (LOS) or not, so that additional mechanisms can be
adopted in the NLOS case. Finally, to avoid attackers exploiting the Fine Timing Measurement (FTM)
frames exchanged by peers to infer their positions, the standard allows FTM frames to be encrypted so
that peers can hide their positions.

It is important to avoid confusion between 802.11az and 802.11bf [9] . The former addresses
fundamentally only ranging, which can be used to perform localization (via multi-lateration or similar
techniques), and, adding memory and state, tracking; 802.11az is the base for active localization. The
latter instead refers generically to sensing with a passive approach, i.e., ambient sensing and not device
localization. Our architecture may be extended to include passive sensing, but since 802.11bf is not yet
released as a standard, we do not consider it further.

The solution proposed improves on the state of the art as follows.
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1. It virtualizes the elementary functions provided by any PoA to expose them with a uniform
interface, allowing also running the containerized MS in an arbitrary place, allowing further
optimization by the NCF orchestrator.

2. It provides an almost arbitrary granularity of MS, starting from MS that can be invoked directly
by the NCF, up to MS already composed by the LMO (e.g., localization with a given precision or
with a required energy efficiency).

3. Thanks to the proposed interfaces, a positioning system can aggregate results from multiple
PoAs when locating an unknown station and compare them against measurements taken from
a reference station located at a precisely surveyed position. By comparing the two data sets, the
system can hence compensate for hardware and environmental biases and improve both
distance estimates and subsequent positioning accuracy.

4. Similarly, the data exchanged through the proposed interfaces can be exploited by a positioning
system to spot inconsistencies across the ranges reported by multiple PoAs. If a malicious station
tries to conceal its location by crafting deceptive FTM frames for the various PoAs, the system
can detect the spoofing attempt. Thus, the architecture using the proposed interfaces not only
boosts positioning accuracy but also strengthens resilience against attacks based on forged
ranging data.

3.2.2 Solution description

Figure 3.4 details the architecture of the JCAS-LD, highlighting the presence of multiple instances of
JCAS-LD, each managing multiple PoAs and providing resources to the NCF orchestrator. The main
orchestrator algorithm, named STEP, is executed within the NCF inside a dedicated container, STEP-O.
As discussed in Section 3.1.1, STEP processes requests that derive from the intent translation coming
from Apps and maps them onto a set of MSs to be deployed at the edge to implement the requested
service. The algorithm selects the most appropriate JCAS-LD instance for each identified MS and
instructs the corresponding LMO, responsible for the orchestration within that specific JCAS-LD, to
deploy the related container if needed or to appropriately activate its functions.

NCF Lo n
PoA PoA PoA
STEP-O ] (1) (%)) I ()]
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Figure 3.4: JCAS functionalities are provided by multiple instances of JCAS-LD; each JCAS-LD exposes appropriate
northbound interfaces to the NCF and controls, through containerized MSs, a variable number of PoAs providing the
physical resources for the measurements
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A JCAS-LD resides on an edge server co-located with a set of PoAs. For JCAS functionalities, any PoA is
associated with a single JCAS-LD. As a consequence, measurement primitives targeting a PoA can only
be triggered by the MS associated with and controlling the PoA, and deployed within its Local Domain.

Deployment, activation, and control of MSs are managed via the Sensing APIs (see Section 3.1.1) exposed
by each JCAS-LD. Requests are collected by the LMO, which handles the local orchestration. This includes
activating and terminating containers, managing dedicated computational resources, and coordinating
the execution, aggregation, and interaction of MSs according to the state of each request. Responses are
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composed by the Data Collector (DC), which, instructed by the LMO, collects sensing data from the MS
and exposes it on the APIs for NCF consumption.

For each sensing request, at least one MS interacts directly with a PoA to initiate the physical
measurement process. After the sensing operation is completed, data can be further processed by other
MSs linked to the specific sensing function. For example, multiple ranging measurements can be
combined to estimate a user's position through multilateration algorithms if STEP-O instructs the JCAS-
LD to do so.

Once the results are available, they are delivered to the DC, itself a dedicated containerized component
responsible for gathering the data of each STEP-O request and exposing it for consumption by the
appropriate NCF service. By introducing the Data Collector, the architecture remains clean and efficient,
offering a unified and streamlined interface for each JCAS-LD. This design choice also alleviates the LMO
from acting as a data relay, limiting its role solely to container orchestration and coordination and neatly

separating the Control Plane from the Data Plane.

3.3 Functional Architecture

Focusing on a single realization of the JCAS-LD, represented in Figure 3.5, we can detail the internal
architecture and the relationship between the STEP-O orchestrator, the different MSs, aggregated
services, the LMO, the Data Collector, and the physical devices that implement the MSs.
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Figure 3.5: Representation of the containerized realization of the JCAS-LD, with the LMO managing the interfaces and
orchestrating the local containers that control the PoAs and possible services as localization. Each block in the Local
Domain is a containerized virtual function/service.

The JCAS-LD is a containerized system controlling one or more (possibly hundreds of) PoA. The
organization entails the LMO and at least some MSs. Examples of MS are UE ranging, UE presence, PoA
energy monitoring and optimization, and so forth. Composite services, if required by the architecture,
can include localization, represented as an example in Figure 3.5, and similar stateless services. No
stateful service is foreseen in the JCAS-LD, but repeated actions of the same MS are accepted by the
interface, for instance, the repetition of the same ranging MS for a specific number of times. MSs are
activated by the NCF via requests through the northbound interfaces. IF-SENSE-3, related to passive
sensing, is present as specified in D2.3 [1] for the sake of completeness, but its specification and

implementation are not foreseen in the project.
3.3.1 NCF STEP-O: Information Flow
We assume that the following information is available to the NCF orchestrator:

e Topology of the edge servers in the NCF (comprising those located in each domain) and of Points

of Access (PoAs)
e The NCF orchestrator can communicate with all LMOs
e Edge servers’ memory and computational capabilities, and available link bandwidth between

any two pairs of nodes in the NCF, as well as in the RANSs.
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Set of possible applications/services with their characteristics (composition in MSs, possible
different versions, packet traffic implied, latency and quality requirements/provisioning, ...) and
characteristics of the single MS (stateful/stateless, memory requirement, computational
complexity, shareability, ...).

Currently deployed applications/microservices and settings of the current deployment (they
have been determined by the NCF orchestrator itself).

Also, we envision the presence of the following entities:

Edge manager, which is responsible for creating, deleting, migrating, and managing MSs on edge
servers, and it acts as, e.g., the Kubernetes master in a Kubernetes environment.

Edge monitor, which collects real-time information from the edge system, including the current
user PoA, the communication bandwidth between the user and the PoA, MS state and working
state, and available radio resources at each PoA. It can collect the pieces of information regarding
the edge through the edge manager (e.g., Kubernetes master) and properly process them or
combine them with information on the radio links collected from PoA through the LMO.

The information flow enabling the operations of STEP-O is detailed in Table 3.1.

Table 3.1: Information flow enabling the operations of STEP-O

Application/service deployment

Message Description

ServiceRequest App/service request arriving at the NCF orchestrator specifying: (i)

app/service characteristics and requirements, and (ii) location (PoA)
and characteristics of the targeted user that shall benefit from the
app/service

DeploymentCmd MS deployment command from NCF orchestrator to the appropriate

edge manager (i.e,, NCF or Local Domain), specifying MS, target edge
server, computational resource allocation, and traffic routing for MS
chaining and user connection

RRAllocationCmd Radio resource allocation command from NCF orchestrator to target

LMO (to be sent to the target PoA)

Edge system state update

Message Description

UserMovNotification Notification from edge monitor to NCF orchestrator about the change

of PoA for a user currently benefiting from a service, specifying: user
ID, app/service ID, source/destination PoA, app/service requirements

UserBWNotification Periodical notification from the edge monitor to the NCF orchestrator

about the real-time communication radio resources between a user
and its connected PoA

MSStateNotification Periodical notification from the edge monitor to NCF orchestrator

about the real-time state of each deployed MS instance, specifying: MS
id, deployed edge server, state size, working state (e.g.,
running/failed), resource consumption
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RRAvalNotification

Periodical notification from the edge monitor to the NCF orchestrator
about the available radio resources at each PoA, collected through the
LMO

Application/service migration within the NCF

Message

Description

MigrationCmd

Command from the NCF orchestrator to the NCF edge manager, to
execute MS migration from source edge server to destination edge
server (LMOs), including information necessary for migration

TrafficRerouteCmd

Request from the NCF orchestrator to the NCF edge manager, to
reroute traffic between MSs

RRAllocationCmd

Radio resource allocation command from the NCF orchestrator to the
LMO orchestrating the domain where the destination PoA is located
(to be sent if allocation different from the one at the source PoA)

3.3.2 Northbound interface

The three northbound interfaces exposed by the JCAS-LD support the messages defined in Table 3.2,
where requests and responses are highlighted together with their relevant parameters and a short
description. IF-SENSE-3, related to passive sensing, is present as specified in D2.3 [1] for the sake of
completeness, but its specification and implementation are not foreseen in the project.

Table 3.2: Requests and Responses accepted by the JCAS-LD interfaces

IF-SEN-1
Message Description
RequestCap The NCF requests the Component capabilities
ResponseCap(list) The Component transmits the list of local capabilities,
which include the number and ID of the PoA, their
positions, local computing capabilities and so forth
RequestActiveCap The NCF requests the current situation of Active

capabilities of the Component

ResponseActiveCap(list)

The Component transmits the list of the actually active
capabilities and through what MS they are accessible

RequestStatus The NCF sends a request to the Orchestrator to retrieve
the current status of local resources (e.g., RAM, CPU,
Network, ...)

ResponseStatus(resourceType, The LMO replies to a RequestStatus message with the

resourceStatus) current status of the requested resource(s).

RequestDeployment(containerSpecs, The NCF requests to deploy a set of containers

interactionSpec) (containerSpec includes a logical identifier, the

container image to use, the required computational
resources, ...) along with a specification of how these
containers should interact in order to collaboratively
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provide a higher-level service (interactionSpec
expresses the logical flow of data or control between
MSs).

ResponseDeployment(deployedContainers,
status)

The LMO responds to the RequestDeployment with a
message indicating the outcome of the deployment
procedure.

RequestTermination(containerid)

The NCF requests the LMO to terminate a specific
container.

ResponseTermination(ContainerID,

The LMO responds to the RequestTermination with the

terminationStatus) status of the request.
IF-SEN-2
Message Description

SenseRange(DevID, PoAID)

Request to measures the distance of the UE identified
by DevID from the PoA identified by PoAID

Range(DevID, PoAID, Dist)

Answer to a SenseRange request

ActivatePoA(PoAID)

Request to activate a container controlling a specific
PoA, the MS may entail switching on the PoA itself

PoAActivated(PoAID,Params)

Answer to the ActivatePoA request, Params is a list of
PoA characteristics, parameters and active capabilities

EnergyConsumptionRequest(PoAID,Time)

Request the energy consumption related to the
identifies PoA

EnergyConsumptionResponse(PoAID,List)

Answer to the EnergyConsumptionRequest, List is a
time-stamped list of energy consumption of the

IF-SEN-3

Message

Description

AmbientSensingRequest(params)

Request to perform Ambient Sensing. Should never be
invoked unless

AmbientSensing()

Negative answer specifying that passive ambient
sensing is not available
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4 Interoperability with JCAS and Data Preparation Services for
Network adaptations

The goal of this section is to present the novelties that will be implemented to enable the NCF to
integrate the sensing data occurring from the JCAS-LD functionalities that will be deployed, bringing it
to a higher level of abstraction for more effective context-aware decision-making and intent actuation.
An innovation that will be brought is a Data Preparation service that will be implemented as an
extension to ICOM’s Edge Cloud Continuum Manager (ECCM), which is an abstraction platform for the
management of multiple edge platforms. The specific service will prepare and optimize the JCAS data
integrated in NCF for their processing through Retrieval-Augmented Generation (RAG) pipelines, aiming
to unify input data of different modalities (e.g., sensing data, ontologies built from past executions of the
models, etc.).

4.1 Overview and Enhancements Over State of the Art

Data occurring from JCAS functionalities at the deep edge is crucial for covering the dependability gap
of current best-effort non-3GPP protocols, improving reliability and QoS through real-time adaptations
according to the sensed environment, and performing targeted intent actuations. To this end, the JCAS
data needs to be gathered and processed at the Network Compute Fabric level.

We consider the integration of the NCF with JCAS modules through the exploitation of JCAS-provided
APIs (through the Data Collector) by ICOM’s Edge Cloud Continuum Manager (ECCM), which is an
abstraction platform for the management of multiple edge platforms. ECCM platform will be extended
to seamlessly integrate JCAS APIs simultaneously with a variety of other LMOs, tackling the complexity
of heterogeneous and multi-layered network environments in 6G systems. In the current state-of-the-
art implementations, interoperability is often a challenge due to proprietary systems, protocols, and
interfaces used across different network domains [12] . Most current solutions focus solely on specific
domains or rely on well-established standards, something which highlights the need for the exposure of
the emerging JCAS domain to a higher abstraction layer, such as the NCF. The NCF will serve as a unified
platform for heterogeneous management systems, including JCAS, addressing the challenges of
heterogeneity and integration in the evolving 6G landscape.

Moreover, ECCM will undertake the preparation of raw JCAS data for Al-driven models, such as
Retrieval-Augmented Generation (RAG) pipelines, which is a key aspect of 6G-INTENSE innovations, as
future-proof 6G networks are heavily relying on Al processes for cognitive decision-making and self-
optimizing capabilities. While JCAS-based systems are emerging as 6G enablers, the pipeline that
specifically prepares the JCAS data for downstream Al processes, particularly RAG pipelines, is an area
where patterns have not been established. Current state of the art focuses on general Al workflows
application for raw data processing, but the specific adaptation of JCAS data for RAG processing ensures
that the data is properly transformed and optimized for enhanced and context-aware long-term
decision-making and intent actuation.

4.2 Solution description

Edge-Cloud Continuum Manager (ECCM) is a solution developed by ICOM that implements an
abstraction layer for the management of multiple edge-cloud platforms. It is currently designed to
interoperate with ICOM’s m-Edge cloud-native edge management platform, which focuses on Edge-
Cloud computing resources and handles the full lifecycle of services running there. ECCM is therefore
currently compatible with Kubernetes and Docker Swarm clusters, as they are natively incorporated
into m-Edge.

ECCM platform, whose architecture has been explained in detailed in Deliverable 4.1, will be extended
appropriately, in order to seamlessly integrate the JCAS functionalities and capabilities, through the
development of a JCAS client service that will exploit the JCAS Local Domain (LD)’s offered endpoints.
This will enable communication of 6G-INTENSE NCF with the JCAS domain, requests for sensing
operations, as well as collection of sensing data for integration into NCF.
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Moreover, ECCM will be enriched with a Data Preparation Service for LLM (e.g., RAG) pipelines. The Data
Preparation Service developed within the context of 6G-INTENSE plays a central role in transforming
heterogeneous, low-level sensing data into structured, contextualized input that supports intent
actuation—the translation of high-level application or network goals into deployable configurations.
The service operates at the NCF level and interacts with JCAS components to collect, process, and serve
real-time environmental data. These capabilities are essential for enabling Al-native orchestration,
where large language models (LLMs) and other Al agents rely on contextual information to reason about
network and compute actions. The Data Preparation Service will perform the following functions:

e Data Harmonization: Raw data from JCAS modules (e.g., ranging measurements, energy usage
at Points of Access, presence detection) arrives in the Data Preparation Service (e.g., in JSON
format). The harmonization process parses incoming data and normalizes it into a Common Data
Model (CDM) aligned with the NCF's internal schemas, ensures interoperability with upstream
orchestration and Al agents, and reduces format-related overhead while retaining semantic
fidelity.

e Filtering and Preprocessing: Applies filters to discard noisy, incomplete, or duplicate sensing
inputs (e.g., duplicated or inconsistent range reports). This ensures data quality and reduces
noise by following the next steps:

o The service filters out incomplete or redundant sensing messages (e.g., duplicated
distance measures from the same PoA at the same time);
o Applies sanity checks (e.g., discarding range values outside the expected operating
bounds);
o Prepares batches of data where required (e.g, combining multiple simultaneous
readings from different PoAs into a single event).
This function ensures that only reliable, high-quality data feeds the orchestration pipeline.

e (Contextual Tagging: Associates metadata such as timestamp, device ID, PoA location, measure
confidence, etc., to enhance interpretability. Such tagging allows the Al models and orchestration
logic to reason over context-aware inputs rather than treating data as raw numerical values.

e Al-Ready Formatting: Structures the data for ingestion by the RAG pipelines. The processed
and tagged data is structured into formats suitable for ingestion by:

o Retrieval-Augmented Generation (RAG) pipelines, which may include embeddings and
prompt construction;
o LLM-based agents that handle intent decomposition and decision-making;
o Other analytics services that support the intent loop (e.g., KPI monitors, forecasting
models).
This step may involve transformation into vector-friendly formats, construction of graph
databases, serialization for fast transport, and in-memory caching for low-latency requests.

The procedure described above is crucial to the exploitation of JCAS data by LLMs (e.g., RAG) operating
in NativeAl Toolkit, towards the identification of the sensed network state and the decision-making
regarding potential adaptations required to take place in the underlying infrastructure and
configurations.

4.3 Functional Architecture

Figure 4.1 depicts a high-level overview of the functional architecture of ECCM’s planned extension,
based on its current architecture described in D4.1. ECCM will implement a part of the Network-
Compute Fabric level as depicted in Figure 2.1: 6G-INTENSE General Architecture. Specifically, it be
extended with an additional JCAS client service (marked in shaded yellow in the “Southbound Interface
- Connectors block”), which will be responsible for the communication with the JCAS Local Domain,
consuming its offered endpoints. The sensing information that will be acquired by this JCAS client
service from the JCAS domain can follow a standardized pattern, e.g., JSON format.

The sensing information acquired by the JCAS client service will be provided as input to an additional
service that will be implemented in ECCM, the Data Preparation service (marked in shaded yellow in
Figure 4.1). This service will follow a pipeline for data harmonization, filtering and pre-processing,
contextual tagging, and Al-ready formatting as described in Figure 4.1 and will provide the output data
as input to the NativeAl Toolkit LLMs (e.g., RAG), for further decision-making regarding potential
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network adaptations based on the sensed network state. The input data format can be adjusted to the
NativeAl Toolkit’s requirements.
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Figure 4.1: High-level functional architecture of ECCM’s planned extension.
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5 Dependable Monitoring and Prediction of Resource
Availability at the Edge

The goal of this section is to present novel techniques that will assist the dependable resource
monitoring and prediction of the unified NCF towards addressing fully autonomous dependability in the
deep edge domain. One of the key innovations that will empower the dependability in the deep edge
domain is leveraging the Trustworthy Al instead of the classical Al algorithms to execute principal
operations of the NCF. Trustworthy Al provides a significant advantage in quantifying and calibrating
the possible uncertainties in the predictions derived from Al models, with the perspective of increasing
the credibility and the robustness of the NCF.

5.1 Overview and Enhancements Over State of the Art

The Al models, and especially the deep learning models, constitute a promising solution for the
management and orchestration of the operations of the NCF. The capability of deep learning models to
execute challenging tasks and to adapt to the dynamic changes of the networking environment has
designated them in general as one of the most efficient and rising methods for executing the networking
operations of the 6G networks. However, the deep learning models have the significant drawback that
they lack transparency and trust. In particular, the deep learning models operate as black box methods,
and their internal functionality is quite complex, leading to an absence of clarity on the decision-making
process. As a consequence, the deep learning models are not always able to provide certain estimates
and thus they may suffer from under- or over-confidence [13] [14] . Under-confident estimates may
cause service under-provisioning, which can lead to severe violations of the Service Level Agreements
(SLAs). On the other hand, over-confident estimates can induce service over-provisioning, which does
not directly affect the system’s service provisioning capability, but it can lead to a decreased system’s
performance [15] . It is evident that the uncertainty in the estimates conducted via the deep learning
models poses a significant challenge towards improving the dependability of the deep edge domain.

Therefore, the necessity emerges to develop methods for quantifying and calibrating the uncertainty in
the estimates of the deep learning models with a view to leveraging their remarkable potentialities in a
trustworthy manner. Trustworthy Al has been typically associated with explainable models (or XAI) and
Bayesian Neural Networks; however, the development of non-Bayesian trustworthy deep learning
models has recently gained ground in academia since they are less complex methods [16] . Thus,
Trustworthy Al is expected to play a significant role in driving networking operations via deep learning
models in future 6G networks. Specifically, to showcase the importance of utilizing Trustworthy Al in
principal operations of the NCF, we study the impact of employing an Uncertainty Quantification (UQ)
methodology in a resource monitoring procedure with the purpose of guaranteeing SLA compliance to
the users.

5.2 Solution Description

With the goal of increasing the dependability of the deep edge towards SLA fulfillment, we propose a
framework that employs a UQ methodology to calibrate the uncertainty in the predictions regarding the
amount of incoming traffic that needs to be served. Next, the proposed framework incorporates a traffic
engineering model to determine the resources that should be allocated to serve this traffic without
degrading the provided QoS. As a case study, we consider that the proposed framework operates in the
NCF for monitoring and resource prediction of the resources of a RAN [17] .

At greater length, the system under study comprises a 5G NR, whose resources are coordinated by an
LMO, and it serves users within its coverage. Each user hosts applications and services with specific
characteristics and resource requirements. The proposed framework predicts the total amount of data
generated by the users in each time slot and proactively determines the network resources to serve
them. In more detail, the total amount of data that is generated by the users and served by the network
can be considered as historical time-stamped records about the generated traffic. These records are
exploited by the network to predict the requests for service in the next time slot and to schedule
accordingly the network’s resources. Since the data constitute historical time-stamped records, the
procedure of predicting the request arrivals in the next time slot can be dealt with as a time series
forecasting process.
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Figure 5.1: The proposed framework.

As it is illustrated in Figure 5.1, the proposed framework consists of two main pillars: First, the UQ
procedure is performed, which aims at quantifying and calibrating the uncertainty in the predictions
about the number of arriving requests in the next time slot; Second the calibrated predictions are given
as inputs to the traffic-engineering model to calculate the resources that should be allocated to
guarantee that the provided QoS is not decreased.

Regarding the first pillar of the proposed framework, the UQ in the predictions about the request
arrivals is conducted according to the methodology proposed in [18] which consists of three distinct
steps.

a) Probabilistic model outputs prediction: It refers to the process according to which the deep learning
model is trained to predict the generated traffic in the next time slot. In this method, the deep learning
model should also be able to calculate for each predicted output the corresponding statistical
parameters, which are: a) the centrality metric (i.e., the mean value) and b) the dispersion metric (i.e.,
the standard deviation) of the predicted value. For this reason, contrary to the traditional training
process of deep learning models, in this methodology, the deep learning model should be converted into
a probabilistic deep learning model.

b) Model calibration: This process aims at calibrating the confidence interval of the probabilistic deep
learning model to assure that the model posterior distribution will not be under- or over-confident. In
more detail, the statistical parameters of each predicted value are utilized to adjust the outcomes of the
deep learning model to meet the true likelihood of the predicted event.

c) Conformal inference: In this step, the statistically valid (or conformal) intervals are produced for each
prediction to guarantee the success of the prediction in a desired confidence level, irrespective of the
data distribution. In particular, we associate the conformal intervals with a confidence level that
indicates the probability that the actual request arrival falls within the confidence interval of the
predictions if we repeat the same process multiple times. For instance, a 95% confidence level implies
that if the process is repeated 100 times, the actual value of the traffic falls within the predicted interval
in 95 out of 100 instances on average.

Apropos of the second pillar of the proposed framework, it aims at calculating the resources that should
be allocated to serve the arriving requests in each time slot and in parallel at guaranteeing the agreed
QoS to the users. For this reason, in our analysis, the Erlang Multirate Loss Model (EMLM) from the
teletraffic theory is utilized. EMLM constitutes a significant traffic-engineering model to evaluate the
performance of modern telecommunication systems that support applications and services
characterized by diverse request arrivals and bandwidth requirements [19] . Thus, as mentioned, the
traffic predicted via the deep learning model is utilized as input in the EMLM to calculate the required
capacity in each time slot. As a QoS indicator, we consider that the request blocking probability (BP) due
to resource unavailability should not exceed the agreed value determined by the SLA. It is important to
note that the proposed framework also provides the possibility to introduce the application’s level of
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confidence in the resource prediction procedure. In particular, each application is characterized by a
specific reliability demand in the provided service that should be guaranteed by the provider. For
instance, an application for autonomous driving needs a higher level of trustworthiness in the provided
service compared to an application for video streaming. Therefore, since the prediction’s conformal
interval in the proposed framework is created incorporating the confidence level, this necessity is also
factored in the resource prediction procedure.

5.2.1 The employed methodology

In this subsection, we present the methodology to employ the proposed framework as depicted in Figure
5.1. In the first place, the UQ methodology is described, which constitutes the first pillar of our
framework. Next, we focus on the second pillar of our framework, and we present the EMLM model that
is exploited to calculate the resources that should be allocated to serve the arriving requests and, in
parallel, ensure SLA compliance.

5.2.1.1 The UQ methodology

The first step of the UQ methodology, i.e., the probabilistic model outputs a prediction, refers to the
process that is employed to convert a deep learning model into a probabilistic deep learning model and
to train it accordingly. The trained probabilistic deep learning model is exploited to predict the
statistical parameters (i.e., the mean and the standard deviation) of each predicted value to exploit them
in the other two steps of this methodology. As mentioned above, the process for predicting time series
data in future time steps is described as the time series forecasting process. Deep learning models
constitute a suitable technique for time series forecasting, and it was shown that they outperform
traditional statistical approaches such as Auto Regressive Integrated Moving Average (ARIMA) [20] .
However, while traditional methods offer probabilistic forecasting in the sense that they also offer a
lower and upper bound of the predicted value, along with the predicted value itself, deep learning
models should be refined to exhibit the same property. For this reason, in our methodology, we convert
the traditional deep learning models into probabilistic deep learning models by exploiting the Gaussian
integration method, which denotes that a Gaussian probabilistic layer is added as the final layer of the
deep learning model. This layer consists of two nodes: one node for calculating the mean (as a measure
of centrality of the forecast), and one node for calculating the standard deviation (as a measure of
dispersion of the forecast). Since only one additional layer of two nodes is required to convert a deep
learning model into a probabilistic deep learning model, it is evident that the complexity of the
forecasting procedure is not severely affected.

The deep learning models utilized in our analysis are the Long Short-Term Memory (LSTM), which
constitutes a paradigm of a Recurrent Neural Network (RNN), and the 1-D Convolutional Neural
Network (1-D CNN). The time series is valued in the [0,1] interval, which means that it has been min-
max normalized prior to modeling. In addition, the time series is partitioned with no shuffling in train-
validation-test manner subsets, as 60%-20%-20%. It has to be noted that the forecasting procedure is
performed only on the test subset, which is excluded from the training procedure to keep the procedure
unbiased. The historical window is set to the previous 5 time points per forecast in a “rolling window”
process, as described in [20] while the forecast horizon is always set equal to 1 point in the future. Both
deep learning models consist of three layers: the first layer has 64 nodes, the second layer has 32 nodes,
and the final layer has 2 nodes (the aforementioned “Gaussian” layer). Consecutive layers are totally
interconnected with the usage of a 20% dropout ratio, and the “ReLU” activation gate is used
everywhere except for the standard deviation node at the Gaussian layer. However, the first layer of the
1-D CNN is also characterized by a kernel size of 6 and the second layer by a kernel size of 3.

For both deep learning models, the “Adam” optimizer and a learning rate of 0.001 are used in the
training process. The deep learning models are trained for 100 epochs with the use of early stopping to
prevent overfitting. Regarding the convergence of the neural network, the objective is to minimize the
negative log-likelihood in a sample of 10000 candidate forecasts from the final layer. Standard deviation
is set as strictly positive by using a “SoftPlus” activation gate. In addition, the performance evaluation of
the two deep learning models is conducted with the common regression metrics of the Root Mean
Squared Error (RMSE), the Mean Absolute Error (MAE), and the Mean Absolute Percentage Error
(MAPE).
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The second step of the employed methodology, i.e., the model calibration, incorporates the process of
calibrating the confidence interval of the probabilistic deep learning model to assure that the model’s
posterior distribution will not be under- or over-confident. Specifically, since deep learning models
provide occasionally uncertain outcomes by being under- or over-confident, quantifying uncertainty is
simply the procedure of measuring and handling their errors. In our methodology, we utilize the
framework proposed by AWS with the Fortuna library [18] that utilizes frequentist probabilistic
methods that are significantly simpler and can be applied to deal with the issue of trust in modern
artificial intelligence. In more detail, in our implementation, model calibration is held via the simplistic
technique of Platt scaling [21] . It takes advantage of the existence of a validation set (and the
corresponding estimated values) in our probabilistic time series forecasting setting. Its input is actual
time series values and forecasted time series values; notice, though, that in our setting, the forecasted
time series values contain both the mean and the standard deviation (but it can also be a variance, or
the confidence bounds given a level of confidence). In specific, by taking advantage of the actual
validation time series and its forecasted values (both mean and variance), the calibration algorithm
modifies (i.e., "calibrates"), the forecasted values of the test set (both mean and variance), in a manner
that forecasts reflect the true likelihood of the data as obtained by validation. A valuable metric for
calibration is the relative gain achieved in minimizing the negative loglikelihood, which is the same
objective the probabilistic neural network uses for training.

Regarding the third step of the employed methodology, i.e., the conformal inference (or conformal
prediction), it is performed using quantile conformal prediction [22] . In contrast to the general
rationale that models and predictions are fixed, conformal prediction can simply “conform” the model
outputs (in terms of variance) to a specific confidence level. In particular, it leverages both the validation
set and its forecast to adjust the variance values of the test set (or confidence bounds if a confidence
level is provided). A feature in our study to be considered subsequently is the confidence level used, like
90%, 95%, or 99%. In general, the conformal inference procedure can be applied in both calibrated and
non-calibrated estimates, so another feature to be considered in the post-hoc analysis is the calibration
status before conformal inference, which can be “no” or “yes”.

5.2.1.2 The EMLM utilization

The second pillar of the proposed framework incorporates the adoption of the EMLM in the direction of
calculating the necessary resources to guarantee that the agreed QoS will be provided to the users. In
particular, in the system under study, we consider that the radio resources’ capacity equals to C
bandwidth units (b.u.) and they accommodate requests of K different applications and services (denoted
as service-classes) hosted on a large number of users. Each service-class k (k = 1,.,K) has a particular
requirement by of system resources that should be allocated for the request to be served. A connection
establishment between an application hosted on a user and the network is considered successful if the
required resources suffice to serve the application request; otherwise, the request for service is rejected.
The requests for service of a service-class k are generated according to a Poisson process with rate A If
the required resources of a service-class k suffice to establish the connection between the user and the
mobile network, the request remains in the system for an exponentially distributed service-time hx. In
the EMLM, the BP of a request of a service-class k is determined as:

J=C-bp+1 (1)

where G is the normalization constant. The unnormalized values of g(j) denote the system’s resource
occupancy distribution values, which can be calculated by the classical Kaufman-Roberts recursive
formula determined as in [23] and [24]

[1, for j=0

K
iz ab.q(j-b.),j=1,.C

k=1
0,otherwise
: (2)
where ay is the traffic-load of a service-class k determined as ax = Avhx [19] . As mentioned above, in
mobile networks and especially in 6G mobile networks, one significant challenge constitutes the

q(Jj)=-
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efficient prediction of the generated traffic of each service-class k, ai, in the system in order to efficiently
coordinate the system'’s resources. For this reason, the deep learning models developed in the first pillar
of the proposed framework are employed to predict the number of arriving requests in each time slot.
Next, we utilize the predicted values as inputs in the EMLM and we recursively calculate the resources
needed so as to maintain the BP values defined by Eq. (1) under a certain level.

5.3 Functional Architecture

As previously mentioned, the proposed framework is designed to enhance the dependability of the
resource monitoring processes within the NCF, ensuring strict adherence to the SLAs for the users. The
employment of this framework at the NCF operates as a closed loop aligned with the Zero-touch Service
Management (ZSM) concept. Specifically, the framework functions as a part of the “Observability”
component of the NCF; it leverages historical data obtained via the LMO to proactively determine the
necessary resources to serve the requirements of the incoming network traffic without SLA violation.

At greater length, the proposed framework leverages the UQ methodology to consolidate
trustworthiness in the resource monitoring procedure. Next, the calibrated predictions generated
through UQ are employed by the EMLM, which functions as the orchestrator of the closed-loop system.
In specific, the EMLM determines the number of resources that should be allocated, in order to serve the
users without SLA violation. Consequently, integrating the proposed framework within the NCF ensures
dependable, automated monitoring and management of the network’s resources and, in parallel,
guarantees SLA compliance.

To demonstrate the significance of the UQ procedure on the resource monitoring procedure, we utilize
the proposed framework to conduct a numerical analysis by considering both calibrated and non-
calibrated predictions. In more detail, the presented analysis focuses on examining how the estimates
generated by both the deep learning models, i.e., the RNN and the CNN, are affected by the calibration
process and the different confidence levels. Next, we incorporate the second pillar of the proposed
framework to assess the resource exploitation when both calibrated and non-calibrated estimates are
considered as inputs. Finally, we focus on investigating the multivariate dependency of the system’s
required resources with features related to the UQ methodology, such as the status of the calibration
process (present or not) and the estimates’ confidence levels.

To testify to the validity of our framework, we use the well-known Milano dataset [25] . It has to be
noted that this dataset is based on 4G traffic, but it is used as an operational example for our framework.
In subsequent work, we intend to expand our analysis by utilizing a 5G traffic dataset, thereby enhancing
the framework’s applicability to next-generation network data. The exploited dataset includes data for
three types of services: "Internet”, "SMS", and "Call". Thus, three univariate time series are created, i.e.,
one for Internet, one for SMS, and one for Call, with each one corresponding to 1488 (62 days x 24 hours)
consecutive time points. The proposed framework was developed in Python with TensorFlow, while the
incorporation of the Gaussian layer in the probabilistic deep learning models was performed by utilizing
TensorFlow Probability. The UQ process was developed by employing the AWS-Fortuna library
proposed in [19] .

Since the utilized dataset consists of data that refers to three different applications, it is easily inferred
that the system under study serves requests generated by K = 3 service classes, and the corresponding
predicted values constitute the traffic load of each service class in the next time slot. In addition, we
denote that the resource requirement of each service-class is the following: the Internet service-class
requires b1 = 100 b.u. to be served, the SMS service-class requires b, = 1 b.u and the Call service-class
requires bz = 10 b.u.. The rationale behind this lies in the fact that the Internet-related applications are
highly bandwidth-demanding applications and consequently require significantly more resources
compared to the other two service classes. In the same manner, the Call service-class is characterized
by higher bandwidth requirements compared to the SMS service-class. Finally, it is assumed that the
SLAs determine that the BP values of all three service-classes should not exceed 1% [26] which
corresponds to a typical value of a modern mobile network.

Table 5.1: Evaluation metrics of the probabilistic deep learning model

RNN CNN
Internet | SMS ‘ Call Internet ‘ SMS | Call

METRIC
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RMSE 1316 475 | 274 1170 | 528 | 325
MAE 943 186 | 154 816 185 | 189
MAPE (%) 36 66 124+ 26 57 126*

Regarding the performance evaluation of the UQ methodology, the numerical results are demonstrated
in Table 5.1 and Figure 5.2. It is important to note that the MAPE metric in Table 5.1 is computed only
where the actual time series is not zero, and thus this pseudo-computation is marked with an asterisk.
Asitis shown in Table 5.1, in our case, the CNN constitutes a more accurate forecasting model, especially
when the Internet service-class is considered. Moreover, in Figure 5.2 the calibrated and non-calibrated
conformal intervals for the Internet service-class are presented by considering different confidence
levels. It is observed in all cases that as the confidence level increases, so does the conformal interval.
This is reasonable since a higher confidence level is associated with an increased probability that the
actual value is within the interval of the predicted values, and consequently, the generated conformal
intervals are bigger to include the corresponding values. However, when the calibrated estimates are
considered, the generated conformal intervals are smaller for the same level of confidence compared to
the corresponding intervals of the non-calibrated values. This is justified by the fact that the calibration
process adjusts the conformal intervals so as to prevent extremely high predictions (due to the over-
confidence) or extremely low predictions (due to the under-confidence) and, in parallel, guarantees the
desired level of confidence in the estimates. Finally, it is illustrated in Figure 5.2 that the predictions via
the CNN model yield tighter confidence bounds around the average of the forecast compared to the
corresponding values predicted via the RNN. Therefore, it is observed that the accuracy of the deep
learning model also affects the uncertainty in the predicted values.
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Figure 5.2: lllustration of the conformal intervals on the test set of the experimental time series “Internet”, with and
without calibration, and for two distinct forecasting models.

The numerical analysis depicted in Figure 5.3 shows the impact of the UQ process in the exploitation of
the system resources by demonstrating the distribution of the Capacity Range (CR) values for all the
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dataset values. We denote the CR as: CR = Upper Bound Capacity (UBC) - Lower Bound Capacity (LBC),
where the UBC indicates the resources that are needed to serve the highest possible prediction, i.e., the
prediction that corresponds to the upper bound of the conformal interval for each service-class and vice
versa. The required resources to serve these requests and, in parallel, to guarantee BP values <1% and
consequently no SLA violation, are determined according to the methodology presented in Section
5.2.1.2. Since the calculation of both the UBC and the LBC incorporates the SLA preservation for the
boundary values, they also signify the resources required to preserve the SLAs for all the possible
predictions within the interval. It has to be noted that, for simplification and without sacrificing
accuracy, the dataset values were divided by 1000 to align with the EMLM model. As shown in Figure
5.3.A, the calibration process improves the resource exploitation since the observed CR is tighter when
the calibration process is employed. This can be verified by the fact that CR medians (and consequently
the overall distribution) are lower when the calibration process is employed. A tighter interval of
capacity values indicates that the uncertainty in the predictions is reduced and consequently resource
over- or under-provisioning is avoided as the allocated resources are closer to the actual requirement.
However, it is observed that when the confidence level increases, the CR is almost the same for both
cases, i.e., when the calibration process is employed and not, implying that an increased level of
confidence introduces uncertainty in the estimates. In addition, it is shown in Figure 5.3.B that the
accuracy of the deep learning model constitutes a factor that should be taken into consideration in the
development of trustworthy deep learning models. In particular, it is observed that for higher
confidence levels, the model accuracy contributes to providing tighter capacity intervals. Therefore, the
increased model accuracy can function as a countermeasure when the required confidence level is high
towards creating trustworthy deep learning models.

A. Capacity range vs. calibration and confidence
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Figure 5.3: Bivariate comparison of outcomes of capacity ranges vs. confidence.

Finally, our analysis aims at investigating the multivariate dependency between the CR and features
related to the UQ methodology, such as the model accuracy, the existence of calibration, and the three
levels of confidence, i.e., for 90%, 95%, and 99%. The multivariate linear regression modeling is a closed-
form procedure and is solved by using the ordinary least squares formula. A linear formula is obtained
as follows, by simply accounting for the signs of the estimates (beta coefficients):
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Capacity range = 3, + [ 1(Confidence =95%) +
B,1(Confidence =99%) — p,1(Calibration = Yes)

—pB,1(Performance = High). 3 >0 3)
Table 5.2 reveals the outcomes of this analysis and yields that all estimates (beta coefficients) are
statistically significantly different than zero (according to the p-value column). In particular, the CR
feature increases statistically significantly as the confidence level increases. Specifically, when the
confidence level increases from 90% to 95% and all other parameters stay constant in the problem
setting, the CR increases on average by 154 b.u.. In addition, when the level of confidence increases from
90% to 99% and all others stay constant, the CR increases on average by 486 b.u.. Finally, it is observed
that the CR feature decreases statistically significantly both when switching the calibration status from
“no” to “yes” and the accuracy from “low” to “high” (a decrease of 50 b.u. and 86 b.u. is observed,
respectively).

As a general remark, it is observed that the incorporation of the proposed framework within the NCF
significantly improves dependable monitoring, inducing improved fulfillment of SLAs to the users requiring
for service. In the same manner, the tighter CR achieved indicates more efficient resource exploitation
compared to conventional solutions. Thus, the adoption of the described methodology constitutes a
significant aspect in enhancing the credibility and the robustness of the Observability modules of the NCF.

Table 5.2: Demonstrating the dependency between the CR and the UQ parameters

FEATURE ESTIMATE P VALUE

INTERCEPT 926 <0.001
CONFIDENCE 95% 154 <0.001
CONFIDENCE 99% 486 <0.001
CALIBRATION YES -50 <0.001
ACCURACY HIGH -86 <0.001

5.4 Overview

We have shown the significance of the uncertainty calibration in the decisions conducted via the deep
learning models in important procedures of the NCF, such as resource monitoring. In particular, we
proposed a framework that employs a UQ methodology and a traffic-engineering model to quantify the
impact of the over- or under-confident predictions in a proactive resource allocation procedure. Both
the calibration and the required level of confidence in the predictions affect the number of resources
that should be allocated to serve a user. Therefore, the necessity emerges to create trustworthy deep
learning models with to goal of leveraging their remarkable potentialities in a reliable manner.
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6 Conclusions

This deliverable presents the activities developed within Task 4.2 of the 6G-INTENSE project, which
aims to design dependable sensing and intent actuation at the network edge and deep edge. Consistent
with Task 4.3 objective, the solutions we designed ensure efficiency and dependability in JCAS
operations. We showed how JCAS applications can be modularly composed and dynamically managed
through proper orchestration and management. Additionally, the deliverable introduced the JCAS Local
Domain (JCAS-LD) architectural element that encapsulates local sensing functions, coordinates their
execution via the LMO, and exposes them to the NCF. The deliverable then showed how the collected
sensing data can be transformed into semantically relevant input for LLM-based agents for context-
aware decision making and intent actuation. Finally, the document introduced a nodes and resource
monitoring framework that accounts for prediction uncertainty and enables resilient resource
allocation through calibrated models. The framework acts at the NCF as a closed loop aligned with the
Zero-touch Service Management (ZSM) concept, ensuring trustworthiness as well as strict adherence to
the SLAs for the users.

The work presented in D4.2 demonstrates that dependable edge computing is achievable by aligning Al-
based inference, intent abstraction, and sensing-actuation loops within a unified framework. Also, the
proposed methodologies have a clear impact in enabling efficient, real-time, and trustworthy operations
in scenarios where accurate, pervasive localization of users and devices is required.

Future activities within Task 4.2 will therefore implement the proposed mechanisms with the aim of
validating the key ideas, concepts, and methodologies that were introduced, and evaluating their
performance in scenarios relevant to the 6G-INTENSE project. Furthermore, the implementation will
aim at further integrating the JCAS domains with application-level agents for context-aware decision
making and intent actuation. In more detail, in the final version of this deliverable (D4.5), we will include
a refinement, and an extended performance evaluation of the STEP-0 orchestrator conducted using the
Kubernetes open-source container orchestration engine. D4.5 will also further specify the interfaces
necessary for the integration of the JCAS and monitoring functions with the NCF native Al As the sensing
interfaces and Al workflows of the 6G-INTENSE platform continue to evolve, the JCAS Local Domain
(JCAS-LD) and the ECCM’s integration with the JCAS-LD as well as the Data Preparation Service will be
extended and adapted to align with emerging architectural requirements and operational needs. The
final developments will be documented in D4.5. As for the Gaussian Adjustment forecasting framework,
we will extend its performance evaluation by comparing it to state-of-the-art methods like Transformers
and Monte Carlo dropout technique, especially accounting for representative and trustworthy
confidence bounds.
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