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Abstract—Exploiting Channel State Information (CSI) from
ubiquitous Wi-Fi traffic facilitates widespread environmental
sensing, possibly leading to unauthorized surveillance and severe
privacy concerns. A promising countermeasure to this issue
is to obfuscate the CSI by transmitting distorted versions of
the signals that block malicious sensing operations without
affecting the communication. However, this also hinders legit-
imate sensing. This work demonstrates the feasibility of CSI
de-obfuscation, where authorized receivers can compensate for
pre-distortion to recover sensing capabilities. As a case study,
we analyze device-free localization with two CSI obfuscation
patterns and three levels of distortion strength, verifying that
stronger distortion is more effective but harder to reverse. In
general, proper de-obfuscation can almost completely restore
localization accuracy; however, it becomes more challenging
when the obfuscation pattern introduces notches in the CSI,
i.e., when some subcarriers get close to zero. Early results show
the practical feasibility of de-obfuscation strategies, providing
valuable insight into the development of obfuscation patterns
and contributing to the design of secure sensing systems.

Index Terms—CSI-based Wi-Fi Localization, Privacy Protec-
tion, Obfuscation, De-obfuscation, Integrated Communication
and Sensing

I. INTRODUCTION

Integrated Sensing And Communications (ISAC) paradigm
is gaining attention for its potential to revolutionize services
by integrating communication and environmental sensing
within a unified infrastructure. Today, Wi-Fi is the best-
suited technology to support ISAC because the Channel State
Information (CSI) is derived from preambles in every frame,
including beacons, thus effectively bridging communication
and sensing functions. Pilots in LTE cellular technology can
play the same role in 6G architectures and services.

The CSI measure allows devices to estimate the channel re-
sponse between the transmitter and the receiver, empowering
equalization of wide-band radio signals. Moreover, because
the CSI depends on the physical environment, its variations
can reveal valuable information embedded in the signals
during the propagation. To this end, the research community
has already proposed many sensing solutions, ranging from
device-free localization and tracking [1], [2] to human activity
recognition [3], [4], i.e., detecting specific movements such
as walking or sitting.
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Fig. 1. High-level obfuscation and de-obfuscation scheme.

Although these advances are enticing, they also raise
significant privacy concerns. An attacker can exploit the CSI
to monitor individuals’ activities [5]. For instance, a neighbor
intercepting wireless frames from your home Access Point
(AP) can analyze CSI data to determine if you are home,
whether you are sitting on the sofa or exercising, and infer
other details about your daily routine. Furthermore, such
analysis can be carried out with affordable Commercial Off-
The-Shelf (COTS) devices [6].

We categorize these threats into two main types: active
attacks, where attackers generate Wi-Fi signals using their
own devices, thus having full control over the data collection;
and passive attacks, where malicious users only exploit
ongoing transmissions to gather the data [5]. In this work,
we focus only on the second type.

One promising approach to restore users’ privacy is
transmitter-side obfuscation. This can be implemented by
pre-filtering time-domain signals with an artificial channel
response [7], or by multiplying the modulated Wi-Fi sub-
carriers by time-varying weights in the frequency domain to
generate the obfuscated symbols [8], [9]. The receiver can
still correctly decode the data if the same distortion is applied
to the entire frame on a per-frame basis; however, the CSI
changes randomly over time, making it much more difficult
to distinguish the effects of the physical channel from those
induced by the obfuscation technique itself.

Obfuscation completely protects privacy, but also disrupts
legitimate sensing capabilities, limiting the system ability
to perform authorized tasks within the ISAC infrastructure.
Instead, the goal should be to block malicious sensing
operations from unauthorized users while ensuring proper
functionality for legitimate devices.

To overcome this problem, we adopt the approach de-
scribed in Fig. 1. In particular, if trusted nodes know the pre-
distortion applied during transmission, they can accurately
compensate for its effects and recover the sensing features of
CSI. Thus, the obfuscation pattern plays a role that resembles
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that of a key used to protect the CSI. We refer to this approach
as de-obfuscation.

The idea is not entirely new [10], [11], but there is
still no evidence of its effectiveness in real-world scenarios.
This paper fills this gap by showing that de-obfuscation
can successfully restore sensing capabilities for authorized
devices with a real implementation.

As a case study, we examine a device-free localization
problem involving a person inside a room. In particular, we
evaluate the localization accuracy when a legitimate node
removes CSI obfuscation. The experimental results highlight
the feasibility of this approach and offer insights into its
practical applicability and limitations.

II. RELATED WORK

Several Wi-Fi sensing solutions have been presented in
the literature [12]; however, awareness of physical layer
privacy threats remains limited, with little attention given to
environmental information leakage [5].

One of the first studies to address this issue proposed
a relay node to introduce dynamic variations in multipath
components of a signal, thus interfering with CSI-based
sensing [13]. This solution requires an additional device
that receives, modifies, and retransmits the wireless signals,
making it appear as a natural multipath component. A natural
evolution of this approach is the use of Reflective Intelligent
Surfaces (RIS). This idea was explored in [14], where the
authors used a Software-Defined Radio (SDR) to simulate
the behavior of a RIS and counter localization. Similarly, and
almost at the same time, [15] showed that an actual RIS can
conceal a moving person inside a room.

These solutions mitigate both passive and active attacks but
require additional hardware (a RIS or a reflective node). In
contrast, pre-distorting signals upon transmission addresses
only passive attacks but does not require additional infras-
tructure. This strategy, as shown in [8], [9], is effective for
privacy protection in device-free localization.

Two studies [10], [11] propose a protocol to support
de-obfuscation, but do not provide a formal proof or an
implementation to show its feasibility. As noted in Sect. I
this paper aims to bridge this gap.

III. PRIMER ON CSI-BASED SENSING

The core idea of CSI-based sensing is simple: walls,
objects, and people introduce scattering and reflections, al-
tering the signal’s characteristics. Analysis of these changes
enables reliable inference of environmental conditions. The
CSI serves as a unique fingerprint of the wireless channel,
capturing how the environment affects transmitted signals.
In Orthogonal Frequency-Division Multiplexing (OFDM)
transmissions, including modern Wi-Fi, CSI is essential for
signal equalization and data decoding. It consists of a set of
complex values, one per subcarrier, that measure the channel-
introduced distortion.

These complex values are estimated using a-priori knowl-
edge of the OFDM preambles in the Physical (PHY) header.
By comparing the known and measured values per subcarrier,
the CSI is derived directly. Formally, let Hc(f, t) be the chan-
nel frequency response, and St(f, t), Sr(f, t) the transmitted
and received OFDM spectra, respectively; then:

Sr(f, t) = Hc(f, t)St(f, t). (1)

If the receiver knows St(f, t), it follows that the estimation
of Hc(f, t) (the CSI) is trivial.

Both the amplitude and phase of the CSI are affected by
environmental changes. However, even though phase values
theoretically carry useful information for sensing, real-world
devices introduce significant errors that make them unreli-
able [16]. The amplitude is instead stable, making it the
preferred choice for analysis; thus the analysis of |Hc(f, t)|
makes it possible to collect information on the environment.

Sensing can be viewed as finding a function that maps
CSI to environmental information. Its mathematical charac-
terization and stochastic properties remain an open problem,
so most sensing systems rely on Artificial Intelligence (AI)
algorithms [2], [12].

IV. BRIDGING PRIVACY AND SENSING

A. Obfuscation

Obfuscation mitigates the risk that malicious actors sense
the environment through CSI by intentionally distorting the
signal to hide the ambient-induced distortion, which is what
sensing algorithms exploit.

We formalize this concept as:

Sr(f, t) = Hc(f, t)O(f, t)St(f, t), (2)

where O(f, t) is the artificial distortion. From the perspective
of the receiver, O(f, t)Hc(f, t) appears as a normal channel
response, denoted Ho(f, t), that combines real environmental
data with obfuscation effects. This makes it harder to distin-
guish ambient-induced features in the CSI.

As discussed in [5], the obfuscation pattern must evolve
randomly to mislead sensing algorithms; however, excessive
randomness, like white noise, would allow attackers to filter
it out over time. If the distortion is constant within a frame
and is not excessive, the receiver can still decode the signal,
preserving communication data [9]. For effective obfuscation,
O(f, t) must be designed to mimic a physically realizable
channel response and to be non-invertible, preventing attack-
ers, even with extended observations and high computational
power, from reconstructing O(f, t) in a reasonable time.

Our work focuses on the simplest approach to implement
this strategy: a transmitter-side obfuscation system, where the
distortion element O(f, t) multiplies each subcarrier of the
OFDM symbols in the Wi-Fi frame before transmission. Due
to the multiplicative nature of the operation in the frequency
domain, when we consider the distortion elements of all
the subcarriers for a specific frame, we also use the term
obfuscation mask to indicate O(f, t). Other techniques, such
as those based on RIS, are beyond the scope of this work.

B. De-obfuscation

Obfuscation effectively conceals the CSI to prevent unau-
thorized sensing, but legitimate nodes should still be able to
extract meaningful channel information. This is achievable if
authorized devices have prior knowledge of the obfuscation
mask, allowing them to remove its effect and recover the
original CSI.

The de-obfuscation process can be expressed as:

Hd(f, t) = O(f, t)−1 Ho(f, t)

= O(f, t)
−1

Hc(f, t)O(f, t), (3)
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Fig. 2. Two examples of CSI de-obfuscation. The top plot illustrates a good
result that was obtained; the bottom one highlights the error amplification
issue, which arises for subcarriers whose mask amplitude approaches zero.

where Hd(f, t) is the estimated CSI after removing the ob-
fuscation factor and should ideally match Hc(f, t), enabling
authorized nodes to perform sensing.

The upper plot in Fig. 2 illustrates an example of effective
de-obfuscation, where the de-obfuscated CSI closely matches
the clear one, while the lower plot shows a case when the
de-obfuscation process is affected by significant errors. We
attribute this issue to the assumption made in Eq. (3), which
neglects the possibility of errors in the CSI extraction process.

Let’s define H̃c(f, t), H̃o(f, t), and H̃d(f, t) as the clear,
obfuscated, and de-obfuscated CSI values respectively. The
assumption is that all three terms correspond to the same envi-
ronmental configuration, meaning they represent the channel
response under the same physical conditions. Thus, it is
reasonable to assume that:

H̃c(f, t) = Hc(f, t) + εc(f, t) (4)

H̃o(f, t) = Ho(f, t) + εo(f, t)

= Hc(f, t)O(f, t) + εo(f, t) (5)

H̃d(f, t) = O(f, t)−1H̃o(f, t)

= O(f, t)−1 [Hc(f, t)O(f, t) + εo(f, t)] (6)

where εc(f, t) and εo(f, t) denote impairments in CSI intro-
duced by environmental noise and the CSI extraction process.

The de-obfuscation effectiveness is given by the absolute
value of the difference between H̃c(f, t) and H̃d(f, t). After
some algebraic manipulation, we obtain:

|H̃c(f, t)− H̃d(f, t)| = |εc(f, t)−O(f, t)−1εo(f, t)|. (7)

With this equation, we can understand the issue in Fig. 2:
de-obfuscation can amplify the εo(f, t) term if the mask
approaches zero, increasing the gap between the clear and
de-obfuscated CSI, potentially interfering with sensing algo-
rithms. This suggests a trade-off: limiting the amplitude of the
mask may reduce errors, but can also weaken obfuscation.

C. Towards a practical de-obfuscation protocol

The challenge in designing a de-obfuscation system is
to ensure that only legitimate nodes can access O(f, t).
We propose leveraging the synchronization in modern Wi-Fi

systems, where timestamps in beacon frames could be used
to coordinate mask evolution. This approach is more robust
in real-world scenarios than relying on frame numbers, which
can lose synchronization due to frame drops. We propose an
initial association phase in which the transmitter and receiver
agree on pseudo-random seeds to generate mask coefficients
over time. The distortion can be updated periodically (e.g.,
every 100 ms), with the interval of change defined during this
phase. In this preliminary work, we focus on demonstrating
that knowledge of the mask at the receiver can restore the
sensing accuracy of legitimate nodes.

V. METHODOLOGY

To demonstrate the effectiveness of the de-obfuscation
method discussed in Sect. IV, we evaluate it in a device-free
localization scenario with a person in the room, as shown
in Fig. 3, which is the lab of the Advanced Networking
Systems (ANS) group at the University of Brescia.1 A single
transmitter (TX) and two receivers (RX1 and RX2) are
deployed.

A. Experimental setup

The localization accuracy and obfuscation effectiveness
depend on the location of the receiver [9], so we designed
the setup accordingly. Each device captures CSI through four
antennas spaced at a half-wavelength distance. As explained
in Sect. V-B, this configuration provides eight antennas in
total, increasing data diversity and improving the robustness
of our analysis.

Unlike other approaches that distinguish between legiti-
mate devices and attackers, our setup uses the same equip-
ment to implement both authorized users and potential adver-
saries. This design choice ensures that the results are directly
comparable, with any performance variations attributed solely
to the obfuscation system rather than device characteristics or
placement.

To evaluate the effectiveness of the de-obfuscation process,
we follow these conceptual steps:

1) Examine the performance without obfuscation (clear),
which serves as the basis for subsequent comparisons;

2) Assess the effectiveness of the obfuscation system in
preventing unauthorized sensing by adversaries;

3) Remove virtual distortions from the obfuscated CSI
and compare the performance with the clear case to
determine whether it is possible to restore comparable
levels of accuracy.

We use a neural network, presented in Sect. V-E, to localize
the user, with localization accuracy (correct guesses to total
guesses ratio) as performance metric.

Data collection follows this procedure: a person stands in
a designated position while CSI samples are recorded. After
each position, the person moves to another one, and the pro-
cess is repeated for all eight spots. As explained in Sect. V-C,
we evaluate different mask types and multiple realizations,
generated through stochastic processes. For any combination,
we collect 450 frames per position. The experiments consist
of two separate cycles of data collection (P1 to P8); the first
is used for training, and the second for testing.2

1https://ans.unibs.it
2Dataset is available at https://zenodo.org/record/15304711, while the code

of the neural network at https://github.com/ansresearch/for-your-eyes-only
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Fig. 3. Map of the testing scenario in the ANS laboratory at the University
of Brescia. A participant sequentially stands at the eight marked positions.

B. Transmitter and receiver setup

The transmitter is an Ettus USRP N300 SDR that allows
for precise control over the generation of each Wi-Fi frame
in order to craft and apply the pre-distortion that modifies the
CSI. The pre-distortion is performed by a MATLAB script
executed on a PC connected to the SDR. The following steps
are executed:

1) The WLAN Toolbox in MATLAB is used to generate
a base-band time-domain signal of a Wi-Fi frame;

2) For each frame, the sequence of OFDM symbols in
the time domain is extracted and transformed in the
frequency domain via FFT;

3) The selected obfuscation mask is applied to all the
OFDM symbols in the frame;

4) Each obfuscated symbol is retransformed in the time
domain via IFFT;

5) The signal is normalized to its highest value to use the
entire range of the SDR;

6) The IQ values of the symbols are sent to the SDR for
transmission.

On the opposite side of the room, the two receivers RX1
and RX2 extract the CSI from every Wi-Fi frame; these
are two Asus RT-AX82U APs running Nexmon [6]. Each
AP is equipped with four separate antennas and can extract
CSI samples independently from each one. The localization
system is based on a neural network and performs location
fingerprinting among the eight target positions.

The SDR does not run a MAC algorithm, but we can avoid
collisions by transmitting at a central frequency of 5775 MHz
(Wi-Fi channel 157), which is not used in our university.

C. Obfuscation masks

We compare two different types of obfuscation masks, i.e.,
two different strategies to derive O(f, t) for different subcar-
riers and their evolution over time. Each mask introduces vari-
ations as a function of the transmitted frame index k, ensuring
that its obfuscating effect evolves dynamically over time.

a) Sinusoidal-based approach: The first mask is gen-
erated by superimposing N sine waves. Each component
has an amplitude an(k) and a phase φn(k). The resulting
obfuscation function is given by

Osin(f, k) =

[
1 +

N∑
n=1

an(k) sin

(
n 2π

BW
f + φn(k)

)]Omax

Omin

(8)

TABLE I
SINUSOIDAL MASK PARAMETERS AT DIFFERENT STRENGTHS

Sinusoidal mask
N = 3, α = 0.025, β = 0.0025, O ∈ [0.1, 1.9]

Weak a1,2,3 ∈ [0.1, 0.2] φ1,2,3 ∈ [−π,+π]
Medium a1,2,3 ∈ [0.2, 0.3] φ1,2,3 ∈ [−π,+π]
Strong a1,2,3 ∈ [0.3, 0.4] φ1,2,3 ∈ [−π,+π]

TABLE II
REFLECTION MASK PARAMETERS AT DIFFERENT STRENGTHS

Reflection mask
N = 2, α = 0.025, β = 0.0025, O ∈ [0.1, 1.9]

Weak a1 ∈ [0.2, 0.4], a2 ∈ [0.1, 0.2] δ1 ∈ [3, 3 + λ]*, δ2 ∈ [9, 9 + λ]*

Medium a1 ∈ [0.4, 0.6], a2 ∈ [0.2, 0.3] δ1 ∈ [3, 3 + λ]*, δ2 ∈ [9, 9 + λ]*

Strong a1 ∈ [0.6, 0.8], a2 ∈ [0.2, 0.4] δ1 ∈ [3, 3 + λ]*, δ2 ∈ [9, 9 + λ]*

* λ denotes the wavelength at the central frequency of the desired channel.

where BW is the system bandwidth, while [·]Omax
Omin

clips
the modulo within the range [Omin, Omax], thus preventing
excessive distortions.

b) Reflection-based approach: The second mask is de-
signed to introduce virtual reflections, mimicking the effect
of objects moving within the environment. In this case,
each component is characterized by its intensity an(k) and
the distance δn(k), which represents the extra path length
traveled by the signal due to the virtual reflection effect. The
obfuscation function is expressed as

Oref(f, k) =

[
1 +

N∑
n=1

an(k) e
−j2πfδn(k)c

−1

]Omax

Omin

(9)

where c is the speed of light.
For both types of distortions, we consider three different

intensity levels: weak, medium, and strong. The strength is
determined by the range of values allowed for the parameter
an, which defines the amplitude of any masking component.
Higher values correspond to stronger distortions, whereas
lower ones to milder perturbations. This distinction allows
the evaluation of how different levels of obfuscation impact
the system ability to restore accurate localization information.

The variables defining the mask functions, i.e., an(k),
φn(k), and δn(k), evolve dynamically with respect to the
transmitted frame index k, making them realizations of a
stochastic process. Specifically, each follows a Markovian
process with an exponential decay filter applied to ensure
smooth variations over time. To simplify the notation, we
hereafter refer to them generically as x(k).

The Markovian behavior can be expressed as:

xraw(k) =
[
xraw(k − 1) + αU[−1,1]

x∆

2

]xmax

xmin

(10)

where:
• α represents a scaling parameter that controls the inten-

sity of variations;
• U[−1,1] is a uniform random variable in [−1, 1];
• x∆ = (xmax − xmin) is the allowed range for xraw;
• [·]xmax

xmin
clips xraw within the bounds [xmin, xmax].

To smooth xraw(k), the following filter is applied afterward:

x(k) = (1− β) · x(k − 1) + β · xraw(k) (11)

where β controls the smoothing intensity.
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Tabs. I and II summarize the parameters for the sinusoidal
and reflection masks. Since their generation is stochastic,
realizations vary across experiments, leading to performance
fluctuations even for the same type and intensity. To ensure
statistical robustness, we generate eight independent real-
izations per mask-intensity combination, thus reducing the
influence of any single evolution instance.

D. Transmission and masking strategy
We split each experiment into two phases: the first with

sinusoidal masks and the second with virtual reflection ones.
During each phase, for every frame generated in MATLAB

and identified by a sequential number, a clear version is
transmitted followed by frames for every mask strength and
random process instance. This information, which uniquely
identifies the CSI sample at the receiver, is encoded in the
MAC address 3 field: the first 10 hexadecimal digits for the
cycle number, the 11th for mask strength, and the 12th for
the instance of realization.

Each applied mask is stored in a data structure indexed
by the cycle number, strength, and instance reference. This
allows the identification of the distortion applied to each
received frame during post-processing, thus enabling the de-
obfuscation operation.

This simple approach enables a preliminary study of de-
obfuscation effectiveness without implementing the full pro-
tocol discussed in Sect. IV-C.

E. The neural network
Since this work aims at demonstrating for the first time the

feasibility of de-obfuscation rather than developing dedicated
AI algorithms, we utilize a lightweight neural network to
minimize parameters and speed up training.

a) Preconditioning the CSI: We consider 802.11ac
frames over 80 MHz channels with a single spatial stream.
Each CSI sample consists of 256 complex values, one for
each subcarrier. Due to device imperfections, phase values
often exhibit significant errors, as discussed in [16], so only
the amplitude was used.

During pre-processing, we discard pilot and unused sub-
carriers as per the 802.11ac standard, leaving 242 values
(256−14). The two outermost (low and high end of the chan-
nel) are also suppressed to ensure the count is a multiple of 5,
reducing the total to 240 values. Finally, we average groups of
5 adjacent subcarriers, resulting in 48 values. This downsam-
pling provides a more compact yet representative feature set.

Finally, we apply z-score normalization to standardize the
data, ensuring a mean of 0 and a standard deviation of 1,
while preserving its original shape. This step helps improve
the convergence of the neural network during training.

b) Neural network architecture: Our neural network,
developed in MATLAB, uses a shallow architecture for CSI-
based classification. The input layer processes downsampled
CSI samples as a 1D vector, followed by a fully connected
layer with 8 neurons for the target classes. A softmax layer
outputs a probability distribution, with the predicted class
being the one with the maximum value.

c) Training and testing strategy: The network is trained
using the Adam optimizer with cross-entropy loss, a mini-
batch size of 5, and an initial learning rate of 0.001. Training
is performed for 15 epochs, with data shuffled between each
to improve generalization. Performance is finally evaluated
based on classification accuracy.
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Fig. 4. Localization accuracy across obfuscation levels. The top plot shows
results for the sinusoidal mask, the bottom for the virtual reflection-based
one. Data is aggregated across all antennas and multiple instance evolution
per obfuscation level.

Training and testing are conducted separately for the clear,
obfuscated, and de-obfuscated cases, as well as for each
obfuscation pattern and realization instance. Training on the
clear frames and testing on obfuscated and de-obfuscated,
besides making no sense in the real world, does not yield any
meaningful result (testing is equivalent to a random guess).

Finally, to mitigate the impact of weight initialization vari-
ability, we trained the model five times. The final localization
accuracy is computed as the average across these five models.

VI. EXPERIMENTAL RESULTS

Fig. 4 presents the obtained results compactly as boxplots
with the median, 25 and 75 percentiles (box), outliers as
single points and whiskers reach the most distant non-outlier
data points. Considering the localization system performance
without obfuscation, as expected the accuracy is high, with
a median correct classification rate of 94.1 % and 93.7 % for
the first (with the sinusoidal masks) and the second (with
the virtual reflection masks) test, in both cases with limited
dispersion. These results align with previous studies [9].

Although the two cases yield similar median accuracy, the
box plot for sinusoidal masks reveals an outlier. A closer
analysis shows that this result is related to a specific antenna,
possibly in an unfortunate receiving spot.

Next, we observe that the proposed obfuscation masks
effectively reduce the accuracy of the localization system in
both cases, confirming the ability to introduce uncertainty into
the measurements. As expected, different distortion intensities
(weak, medium, and strong) are correlated with varying
levels of obfuscation effectiveness. Furthermore, the sinu-
soidal mask performs slightly better, showing lower median
accuracy than the reflection-based one.

Regarding de-obfuscation, the results show that localization
accuracy is generally restored to clear-state levels across
all types and strengths of obfuscation. It is important to
note that all outliers in the sinusoidal case arise from the
problematic antenna, the same one that caused issues in the
clear condition; therefore, they do not indicate performance
degradation, as their results are comparable to those in the
clear case. We also observe that accuracy generally worsens
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Fig. 5. Qualitative analysis of the relationship between the mask amplitude
and the de-obfuscation absolute error for any single subcarrier. In this figure,
we only consider pairs of clear and de-obfuscated CSI extracted from frames
with the same sequential number. Data shown are from one antenna and one
sinusoidal mask instance; similar trends hold in other cases.

as the obfuscation level increases. Specifically, the median
value of de-obfuscated results deviates more from the clear
state for strong masks than for weak ones, with a similar
trend in dispersion.

We believe that failure to recover the user’s position
mainly stems from the error amplification effect discussed in
Sect. IV-B. Fig. 5 shows that the phenomenon predominantly
affects subcarriers with lower mask amplitudes. The figure
highlights that large mask amplitudes exhibit results in abso-
lute errors that are smaller compared to those deriving from
small mask amplitudes. Consequently, this leads to larger de-
obfuscation errors and, in turn, reduced performance.

Moreover, just as obfuscation effectiveness varies randomly
across antennas, error amplification does not cause a uniform
accuracy drop. Although affected subcarriers are consistent
for all antennas (since they derive from the same mask
structure), their impact depends on whether the errors affect
critical portions of the CSI of the specific receiver and
neural network model. This observation is further supported
by the fact that, when analyzing the per-antenna difference
between clear-state and de-obfuscated accuracy for the same
mask realization, the maximum observed error reaches 13.5 %
and 7.2 % for the sinusoidal and virtual reflection cases,
respectively.

VII. CONCLUSION

This work demonstrates, for the first time, the feasibility of
de-obfuscation at legitimate sensing devices of signals obfus-
cated at the transmitter. Obfuscation methods can significantly
improve privacy, but it is important to ensure that they affect
legitimate sensing accuracy as little as possible. Experimental
results confirm that it is possible to recover CSI features
for accurate sensing, achieving localization accuracy close to
sensing with clear CSI. Moreover, in our experiments using
two types of obfuscation at different intensities, we verify
that stronger distortions indeed offer better privacy, but on
the downside, they make de-obfuscation harder.

The root cause of this problem is suspected to be near-
zero amplitude values in mask coefficients, which amplify
the inaccuracies in the restored version of CSI. The analysis
indicates that this contributes significantly to the observed

performance degradation in legitimate sensing. Still, a more
comprehensive analysis is needed to evaluate the impact of
this phenomenon with different obfuscation strategies and for
other sensing tasks.

In conclusion, this work fills a gap in the state of the art
by demonstrating with an implementation and experiments
the reversibility of the obfuscation process. We believe that
this is a crucial step in integrating secure CSI-based sensing
techniques into the ISAC landscape. It also provides valuable
insights to improve the design of obfuscation systems, par-
ticularly the characteristics of the mask. We plan to explore
these further in future research, collecting more data with
several obfuscation strategies to proceed with a statistical
characterization of these errors and their effects on sensing.
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