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Abstract—The 6th generation (6G) of mobile networks are
anticipated to provide significant benefits such as high data-rates,
low-latency and seamless connectivity to a huge number of users.
The realization of these networking potentialities is anchored
in the innovative design and development of the networking
operations with purpose to deal with complex environments in a
efficient manner. In particular, principal networking operations
such as the resource management will be mainly conducted with
the aid of the Deep Learning (DL) models. The DL models are
characterized by their efficiency in dealing with intense tasks
but they lack of transparency and trust. For this reason, we
propose a framework that incorporates both a methodology for
uncertainty quantification (UQ) of the DL models and a traffic-
engineering model targeting on improving the trustworthiness
in the resource allocation procedures. It is shown that the
exploitation of trustworthy DL models significantly improves
both the system’s resource utilization and the system’s service
provisioning capability to the users.

Index Terms—uncertainty quantification, model calibration,
SLAs, proactive resource allocation, conformal prediction.

I. INTRODUCTION

The emergence of the 6th generation (6G) of mobile net-
works will introduce advanced networking capabilities and
provisions. The 6G networks will pave the way for the
development of innovative applications and services such as
extended reality (XR) and holographic communications. Prin-
cipal socio-economical sectors such as Industrial Automation
and Smart Transportation will undergo remarkable growth
as the 6G networks will enable the interconnection and the
real-time monitoring of a massive number of sensors and
devices. The realization of the significant provisions of the
6G mobile networks such as the unprecedented speed and
the massive connectivity is a direct outcome of the novel
technologies that this generation of networks will introduce
[1]. In the same fashion, the 6G networks will benefit from
the significant progress of the Artificial Intelligence (AI) as
it will be the enabler for developing efficient and flexible
networking operations that will be capable of dealing with
complex and challenging situations [1]. At greater length,
the 6G networking operations should be designed to serve
a huge number of users with intense requirements and in
parallel guaranteeing the agreed Quality of Service (QoS).

Moreover, they are challenged to the handle users’ mobility
and the heterogeneity of both the devices capabilities and the
users’ requirements in almost zero time. Keeping in mind these
challenges, a lot of effort has been dedicated especially for
the operations regarding the scheduling and management of
the 6G network resources [2]- [3]. In particular, the design-
ing process of the resource management operations should
incorporate both the diverse capabilities of the employed
technologies and the heterogeneity of the users as it should
be conducted in a user-centric way taking into account their
unique characteristics. To deal with this intricate environment,
the AI models, and especially the Deep Learning (DL) models,
are a promising solution for the management and orchestration
of the network’s resources. The capability of DL models to
execute challenging tasks and to adapt to the dynamic changes
of the networking environment has designated them as one
of the most efficient and rising methods for executing the
networking operations of the 6G networks.

However, the DL models have the significant drawback
that they lack of transparency and trust. In particular, the
DL models operate as black box methods and their internal
functionality is quite complex leading to an absence of clarity
on the decision-making process. As a consequence, the DL
models are not always able to provide certain estimates and
thus they may suffer from under- or over-confidence. Apropos
of the resource management and orchestration operations,
this can be depicted as under- or over- confidence in the
estimates of the users’ resource requirements and conse-
quently as resource under- or over- provisioning to the users.
Consequently, even though on average AI-driven resource
allocation increases efficiency [2], resource under- or over-
provisioning may still lead to severe violations of the Service
Level Agreements (SLAs). In particular, when the resource
under-provisioning is considered, the assigned resources to a
user are less than those required and consequently the QoS
provided to the user is decreased. If the provided QoS is
worse than the acceptable levels defined by the SLA, an SLA
violation occurs and each violation is pertained to a penalty at
the expense of the service provider. On the opposite, when
the resource over-provisioning is considered, the resources
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assigned to a user are more than its actual requirement. Since
the allocated resources do exist to serve the user, the SLA
between the service provider and this particular user is not
violated. However, in this case the network’s resources are
not efficiently exploited causing indirect SLAs violation as
the extra resources could be allocated to serve other users
whose SLAs were violated due to resource unavailability [4].
Therefore, the necessity emerges for developing methods for
quantifying and calibrating the uncertainty in the estimates of
the DL models with a view to leveraging their remarkable
potentialities in a trustworthy manner.

Trustworthy AI has been typically associated with explain-
able models (or XAI) and Bayesian Neural Networks [5];
however the development of non-Bayesian trustworthy DL
models has recently gained ground in the academia since they
are less complex methods [6]. Thus, trustworthy AI is expected
to play a significant role in driving networking operations via
DL models in future 6G networks as proposed in [7]. In par-
ticular, the work in [7] targets on quantifying the uncertainty
in DL models but it does not showcase the positive impact of
the estimates’ calibration on the efficient exploitation of the
system’s resources. To address this issue, we extend the work
presented in [7] by incorporating a traffic-engineering model
and we propose a framework for proactive resource allocation
that avoids SLA violations inherent in resource allocation with
uncalibrated models. In particular, the proposed framework
employs an uncertainty quantification (UQ) methodology for
calibrating the uncertainty in the predictions regarding the
amount of the traffic that needs to be served and a traffic-
engineering model to determine the resources that should be
allocated without degrading the provided QoS. It is important
to mention that the proposed framework incorporates both the
network-related requirements of the applications, e.g. their
resource requirement and their trustworthy-related demands,
e.g. the level of confidence required in the predictions.

II. THE PROPOSED FRAMEWORK

We consider a Radio Access Network (RAN) that consists
of Radio Units (RUs) serving requests of the users within its
coverage. Each user device is denoted as User Equipment (UE)
and it hosts applications and services with specific charac-
teristics and resource requirements. The proposed framework
targets on predicting the total amount of data generated by
the UEs in each time slot and to proactively determine and
allocate the network’s resources in order to serve the users.
In more detail, the total amount of data that is generated by
the UEs and served by the RUs can be considered as historical
time stamped records about the generated traffic. These records
are exploited to predict the requests for service in the next
time slot and to schedule accordingly the network’s resources.
Since the data constitute historical time stamped records, the
procedure of predicting the requests arrivals in the next time
slot can be dealt with as a time series forecasting process.

As it is illustrated in Fig. 1, the proposed framework consists
of two main pillars: Firstly, the UQ procedure is performed,
which aims on quantifying and calibrating the uncertainty

Fig. 1. The proposed framework

in the predictions about the number of arriving requests in
the next time slot. Next, in the second pillar, we utilize
the calibrated predictions as inputs in the traffic-engineering
model to calculate the resources that should be allocated
for guaranteeing in each case that the provided QoS is not
decreased.

In respect to the first pillar of the proposed framework, the
UQ in the predictions about the request arrivals is conducted
according to the methodology proposed in [8], which consists
of three distinct steps:

a) Model outputs prediction: It refers to the process
according to which the DL model is trained to predict the
generated traffic in the next time slot. In this method the
DL model should also be able to calculate for each predicted
output the corresponding statistical parameters, which are: a)
the centrality metric (i.e. the mean value) and b) the dispersion
metric (i.e. the standard deviation) of the predicted value.
For this reason, contrary to the traditional training process
of DL models, in this methodology the DL model should be
converted into a probabilistic DL model.

b) Model calibration: This process aims on calibrating
the confidence interval of the probabilistic DL model to assure
that the model’s posterior distribution will not be under- or
over-confident. In more detail, the statistical parameters of
each predicted value are utilized to adjust the outcomes of
the DL model to meet the true likelihood of the predicted
event.

c) Conformal inference: In this step, the statistically
valid (or conformal) intervals are produced for each prediction
to guarantee the success of the prediction in a desired confi-
dence level, irrespective of the data distribution. In particular,
we associate the conformal intervals with a confidence level
that indicates the probability that the actual request arrival
falls within the confidence interval of the predictions if we
repeat the same process multiple times. For instance, a 95%
confidence level implies that if the process was repeated 100
times, the actual value would fall within the predicted interval
95 of those instances.

Apropos of the second pillar of the proposed framework, it
aims on calculating the resources that should be allocated to
serve the arriving requests in the each time slot and in parallel
guaranteeing the agreed QoS to the users. For this reason,
in our analysis the Erlang Multirate Loss Model (EMLM)
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from the teletraffic theory is utilized. EMLM constitutes a
significant traffic-engineering model for evaluating the per-
formance of modern telecommunication systems that support
applications and services characterized by diverse request
arrivals and bandwidth requirements [9]. Thus, as mentioned,
the traffic predicted via the DL model is utilized as input
in the EMLM to calculate the required capacity in each
time slot. As a QoS indicator, we consider that the request
blocking probability (BP) due to resource unavailability should
not exceed the agreed value determined by the SLA. It is
important to note that the proposed framework provides also
the possibility to introduce the application’s level of confidence
in the resource allocation procedure. In particular, each appli-
cation is characterized by a specific reliability demand in the
provided service that should be guaranteed by the provider. For
instance, an application for autonomous driving needs a higher
level of trustworthiness in the provided service compared
to an application for video streaming. Therefore, since the
prediction’s conformal interval in the proposed framework is
created incorporating the confidence level, this necessity is
also factored in the resource allocation procedure.

III. THE EMPLOYED METHODOLOGY

In this section, we present the methodology for employing
the framework proposed in Section II. In the first place, the
UQ methodology is described, which constitutes the first pillar
of our framework. Next, we focus on the second pillar of our
framework and we present the EMLM model that is exploited
to calculate the resources that should be allocated to serve the
arriving requests.

A. The UQ methodology

The first step of the UQ methodology, i.e. the model outputs
prediction, refers to the process that is employed to convert
a DL model into a probabilistic DL model and to train it
accordingly. The trained probabilistic DL model is exploited
for predicting both the number of requests in the next time slot
and the statistical parameters (i.e. the mean and the standard
deviation) of each predicted value to exploit them in the
other two steps of this methodology. As mentioned above,
the process for predicting time series data in future time steps
is described as time series forecasting process. DL models
constitute a suitable technique for time series forecasting,
and it was shown that they outperform traditional statisti-
cal approaches such as AutoRegressive Integrated Moving
Average (ARIMA) [10]. However, while traditional methods
offer probabilistic forecasting in a sense that they offer also a
lower and upper bound of the predicted value, along with the
predicted value itself, DL models should be refined to exhibit
the same property. For this reason, in our methodology we
convert the traditional DL models into probabilistic DL models
by exploiting the Gaussian integration method, which denotes
that a Gaussian probabilistic layer is added as the final layer
of the DL model. This layer consists of two nodes; one node
for calculating the mean (as a measure of centrality of the
forecast), and one node for calculating the standard deviation

(as a measure of dispersion of the forecast). Since only one
additional layer of two nodes is required in order to convert
a DL model into a probabilistic DL model, it is evident that
the complexity of the forecasting procedure is not severely
affected.

The DL models utilized in our analysis are the Long Short-
Term Memory (LSTM), which constitutes a paradigm of a
Recurrent Neural Network (RNN), and the 1-D Convolutional
Neural Network (1-D CNN). Two different DL models are
utilized in this work to investigate the performance of the UQ
methodology in different cases. In more detail, these models
are used to process and forecast univariate time series in an
auto-regressive manner. The time series is valued in the [0,
1] interval, which means that it has been min-max normalized
prior to modeling. In addition, the time series is partitioned
with no shuffling in a train-validation-test manner, as 60%-
20%-20%. It is has to be noted that the forecasting procedure
is performed only on the test subset, which is excluded from
the training procedure to keep the procedure unbiased. The
historical window is set to the previous 5 time points per
forecast in a “rolling window” process, as described in [10],
while the forecast horizon is always set equal to 1 point in
the future. Both DL models consist of three layers: the first
layer has 64 nodes, the second layer has 32 nodes, and the
final layer has 2 nodes (the aforementioned “Gaussian” layer).
Consecutive layers are totally interconnected with the usage
of a 20% dropout ratio, and the “ReLU” activation gate is
used everywhere except for the standard deviation node at
Gaussian layer. However, the first layer of the 1-D CNN is
also characterized by a kernel size of 6 and the second layer
by a kernel size of 3.

For both DL models, the “Adam” optimizer and a learning
rate of 0.001 are used in the training process. The DL
models are trained for 100 epochs with the use of early
stopping, to prevent overfitting. Regarding the convergence of
the neural network, the objective is to minimize the negative
log-likelihood in a sample of 10000 candidate forecasts from
the final layer. Standard deviation is set as strictly positive by
using a “SoftPlus” activation gate. In addition, the performance
evaluation of the two DL models is conducted with the
common regression metrics of the Root Mean Squared Error
(RMSE), the Mean Absolute Error (MAE), and the Mean
Absolute Percentage Error (MAPE).

The second step of the employed methodology, i.e. the
model calibration, incorporates the process of calibrating the
confidence interval of the probabilistic DL model to assure
that the model’s posterior distribution will not be under- or
over-confident. In specific, since DL models provide occasion-
ally uncertain outcomes by being under- or over- confident,
quantifying uncertainty is simply the procedure of measuring
and handling their errors. In our methodology, we utilize the
framework proposed by AWS with the Fortuna library [8] that
utilizes frequentist probabilistic methods that are significantly
simple and can be applied to deal with the issue of trust in
modern artificial intelligence. In more detail, in our implemen-
tation, model calibration is held via the simplistic technique
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of Platt scaling [11]. It takes advantage of the existence of a
validation set (and the corresponding estimated values) in our
probabilistic time series forecasting setting. Its input is actual
time series values and forecasted time series values; notice,
though, that in our setting the forecasted time series values
contain both the mean and the standard deviation (but it can
also be a variance, or the confidence bounds given a level
of confidence). In specific, by taking advantage of the actual
validation time series and its forecasted values (both mean and
variance), the calibration algorithm modifies (i.e. ”calibrates”),
the forecasted values of the test set (both mean and variance),
in a manner that forecasts reflect the true likelihood of the data
as obtained by validation. A valuable metric for the calibration
is the relative gain achieved in minimizing the negative log-
likelihood, which is the same objective the probabilistic neural
network uses for training.

In regard to the third step of the employed methodology,
i.e. the conformal inference (or conformal prediction), it is
performed using quantile conformal prediction [12]. In con-
trast to the general rationale that models and predictions are
fixed, conformal prediction can simply “conform” the model
outputs (in terms of variance) to a specific confidence level. In
particular, it leverages both the validation set and its forecast to
adjust the variance values of the test set (or confidence bounds
if a confidence level is provided). A feature in our study to be
considered subsequently is the confidence level used, like 90%,
95%, or 99%. In general, the conformal inference procedure
can be applied in both calibrated and non-calibrated estimates,
so another feature to be considered to the post-hoc analysis is
the calibration status before conformal inference, which can
be “no” or “yes”.

B. The EMLM utilization

The second pillar of the proposed framework incorporates
the adoption of the EMLM in the direction of calculating the
necessary resources to guarantee that the agreed QoS will be
provided to the users. In particular, in the system under study
we consider an RU with capacity equal to C bandwidth units
(b.u.) that accommodates requests of K different applications
and services (denoted as service-classes) hosted on a large
number of UEs. Each service-class k (k = 1,..,K) has a
particular requirement bk of system resources that should be
allocated in order the request to be served. A connection
establishment between an application hosted on a UE and the
RU is considered successful if the required resources do suffice
to serve the applications’ request; otherwise the request for
service is rejected. The requests for service of a service-class
k are generated according to a Poisson process with rate λk. If
the required resources of a service-class k suffice to establish
the connection between the UE and the mobile network, the
request remains in the system for a exponentially distributed
service-time hk. In the EMLM, the BP of a request of a
service-class k is determined as:

Pbk =

C∑
j=C−bk+1

q(j)

G
(1)

where G is the normalization constant. The unnormalized val-
ues of q(j) denote the system’s resource occupancy distribution
values, which can be calculated by the classical Kaufman-
Roberts recursive formula determined as [13]- [14]:

q(j) =


1, for j = 0
1
j

∑K
k=1 akbkq(j − bk), j = 1, ..., C

0, otherwise

(2)

where ak is the traffic-load of a service-class k determined as
ak= λkhk [9]. As mentioned above, in mobile networks and
especially in 6G mobile networks, one significant challenge
constitutes the efficient prediction of the generated traffic of
each service-class k, ak , in the system in order to efficiently
coordinate the system’s resources. For this reason, the DL
models developed in the first pillar of the proposed framework
are employed to predict the number of arriving requests in each
time slot. Next, we utilize the predicted values as inputs in the
EMLM and we recursively calculate the resources needed so
as to maintain the BP values defined by (1) under a certain
level.

IV. NUMERICAL RESULTS

To demonstrate the significance of the UQ procedure on
the system’s resource allocation, we utilize the proposed
framework to conduct a numerical analysis by considering
both calibrated and the non-calibrated predictions. In more
detail, the presented analysis focuses on examining how the
estimates generated by both the DL models, i.e. the RNN
and the CNN, are affected by the calibration process and the
different confidence levels. Next, we incorporate the second
pillar of the proposed framework to assess the resource ex-
ploitation when both calibrated and non-calibrated estimates
are considered as inputs. Finally, we target on investigating
the multivariate dependency of the system’s required resources
with features related to the UQ methodology such as the status
of the calibration process (present or not) and the estimates’
confidence levels.

To testify the validity of our framework, we use the well-
known Milano dataset [15]. It has to be noted that this
dataset includes 4G traffic but it is used as an operation
example for our framework. Therefore any available dataset
can be used in the future. The exploited dataset includes data
for three types of services: ”Internet”, ”SMS” and ”call”.
Thus, three univariate time series are created, i.e. one for
“Internet”, one for “SMS” and on for “call” with each one
corresponding to 1488 (62 days x 24 hours) consecutive time
points. The proposed framework was developed in Python with
TensorFlow while the incorporation of the Gaussian layer in
the probabilistic DL models was performed by utilizing the
TensorFlow-Probability. The UQ process was developed by
employing the AWS-Fortuna library proposed in [8].

Since the utilized dataset consists of data that refer to three
different applications, it is easily inferred that the system under
study serves requests generated by K = 3 service-classes and
the corresponding predicted values constitute the traffic-load of
each service-class in the next time-slot. In addition, we denote
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TABLE I
EVALUATION METRICS OF THE PROBABILISTIC DL MODELS

.

RNN CNN
Metric Internet SMS Call Internet SMS Call
RMSE 1316 475 274 1170 528 325
MAE 943 186 154 816 185 189

MAPE (%) 36 66 124* 26 57 126*

Fig. 2. Illustration of the conformal intervals on the test set of the experimen-
tal time series “Internet”, with and without calibration, and for two distinct
forecasting models.

that the resource requirement of each service-class is the
following: the “Internet” service-class requires b1 = 100 b.u. to
be served, the “SMS” service-class requires b2 = 1 b.u and the
“call” service-class requires b3 = 10 b.u.. The rationale behind
this lies on the fact that the Internet-related applications are
highly bandwidth-demanding applications and consequently
require significantly more resources compared to the other two
service-classes. In the same manner, the “call” service-class is
characterized by higher bandwidth requirements compared to
the “SMS” service-class. Finally, it is assumed that the SLAs
determine that the BP values of all three service-classes should
not exceed 1%, which corresponds to a typical value of a
modern mobile network.

In regard to the performance evaluation of the UQ method-
ology, the numerical results are demonstrated in Table I and
in Fig. 2. It is important to note that the MAPE metric in
Table I is computed only where the actual time series is
not zero and thus this pseudo-computation is marked with
an asterisk. As it is shown in Table I, in our case the CNN
constitutes a more accurate forecasting model, especially when
the “Internet” service-class is considered. Moreover, in Fig. 2
the calibrated and non-calibrated conformal intervals for the
“Internet” service-class are presented by considering different
confidence levels. It is observed in all cases that as the
confidence level increases, so does the conformal interval. This
is reasonable since a higher confidence level is associated with
an increased probability that the actual value is within the

Fig. 3. Bivariate comparison outcomes of capacity ranges vs. confidence
level, calibration status, and performance.

interval of the predicted values and consequently the generated
conformal intervals are bigger to include the corresponding
values. However, when the calibrated estimates are considered,
the generated conformal intervals are smaller for the same
level of confidence compared to the corresponding intervals of
the non-calibrated values. This is justified by the fact that the
calibration process adjusts the conformal intervals so as to pre-
vent extremely high predictions (due to the over-confidence)
or extremely low predictions (due to the under-confidence) and
in parallel guaranteeing the desired level of confidence in the
estimates. Finally, it is illustrated in Fig. 2 that the predictions
via the CNN model yield tighter confidence bounds around
the average of the forecast compared to the corresponding
values predicted via the RNN. Therefore, it is observed that
the accuracy of the DL model also affects the uncertainty in
the predicted values.

The numerical analysis depicted in Fig. 3 showcases the
impact of the UQ process in the exploitation of the system’s
resources by demonstrating the distribution of the Capacity
Range (CR) values for all the dataset values. We denote
the CR as: CR = Upper Bound Capacity (UBC) –
Lower Bound Capacity (LBC), where the UBC indicates
the resources that are needed to serve the highest possible
prediction, i.e. the prediction that corresponds to the upper
bound of the conformal interval for each service-class and
vice versa. The required resources to serve these requests and
in parallel to guarantee BP values <1% and consequently no
SLA violation, are determined according to the methodology
presented in Section III.B. Since the calculation of both the
UBC and the LBC incorporates the SLA preservation for
the boundary values, they also signify the resources required
to preserve the SLAs for all the possible predictions within the
interval. It has to be noted that for simplification and without
sacrificing accuracy, the dataset values were divided by 1000
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TABLE II
DEMONSTRATING THE LINEAR MULTIVARIATE DEPENDENCY BETWEEN

CAPACITY RANGE AND THE UQ PARAMETERS

. Feature Estimate p value
Intercept 926 <0.001

Confidence 95% 154 <0.001
Confidence 99% 486 <0.001
Calibration Yes -50 <0.001
Accuracy High -86 <0.001

to align with the EMLM model. As it is shown in Fig. 3A, the
calibration process improves the resource exploitation since
the observed CR is tighter when the calibration process is
employed. This can be verified by the fact that CR medians
(and consequently of the overall distribution) are lower when
the calibration process is employed. A tighter interval of
capacity values indicates that the uncertainty in the predic-
tions is reduced and consequently resource over- or under-
provisioning is avoided as the allocated resources are closer
to the actual requirement. However, it is observed that when
the confidence level increases, the CR is almost the same for
both cases, i.e. when the calibration process in employed and
not, implying that an increased level of confidence introduces
uncertainty in the estimates. In addition, it is shown in Fig.
3B that the accuracy of the DL model constitutes a factor
that should be taken into consideration in the development of
trustworthy DL models. In particular, it is observed that for
higher confidence levels, the model accuracy contributes in
providing tighter capacity intervals. Therefore, the increased
model accuracy can function as a countermeasure when the
required confidence level is high towards creating trustworthy
DL models.

Finally, our analysis aims on investigating the multivariate
dependency between the CR and features related to the UQ
methodology such as the model accuracy, the existence of
calibration and the three levels of confidence, i.e. for 90%,
95% and 99%. The multivariate linear regression modeling is
a closed-form procedure and is solved by using the ordinary
least squares formula. A linear formula is obtained as follows,
by simply accounting for the signs of the estimates (beta
coefficients) yielded:

CR = b0 + b1I(Confidence = 95%)+

b2I(Confidence = 99%)− b3I(Calibration = Y es)

− b4I(Performance = High), bi>0

(3)

Table II reveals the outcomes of this analysis and yields that
all estimates (beta coefficients) are statistically significantly
different than zero (according to the p-value column). In
particular, the CR feature increases statistically significantly
as the confidence level increases. Specifically, when the con-
fidence level is increased from 90% to 95% and all others
parameters stay constant in the problem setting, the CR
increases on average by 154 b.u.. In addition, when the level
of confidence increases from 90% to 99% and all others stay
constant, the CR increases on average by 486 b.u.. Finally,
it is observed that the CR feature decreases statistically
significantly both when switching the calibration status from

“no” to “yes” and the accuracy from “low” to “high” (a
decrease of 50 b.u. and 86 b.u. is observed, respectively).

V. CONCLUSION

In this paper, we targeted on demonstrating the significance
of the uncertainty calibration in the decisions conducted via
the DL models regarding the resource management operations.
In particular, we proposed a framework that employs an
UQ methodology and a traffic-engineering model in order to
quantify the impact of the over- or under- confident predictions
in a proactive resource allocation procedure. It was shown that
both the calibration and the required level of confidence in
the predictions affect the number of resources that should be
allocated to serve a user. Therefore, the necessity emerges for
creating trustworthy DL models with a view to leveraging their
remarkable potentialities in a reliable manner.
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