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Abstract—The advanced capability of the 6™ generation (6G)
of mobile networks to accommodate requests from a vast number
of users with intensive requirements will be natively fortified by
intelligent and autonomous network management. This potential
will be primarily enabled by the integration of Artificial
Intelligence (Al) in critical networking operations such as resource
management and orchestration, security and service assurance.
However, even though Al methods are highly efficient at dealing
with intricate tasks, their predictions usually are over- or under-
confident, introducing significant levels of uncertainty in the
networking operation consistency. To address this issue, we
introduce an Uncertainty Quantification (UQ) methodology to
enhance the confidence of the predictions related to classification
tasks. Our methodology is employed in the context of tabular data
classification, and we also leverage a UQ metric to assess the
improvement in the predictions conducted via our method. It is
demonstrated that the proposed framework highly enhances the
confidence of the predictions conducing consistent and reliable AI
methods.

Keywords—6G networks, Trustworthy Artificial Intelligence,
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I. INTRODUCTION

The evolution towards the 6" generation (6G) of mobile
networks introduces significant advancements such as high-data
rates, low latency and increased connectivity. Contrary to the
previous generations of mobile networks, 6G presents
groundbreaking  concepts including massive  device
connectivity, the realization of Machine-to-Machine (M2M)
communication and the development of applications and
services tailored to specific user needs [1]-[2].

One leading factor towards the realization of these
innovations is the transformation of current mobile networks
into fully autonomous systems adhered to the Zero-touch
network and Service Management (ZSM) initiative. The ZSM
initiative envisages the next generation autonomous networks,
in which all network operations will be executed automatically
without the need for human intervention [3]. Specifically, this
automation lies in the development of a set of networking self-
management capabilities, like self-configuration, self-healing,

self-optimization, and self-protecting [3]. These capabilities are
critical to guarantee greater networking operational efficiency,
scalability and flexibility with the purpose of improved user
experience.

The key enabler of this transformation constitutes the
integration of Artificial Intelligence (Al) to assist in intelligent
decision-making procedures, in the development of automating
networking tools, and in the implementation of closed-loop
control systems [3]. This lies in the fact that Al models are
highly efficient at dealing with intricate tasks and they can
constantly adapt to dynamic conditions such as rapid network
traffic fluctuations. However, Al algorithms are not always able
to provide certain predictions; their predictions usually present
over-confidence or under-confidence, introducing significant
levels of uncertainty in the networking operation consistency
and robustness. To deal with this lack of transparency and trust,
the concept of Trustworthy Al has emerged as a promising
solution.

Trustworthy Al designates the imperative demand that Al
models should incorporate the properties of ethics, transparency,
and reliability [4]. Trustworthiness is usually associated with the
concepts of ethics, privacy, and security; however, Trustworthy
Al extends this concept and introduces moreover the properties
of explainability (XAI) and Uncertainty Quantification (UQ). In
specific, Trustworthy Al has been mainly connected to Bayesian
approaches, as characterized by their transparency and ability to
provide trustworthy predictions. However, all these methods are
significantly complex and computationally demanding, and thus
non-Bayesian Trustworthy Al approaches have recently gained
ground, since they provide trustworthy predictions with lower
computational cost [5]. Apropos of their implementation in 6G
networks, prior literature mainly focuses on quantifying the
uncertainty in regression tasks [6]-[7]; however, an autonomous
6G network should support a wide range of applications, not
only regression tasks. Consistent to current scientific literature,
we have identified a notable gap in quantifying the uncertainty
in classification tasks [8]. In specific, even though the classifiers
may show an exceptional performance, critical questions about
their reliability and trustworthiness in their predictions arise. To
address this issue, in this work we aim to quantify the



uncertainty in a classification problem of tabular data, and we
associate each prediction with a confidence metric that
determines how reliable our prediction is. To the best of our
knowledge, and as such advances have started to emerge in other
scientific fields, like in biomedicine [9], this study constitutes a
first attempt to quantify the uncertainty in classification tasks of
tabular data within the context of 6G networks.

The remainder of this paper is the following: Section II
demonstrates the importance of the exploitation of Trustworthy
Al algorithms in 6G telecommunication applications, as well as
a brief description of our framework with a qualitative
comparison against state-of-the-art existing methods. In Section
I, we present a thorough description of our employed
framework, which is related to frequentist statistical processes
for defining uncertainty in Al predictions, and the utilized
techniques to improve them, which are model calibration and
conformal inference. In Section IV a numerical analysis is
conducted, while we conclude in Section V.

II. DEFINITIONS AND RELATED WORK

As mentioned above, our work focuses on UQ in tabular
data classification related to 6G networks. In particular, we
consider a Radio Access Network (RAN) illustrated in Fig. 1
that consists of Radio Units (RUs) serving the users. To ensure
reliable support, each RU communicates with a Distributed
Unit (DU) that is further interconnected with a Centralized Unit
(CU). The underlying RAN configuration is managed by a
“service management and orchestration” entity, which
leverages Al-driven operations to guarantee reliable and
efficient network performance. Our target constitutes the
development of Trustworthy Al models that manage the
operations of this entity in an efficient and reliable manner.
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Fig. 1: System under study

Data classification constitutes a typical supervised Machine
Learning (ML) problem that predicts a discrete target variable
(class), given a set of discrete or continuous predictor variables;
it usually serves as a problem-reference for ML [10].

Classification is referred to as binary if the class includes
two distinct values, and multiclass if the class contains more
than two values. Classifiers (i.e., classification algorithms) are
regularly probabilistic, i.e., they provide both a prediction, and
a probability of the “success” of the prediction as well. This
probability is always a scalar number, without any associated
confidence limit (lower and upper) or any metric of dispersion.
However, it would be highly significant if we could quantify

this uncertainty. For instance, we could identify bounds on the
probability of “success” for a network traffic instance to be
assigned to a specific network slice. Notice that a classifier can
estimate a 90+5% probability, and also a 60+15% probability:
both predicted cases would decide “yes” to the specific network
allocation to the slice. But these two varied cases form two fully
heterogeneous paradigms regarding their uncertainty: the first
case could be referred to as “certain” in an intuitive manner, and
on the opposite the second case could be said as “uncertain”.

The most common approach for uncertainty-aware Al, and
specifically Deep Learning (DL), is Bayesian statistical theory,
and its mixture with neural networks, which yields to a family
of DL models referred to with the nomenclature of Bayesian
DL (BDL) [11]. BDL seems to address multiple issues related
to DL under- or overconfidence. However, such models rely on
prior belief estimations, which are hardly to a priori be known,
and posterior belief computations too, that require a tremendous
amount of computational cost and are considered intractable in
real world applications. A sampling method of Bayesian nature
called Monte Carlo Dropout (MCD) has been anticipated to
efficiently model BDL solutions, and it has been applied in a
variety of complex DL architectures [12]. MCD ingeniously
combines Bayesian principles with the well-known dropout
technique of DL, but it still requires much computation time to
perform sets of multiple repetitions of the prediction (inference)
task for the sampling process, and it is thus time consuming.
Finally, multiple random repeats with different seeds conduce
reproducibility issues, a significant concept in DL.

As Al-driven services in 6G networks classically mandate
negligible times for the task of inference, in our study we aim
to proceed with trivial calculations offered by the traditional
family of frequentist statistics. Bounds, therefore, are computed
according to the famous central limit theorem of probability, for
a variety of confidence levels (90%, 95%, and 99%). A couple
of processes is consequently utilized to make bounds more
accurate or representative, and potentially tighter. According to
the methodology of [13] and the AWS-Fortuna software library
written in Python, model calibration, foremost, aims to render
all generated probabilities to represent the true likelihood of the
data. After, the conformal prediction (or conformal inference)
process conforms to conformal bounds, rendering them as more
representative given the existing data (instead of an assumed
distribution). To evaluate this methodology, we familiarize the
notion of an uncertainty confusion matrix to parallelize with the
well-known confusion matrix in traditional ML. In addition, we
define new metrics that do not only reflect the performance of
the AI model, but they also associate the predictions with the
corresponding level of uncertainty.

It is critical to mention here that the overall time complexity
of the pipeline is dominated by the particular time complexity
of the exploited Al model (and precisely its inference part), as
none of our adjustments increases asymptotically computation
time, a key requirement in 6G-related operations of zero-touch
managing. The anticipated scheme is appropriate for practical
implications and deployment of real 6G systems, in contrast to
the aforesaid UQ (and of Bayesian deep learning philosophy)
methodologies appearing in the state-of-the-art literature.



frequentist path

ptz«\Var(p)/n | Peatr Xz #NVar(pain)/n
Afivcdil Calibration Conformal|——>Pconf,l
Pconf,U
__________________________________________________ i)
(alternative frequentist path)
Bayesian path
Fig. 2: The proposed framework pipeline
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we employ four different classifiers for that purpose: two ML
models, Random Forests (RF) [14] and XGBoost (XGB) [15],
and two DL models that are Multi-Layer Perceptron (MLP)
[16] and TabNet (TAB) [17]. Our target is the evaluation of the
UQ framework in both ML and DL models. Apropos of the ML
models, we aim to designate whether a well-calibrated method
considered such as RFs overwhelms XGB, which constitutes a
more sophisticated method, but has common characteristics
with DL, as it applies a SoftMax function at the end. Regarding
DL, our target is to investigate how a typical DL method, such
as an MLP, is compared against a modern one, TAB, based on
a Transformer architecture [18]. Each classifier is first trained
using the training dataset, which consists of 60% of the
available data. During its training, the classifier’s progress is
monitored using a proper subset called validation data, which
makes up 20% of the available data. The final 20%, the testing
subset of data, is used to assess the final performance of the
model in unseen data. For both validation and test subsets, we
obtain probabilities of each classifier, in order to assist in
further steps of the framework. Furthermore, in our case, the
validation set needs a) for hyperparameter tuning, and b) for the
pillars that will follow, i.e., the model calibration and the
conformal prediction.

The second pillar of our pipeline is model calibration [19].
Model calibration in Al is the process that minimizes the
Expected Calibration Error (ECE) in a prediction, and therefore
the attempt of adjusting all the generated probabilities of a
prediction to represent the true likelihood of the data. For
example, given a set of 100 predictions with probability of
“success” equal to 90, it is expected that 90 of them should be
fulfilled. Thus, in the calibration process, for each predicted
value, ¥, the corresponding probabilities p;, from the validation
are required along with their actual labels y; in order to
calibrate the probabilities of the test set. In particular, one group
is considered that contains all predictions of the validation set
partitioned to m bins, sorted in ascending order according to
their probability. The accuracy per bin is computed by:
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In accordance, the confidence per bin is calculated via:

where n is the dataset size. To calibrate the predictions in the
test set, in our work we utilized the temperature scaling [20],
which constitutes a naive method for calibration.

The third pillar of our pipeline is conformal inference (or
prediction) [21]. Conformal inference receives as input actual
probabilities from the validation set, calibrated or not, and their
precomputed (according to frequentist statistical philosophy)
confidence bounds. It moreover receives as input predicted
probabilities from the test set, and with a level of confidence
such as 90%, 95%, or 99% (alternatively, probability of error
of 10%, 5%, or 1%), outputs the final confidence bounds (i.e.
the lower and the upper) for the test set, denoted in Fig. 2 as
Peonzithe and peonsu, respectively. Hence, both model calibration
and conformal inference are “trained” on the validation set to
produce confidence estimates to the test set. It has to be noted
that these processes are sequential, i.e., the model calibration
step precedes to the conformal interference step; however, the
calibration step can be omitted in case the actual objective is to
generate confidence bounds of uncalibrated predictions.

Furthermore, as shown in Fig. 2, as the confidence intervals
prior to conformal inference are computed by trivial application
of the central limit theorem of probability, and the computation
is parametric (based on the assumption of normal distribution),
conformal inference computes distribution-free bounds, by
conforming to the actual distribution of the validation data. The
technique we exploit for conformal inference is called adaptive
prediction conformal classification [22].

To validate the performance of the planned UQ framework,
we introduce the design of an uncertainty confusion matrix and
two different UQ metrics, defined as Certainty Accuracy (CA)
and Certainty Specificity (CS). In detail, the implementation of
the pipeline of Fig. 2 generates a set of predictions, in which
each prediction is assigned a probability of “success” and its
confidence bounds. In line with the ML process, the sample is
evaluated as true, if the prediction class equals to the actual
class. Accordingly, in terms of the probability, true means that
the actual class is identical to the maximal probability estimated
class. If this does not hold, the sample is considered false.

To evaluate the uncertainty, we provide a complementary
definition to the correctness notion. Specifically, a sample is



considered as certain if the maximal probability’s lower bound
is greater than or equal to 50%. Otherwise, it is called uncertain.
Thus, in the employed framework, the correctness of the
prediction is combined with the confidence that determines
whether this prediction is certain or not, forming the uncertainty
confusion matrix illustrated in Fig. 3. Notice that the
uncertainty confusion matrix is similar to a traditional
confusion matrix in ML, but it is always a 2x2 matrix, no matter
how many levels of the class variables are, and it has the
following four fields:

1) True Certainty (TC): The predictions are both true and
certain. This metric refers to the number of samples that were
both correctly classified and the confidence estimation was
above the threshold, i.e. the maximal probability’s lower bound
is greater than or equal to 50%.

2) True Uncertainty (TU): The prediction is true but not
certain. This metric refers to the number of samples that were
correctly classified but the confidence estimation was not above
the threshold.

3) False Certainty (FC): The predictions are false and
certain. This metric refers to the number of samples that were
classified wrong and the confidence estimation was above the
threshold.

4) False Uncertainty (FU): The predictions are both false
and uncertain. This metric refers to the number of samples that
were classified wrong and the confidence estimation was not
above the threshold.

Confidence
Certain Uncertain
Correct True Certainty | True Uncertainty
Correctness (19 - (TV)
Incorrect False Certainty | False Uncertainty
(FQ) (FU)

Fig. 3: The uncertainty confusion matrix.

Our methodology works under the following rationale: the
operation of a 6G network is reliable only in the case that the
corresponding system accepts only true and certain samples to
decide. As mentioned above, obtaining true and certain samples
is the desirable condition in an uncertainty-aware decision-
making procedure. Thus, the objective of the proposed pipeline
is to increase this specific type of “accuracy”, in a typical
ML/DL nomenclature. In specific, by utilizing the metrics of
the confusion matrix, the CA metric is defined as:

C

4= “)
TC+TU+FC+FU

Yet, given the true and certain predictions of the model, we

aim also to determine the percentage of the true predictions that

the classifier is also confident, against all the true predictions.

This provides a clear and necessary connection between the

accuracy and confidence of each classifier. The metric used for
the export of this measurement, CS, is defined as:

5 C
TC+TU

)

IV. NUMERICAL RESULTS

To evaluate the performance of the proposed UQ pipeline
in classification tasks, we did our analysis considering five open
6G datasets that include tabular data of varied sizes and refer to
the following network operations: 1) network intrusion
detection, 2) signal path fading, 3) network slicing, and 4)
Mobile Edge Computing (MEC).

In more detail, the first tabular dataset, “UNSW” [23], deals
with the network intrusion detection problem in
telecommunication networks. Raw network packets generate a
blend of modern normal activities (named as “benign”) and
synthetic contemporary attack behaviors (named as
“malignant”). In our analysis, we utilize this dataset, and we
extract two different scenarios: a binary and a multiclass. In its
binary form, denoted as “UNSW-B”, it is used to distinguish
between benign and malignant accesses; thus, it includes two
classes. “UNSW-M” is the corresponding multiclass scenario
where all malignant accesses are divided according to their
nature. In this case, there are five types of malignant scenarios,
plus the benign class level, so the number of classes is equal to
SiX.

The second tabular dataset, “PATHLOSS” [24], predicts the
path loss parameter in a smart campus environment. It is
originally a regression task (path loss is initially a scale
variable), but all the path loss values are binned into two classes
to create a binary classification task (“A” vs. “B”). The rest
datasets are concerned with multiclass classification (with three
classes each): MEC [25] and SLICING [26]. MEC denotes a
multi-access edge computing task within real-time ad-hoc
vehicular (VANET) mobility scenarios, and it aims to predict
the type of processing (as slow, medium, fast). SLICING relates
to the network slicing task in advanced telecommunications,
and it aims to predict one of the three active slices to allocate
dynamically to a set of potential requests.

To estimate the performance of the UQ pipeline in the above
mentioned datasets, we employ two ML and two DL models,
for three different confidence levels. We investigate the values
of the two defined metrics, CA and CS in two key points in the
pipeline: i) when no calibration and conformal prediction are
considered (i.e. illustrated in the 3™ column of Tables I-VI) and
ii) when the conformal prediction process following calibrated
outputs is used to associate any prediction with a confidence
interval (i.e. depicted in the 4™ column of Tables I-VT).

The general trends in both metrics are the same. Due to lack
of space, we chose to provide all the tables for the first metric
and a singular table of the most demanding test case (the
UNSW-M dataset), to highlight the key difference between the
two. More specifically, in the CS metric, the employed ML/DL
model has a strong impact on the level of uncertainty in the
predictions. In specific, the CS values tend to be higher when
ML models are employed compared to DL models. The cause
of this behavior is that DL models inherently require a plethora
of data for better training and reliable generalization in unseen
data, the absence of which leads to extreme behaviors regarding
the trustworthiness of the model, namely over- or under-
confidence in its predictions.



Having highlighted the central difference between the two
metrics, a couple of common results regarding the metrics can
be provided. To start with, as is observed in Tables I-VI, the
incorporation of confidence bounds throughout the conformal
prediction process improves both metrics. Also, it is shown that
the number of classes participating in a classification task
highly affects the observed uncertainty, independently of the
classifier. This becomes highly apparent in the paradigm of the
intrusion detection scenario, where both a binary and a multi-
class classification tasks are considered. Using this particular
dataset, the values of both metrics observed in the former binary
scenario are higher than those obtained in the latter multi-class
scenario. This outcome is reasonable, since in the multi-class
scenario the higher number of classes complicates the problem
further, since each classifier has a larger set of possible classes
to choose from, introducing higher levels of uncertainty.

In the same manner, it is also shown that an increase in the
confidence level leads to a decrease in classifier reliability since
lower values are generally observed. However, as is observed
in Tables I-VI, the impact can be considered as minor. Finally,
it is important to note that, contrary to the notable impact of the
calibration procedure observed in regression tasks [6]-[7], no
major improvement was observed in the classification tasks.

The above drawn conclusions were assessed quantitatively
with a method that is omitted due to lack of space: two separate
linear models used as dependent variables CA and CS, and as
independent variables a set of features of the studied framework
like the number of classes, ML / DL, the confidence level, etc.

TABLE L. CA OF “UNSW-B” DATASET
CA of
Al Confidence CI.X o.f calibrated
model level predictions conformal
(%) predictions
(%)
90 95.69 95.72
RF 95 95.69 95.72
99 95.66 95.72
90 95.31 95.33
XGB 95 95.31 95.33
99 95.29 95.33
90 93.60 93.61
MLP 95 93.60 93.61
99 93.60 93.61
90 94.63 94.64
TAB 95 94.63 94.64
99 94.61 94.64
TABLE II. CA OF “PATHLOSS” DATASET
CA of
Confidence CA of calibrated
Al model level predictions conformal
(%) predictions
(%)
90 86.31 86.72
RF 95 86.31 86.72
99 86.31 86.72
90 86.17 86.86
XGB 95 86.17 86.86
99 86.17 86.86
90 82.30 82.30
MLP 95 82.30 82.30
99 82.30 82.30
90 62.52 63.62
TAB 95 60.17 64.18
99 57.81 64.18

TABLE IIL CA OF “SLICING” DATASET
CA of
Confidence CA of calibrated
Al model level predictions conformal
(%) predictions
(%)
90 94.67 94.67
RF 95 94.67 94.67
99 94.67 94.67
90 89.16 94.67
XGB 95 89.16 94.67
929 89.16 94.67
90 94.19 94.19
MLP 95 94.19 94.19
929 94.19 94.19
90 94.27 94.51
TAB 95 94.27 94.51
99 94.21 94.51
TABLE IV. CA OF “MEC” DATASET
CA of
Confid CA of calibrated
Al model or;elveeince predictions conformal
(%) predictions
(%)
90 92.15 93.55
RF 95 92.15 93.55
929 92.00 93.35
90 96.35 96.4
XGB 95 96.35 96.4
99 96.30 96.4
90 97.60 97.70
MLP 95 97.45 97.70
99 97.45 97.70
90 96.10 96.15
TAB 95 96.10 96.15
99 96.10 96.15
TABLE V. CA OF “UNSW-M” DATASET
CA of
Confidence CA of calibrated
Al model level predictions conformal
(%) predictions
(%)
90 79.86 81.54
RF 95 79.86 81.54
99 79.74 81.54
90 60.00 79.77
XGB 95 60.00 79.77
99 60.00 79.77
90 63.83 69.77
MLP 95 63.76 69.77
99 63.71 69.77
90 74.47 75.52
TAB 95 74.47 75.52
99 74.01 75.52




TABLE VL CS OF “UNSW-M” DATASET

CS of
Confidence CS of calibrated
Al model level predictions conformal
(%) predictions
(%)
90 94.04 96.02
RF 95 94.04 96.02
99 93.9 96.02
90 72.83 96.84
XGB 95 72.83 96.84
99 72.83 96.84
90 82.28 89.93
MLP 95 82.18 89.93
99 82.11 89.93
90 90.19 91.45
TAB 95 90.19 91.45
99 89.62 91.45

V. CONCLUSIONS

While keeping the requirements of consistent, reliable and
trustworthy 6G networks in mind, and also retaining intact low
computational complexity, we have developed a frequentist UQ
framework, with the goal of improving and precisely measuring
the uncertainty of the predictions in classification tasks related
to 6G. Our framework, consisting of two common UQ methods,
was applied sequentially. The total UQ pipeline was employed
in four different classifiers, usually associated with tabular data,
namely two ML classifiers (RF / XGB), and two DL classifiers,
(MLP / TAB). With the objective of this research in mind, the
innovative concept of utilizing an uncertainty confusion matrix
was introduced, along with specific UQ metrics to accurately
assess the reliability of tasks within the context of 6G critical
network operations. Finally, we thoroughly assessed the overall
performance of the proposed framework, using five different
datasets from various 6G applications, to help assess the factors
that affected the uncertainty of the predictions related to the
classification tasks, especially where tabular data are involved.
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