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Abstract—This paper focuses on how the concepts conceptu-
alized by ETSI ZSM in the Intent Management project and TM
Forum in the Autonomous Networks project have been adopted
and enhanced by 6G-INTENSE. Specifically, we demonstrate how
intent translation, decomposition, and propagation have been
realized across the operational domains of the architecture, to
control the management and orchestration of resources at the
infrastructure level. We propose an LLM-based Conversational
Assistant (Chatbot) for Intent-driven Management to ease the
process of Service Ordering by Verticals. Our Chatbot intelli-
gently translates natural language requests into business requests,
which are subsequently processed to generate actions at the
infrastructure level, as demonstrated in the results section

Index Terms—LLM, Network Management, Chatbot, Intent-
driven Management

I. INTRODUCTION

The 6G standardization is set to begin this year with 3GPP
release 21. Intelligent Network management is expected to
be one of the key drivers of 6G. A recent work from SNS
JU [1] identified Intent-driven Communication as a possible
Mechanism to control 6G Networks. Specifically, the authors
mention the potential of using high-level languages to describe
the desired network configuration. Several mechanisms, in-
cluding those designed by ETSI for Zero-Touch and Service
Management (ZSM), TM Forum Autonomous Networks, and
3GPP for Intent-driven Management, aim to automate Network
Management and Orchestration. The concept of Intent-driven
Management can enable Verticals as Communication Service
Consumers to request Communication Services using Intents
from Communication Service Providers or Network Operators
in a novel B2B or B2B2X scenario. This work presents a pos-
sible approach to leverage this B2B/B2B2X scenario through
a platform that facilitates verticals in defining, requesting,
and visualizing the required communication services within
the infrastructure. In the context of 6G-INTENSE, we are
developing new procedures for Intent-driven Management,
focusing on interactions with Vertical users. We have decided
to focus on the scenario of cloud-edge continuum, building on
our previous work [2]. In our earlier work [2], we introduced
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a monolithic architecture for Intent-driven Management, com-
posed of three main building blocks: the Service Intent Man-
ager (SIM), the Network-Compute Fabric, and the Resource
Infrastructure. In this work, we rethought the architecture,
maintaining the Network-Compute Fabric and the Resource
Infrastructure, while approaching the work according to the
architecture proposed by 6G-INTENSE, presented by Akram
et al. [3]. The focus of our work is on Intent Lifecycle Manage-
ment Operations across the various operational domains. The
6G-INTENSE architecture adopts the concept of Autonomous
Domains as proposed by the TM Forum and utilizes the TM
Forum 921 API [4] for communication across Autonomous
Domains. The contributions of our work are the following:

1) A LLM-based Chatbot for assisting Vertical users on
the process of requesting Communication Services using
simple natural language service descriptions.

2) A ETSI ZSM Intent Management Engine that transforms
the Vertical users’ service description into structured In-
tents for efficient deployment and operation of network
services. A visualization tool that presents the network
services or other apps running in the infrastructure.

Our work ensures adherence to industry standards from 3GPP,
TM Forum, and ETSI, both in design and implementation,
thereby ensuring seamless interoperability across diverse net-
work environments. The structure of the rest of the document
is the following:

• Section II presents the state-of-the-art works that influ-
enced our work.

• Section III details the architecture of this paper, detailing
the enhancements over our previous work.

• Section IV presents some of the results of the paper.
• Section V concludes the paper and outlines potential

directions for future research.

II. RELATED WORK

TM Forum has defined Autonomous Networks in the stan-
dard IG1230 [5]. The document describes the Autonomous
Networks framework as spanning three distinct operational
domains: Business Domain, Service Domain, and Resource
Domain. Each operational domain corresponds to an Au-
tonomous Domain, which should be self-sufficient in han-
dling all management and orchestration operations within



the domain. Later, the TM Forum described in IG1253 [6]
how intent-driven operations could be performed within these
Autonomous Domains. Specifically, the TM Forum introduces
the Intent Management Function and the Intent Life Cycle,
describing how intents should be handled. Furthermore, it
specifies the use of the TM Forum Intent Common Model [7],
the TM Forum Intent Ontology [8], and Intent Management
API [4] for the communication across Autonomous Domains.
Similarly, the standardization work by ETSI in recent years
on the subject of Zero Touch and Service Management (ZSM)
focuses on the topic of Network Automation, considering an
intent-based approach as a tool for automation. ETSI ZSM
011 [9] reports that the Technical Report complements the
works done by TM Forum in IG1230 and IG1253. Fur-
thermore, it presents how Intent-driven Management fits the
ZSM framework Architecture, detailing basic concepts such as
Intent Owner, Intent Handler, and Intent Management Entity.
It also presents how to design Inter-domain operation steps
using intents and introduces the idea of translating Natural
Language requests into Intents. In the 6G-INTENSE project,
we adopt the concepts defined by these Standardization bodies
to implement an intent-driven Native AI architecture. The
project introduces key abstractions like the Network Compute
Fabric and the Domain Manager Orchestrator, which abstract
and enable resource management and service orchestration
across different stakeholders’ platforms. The project adopts
an intent-driven management approach for the communica-
tion between domains. Following this approach, high-level
business intents are successfully translated into lower-level
service and resource intents, in each appropriate domain,
until low-level network actions are executed. In the process,
each Autonomous Domain utilizes tools for intent negotiation
and conflict resolution to ensure the execution of the intent
life-cycle. The work on Intent-driven Management is still
relatively new. Considering the current state of the art[10], we
have recognized the potential of using LLMs in translating
intents across domains, taking into account that all intents
should follow a known structure, compliant with both the TM
Forum Intent Common Model [7] and the TM Forum Intent
Ontology [8]. Considering that the system’s end-user will be
a Vertical user, adopting natural language for communication
instead of using an intent seems reasonable, as pointed out by
some studies [11], [10].

III. ARCHITECTURE

We leverage modern declarative paradigms to orchestrate
the deployment and management of services based on the
ETSI ZSM Intent paradigm, while using natural languages
within the control loop. Recognizing that defining a Commu-
nication Service in Natural Language can be challenging, we
propose an LLM-based Conversational Assistant, or Chatbot,
that collects information about the supported Communication
Services in the T-DMO, as can be seen in Figure 1. This
allows the Vertical to place a User request, which is then
improved based on the feedback from the Chatbot. The LLM-
powered Chatbot is used on top of the ETSI ZSM Intent

Fig. 1: The Conversational Assistant (Chatbot) aids the user
to creating Communication Services

Management Engine, allowing the transformation of simple
service descriptions into structured Intents to enable the ef-
ficient deployment and operation of network services in the
infrastructure. The improved natural language request is then
sent to the Tenant-Domain Orchestrator (T-DMO). In Figure
2, we show the second part of our architecture, focusing on the
Intent-driven management components. The figure illustrates
our vision for translating and validating intents across do-
mains, with a focus on the Intent Management Entity present
in the T-DMO, the Domain Manager Orchestrator (DMO), and
the Network-Compute Fabric (NCF). The Intent Management
Entity components can be the same in both the T-DMO and
the DMO, as shown in the figure. This occurs as domain
knowledge can be fine-tuned for each operational domain. The
Intent Management Entity is responsible for validating and
enforcing the translation of:

• Natural Language into Service Intents (T-DMO)
• Business Intents into Service Intents (T-DMO)
• Service Intents into Resource Intents (DMO)

In the case of the Network-Compute Fabric (NCF), translating
an incoming Resource Intent into a corresponding network
action is not straightforward. Once the Resource Intent is
received, it is first necessary to extract information about the
target Local Manager Orchestrator (LMO) where the action
will be executed. Following this, a customized action will be
generated to ensure proper execution within the infrastructure.

IV. RESULTS

For the validation of this architecture, we have implemented
a LLM-powered Chatbot and a simplified version of the
Intent Management architecture. The LLM-powered Chatbot is
programmed to accept defined three types of Vertical requests
for services to be run on the Edge Infrastructure, such as:



Fig. 2: Intent Propagation across Operational Domains of 6G-INTENSE

• Deployment: Initiates the instantiation of new service in-
stances or applications on specified edge nodes, allocating
the necessary compute and network resources according
to the request parameters.

• Migration: Facilitates the transfer of running services or
workloads from one edge node to another, enabling load
balancing, fault tolerance, or optimization based on real-
time resource availability and performance metrics.

• Abortion: Terminates ongoing services or applications
on the edge infrastructure, freeing up resources and halt-
ing any further processing associated with the specified
service instance.

Furthermore, the user can also add newer requirements such
as the type of service to be executed (low/high priority), as
well as select the placement of the services(cloud or edge).
Each user request is sent to the LLM-powered Chatbot,
which will be forwarded to the T-DMO. Afterwards, the user
request at the T-DMO will be translated into a Business
Intent. This Business Intent will be translated into a Service
Intent, which is validated. Then, this Service Intent will be
propagated through the different operational domains (DMO,
NCF) until it triggers an action in the Infrastructure (LMOs).
For simplification purposes, we have implemented only the
T-DMO and DMO Intent lifecycle-management. This means
that after the Service Intent reaches the DMO, we proceed
to extract the features that will allow us to manage the

Service in the LMO. We have decided to test our concept
with two intensive applications—specifically MuBench[12]
and Yolo[13]— which can be instantiated, migrated, and
evacuated within a Kubernetes cluster. These applications
will correspond to the two sets of Services supported by
the cluster. The infrastructure is defined within a Kubernetes
cluster comprising two nodes, each node is configured with
distinct computing settings to simulate a cloud and an edge
environment. Our proposed system, takes into account the
availability of resources in each node(cloud/edge), reporting
this information to the T-DMO/Chatbot. Doing this, we sim-
plify user interactions. Furthermore, we get information about
updated resource utilization, which helps informing users at
the Service Definition(e.g: if a node is almost full and cannot
run the application, the user is informed). Another example, is
in the eventuality of conflicts or failures occurring, the chatbot
will provide real-time feedback based on cluster telemetry
and prompts the user to resolve the issue. This enables
users to manage service migration and evacuation on demand
without requiring deep technical expertise in applications or
infrastructure. For the validation of the concept we a allow the
Vertical user to request 2 types of deployments:

• a utility service request which can be mapped to a
deployment of MuBench

• a video streaming application which can be mapped into
a deployment of Yolo



(a) Deployment of utility services on the edge node
(b) Utility services placement in the
edge node (pending state)

(c) Utility services deployed in the edge
node

(d) Request to deploy streaming services on the edge. This fails, and the
chatbot gives feedback to the user (e) The video streaming application is in pending state

Fig. 3: Deployment of services in the Edge Node

In our testing scenario have use 2 different nodes to simulate
a cloud and an edge environment. As expected the edge
environment has a limitation of the number of CPUs available
and memory. For testing purposes we defined that the edge
node has only 19 cpus available. Each utility service consumes
1 cpu and the video streaming service, consumes 2 cpus.
The cloud node does not have any limitation. Taking into
account these restrictions we present the results of our work in
Figures 3, 4, 5. Furthermore, we provide the topological view
of the deployed services in each node using a tool developed
for this end[14]. In Figure 3, we present the interactions
for the deployment of the utility services and for the video
streaming services. In specific in Figure 3 a) we present the
request of the Vertical User to the Chatbot and the feedback
from the bot, which gets information from the underlying
infrastructure. In Figure 3 b and c) we present the visualization
of the deployment of the services showing the service status
transition from pending to deployed. Similarly in 3 d) we
present the request to deploy the streaming service. However
due to the edge node no having any cpu’s left the service

deployment fails and the service is left in pending state as
seen in 3. The unavailability of resources in the edge node
triggers the Chatbot to provide one possible solution to this
problem, requesting the user for feedback on next actions to
take. Prompting the user if they want to migrate the utiliy
service to the Cloud.

In Figure 4, we present how the migration of services can
be done from the Edge node to the Cloud node and vice-versa.
As the use triggers the migration of the utility service in the
Chatbot, as presented Figure 4 a) and b). We later try to show
that reverting the migration triggers that some of the utility
services stay in a pending state as seen in Figure 4 c) and d).
Finally if we migrate the Video service to the Cloud node the
pending services get deployed in the edge node as expected,
as can be seen in Figure 4 e) and f).

Lastly in Figure 5 we show how the Vertical can abort the
running services through the use of the Chatbot, and how the
two nodes become empty as a consequence of this action.



(a) Migrate the utility services to the cloud (high-priority node). The video streaming
starts on the edge

(b) Placement of the utility services in the edge
node

(c) Migrate the utility services to the edge again, where the streaming service is
running.

(d) Some of the utility services are not deployed
on the edge. Due to the lack of CPUs

(e) Migrate the video streaming services to the cloud
(f) This allows the edge node to have enough
resources to deploy the rest of the utility services

Fig. 4: Migraton of services from the Edge to the Cloud and vice-versa



(a) Vertical request in the Chatbot
(b) Topological View without any services run-
ning or pending

Fig. 5: Abort the services placed in both the Edge to the Cloud

V. CONCLUSION & FUTURE WORK

In this work we present LLM Conversional Assis-
tant(Chatbot) that interacts with our implementation of ETSI
ZSM Intent Management Engine, transforming simple service
descriptions into structured Intents to enable the efficient
deployment and operation of network services. The Chatbots
allows for the deployment,migration and abortion of services
using NLP requests. The chatbot can trigger actions and input
requirements (low/high priority) placement (cloud or edge) as
long as they are defined in the intents. Our system automati-
cally generates declarative configurations for each user request
(using Kubernetes), taking into account the availability of
resources in each domain, thereby simplifying user interactions
and resource utilization. When conflicts or failures occur, the
chatbot provides real-time feedback based on cluster telemetry
and asks the user to resolve the issue. Future works can
explore the accuracy of the system, when we increasing the
catalogue of Services available to the Vertical user. Other path
of research is to implement a recommendation system for
actions to perform based on previous actions taken by the
user for similar service requests, leveraging Reinforcement
Learning from Human Feedback.
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