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Abstract—The emergence of the 6" generation (6G) of net-
works introduces new challenges in meeting users’ unparalleled
demands for high performance and reliability. To meet these es-
calating requirements, the efficient orchestration of the network
resources becomes essential. In this work, we propose a Spatio-
Temporal Graph Neural Network (STGNN)-based approach for
predicting the users’ resource demand targeting to enhance
the resource management and in parallel to guarantee Service
Level Agreement (SLA) compliance. Our approach mitigates key
challenges in resource orchestration, such as under-provisioning,
under-utilization, and user blocking by integrating relational and
temporal information into the prediction process. The evaluation
of the proposed framework incorporating these predictions
demonstrates a relative reduction of up to 34% in SLA violations
through proactive resource allocation. These results underscore
the potential of STGNNSs to enable intelligent resource manage-
ment in next-generation mobile networks.

I. INTRODUCTION

The development of the 6! generation (6G) mobile net-
works is driven by the urgent need for reliable support and
connectivity across cellular, non-terrestrial networks and In-
ternet of Things (IoT) ecosystems. In response to these grow-
ing demands, 6G connectivity will go beyond individualized
communications to connect not just people but also sensors,
vehicles, devices, and even robotic agents [1]. However, the
complexity of 6G networks due to huge number of devices,
variety of applications and sustainability needs pose signifi-
cant challenges in resource management and orchestration [2],
[3].

A typical type of resource orchestration in 6G networks is
the network slicing, which enables the creation of multiple
virtual networks, i.e. network slices, over the same physical
network. The slice tenant leases a portion of the physical re-
source from the Infrastructure Provider (InP) and specifies per-
formance and operational requirements of the slice. However,
the dynamic environment of the 6G networks makes efficient
orchestration challenging. In particular, an abrupt increase in
the users demands, may exceed the pre-allocated slice ca-
pacity, leading to service under-provisioning and degradation
of the Quality of Service (QoS). Service under-provisioning
may conduce violations of the Service Level Agreements
(SLAs) leading to substantial financial penalties for InPs [4].
Conversely, preventive excessive resource allocation results
in system under-utilization. The system’s under-utilization
may not lead to SLA violations but it incurs considerable

operational costs for the InPs, since the allocated resources
are not efficiently exploited. The severity of these costs in
both cases, i.e. in the under-provisioning and in the under-
utilization, depends on the specifics of the network infrastruc-
ture, the slices and the services [5]. This signifies that the cost
associated to under-provisioning and under-utilizing resources
can be scaled depending on the underlying infrastructure.
Hence, the orchestration and management of the network
resources amongst different slices is a multifaceted task. To
address this challenge, proactive resource management has
arisen as a promising solution [6]. Proactive resource man-
agement methods offer a significant advantage over reactive
techniques by leveraging current information to determine the
user requirements prior to the occurrence of potential network
issues. This ensures significant improvement in the network’s
performance. On that account, proactive resource management
strategies constitutes a strong ally in SLA assurance [5].
However, conventional proactive resource management
techniques may not be viable due to the stringent QoS
demands of 6G networks. Artificial Intelligence (AI) has been
proposed as a solution to these problems, offering sustainable
resource management [5]. Especially, in the context of a Radio
Access Network (RAN), where traffic fluctuations are driven
by the users’ stochastic behavior, the adoption of advanced
methods predicting the user demand patterns is critical, to
ensure the availability of the required resources. In this work
we leverage the spatio-temporal correlations between the users
and the Radio Units (RUs) and we employ Spatio-Temporal
Graph Neural Networks (STGNNs) towards guaranteeing
SLA compliance through proactive resource management. In
more detail, a STGNN is employed to predict the expected
resource usage of users that are already connected to the
system. These predictions are leveraged to calculate the re-
sources available to handle requests from new users. Next, we
utilize the Erlang Multi-rate Loss Model (EMLM) [7] from the
teletraffic theory to investigate whether the available resources
do suffice to serve incoming requests without conducing
SLA violations. If the available resources are insufficient
to ensure SLA compliance, proactive resource re-scheduling
actions should be performed to mitigate this risk. Thus, the
contribution of our work lies in the following key points:
o The utilization of a STGNN model in networks for
spatio-temporal predictions using neighboring informa-



tion.

o The evaluation of the predictive model through network
related metrics regarding the under-provisioning and the
under-utilization of bandwidth resources.

e The combination of a STGNN model with a traffic
engineering model for SLA compliance monitoring.

II. RELATED WORK

Predicting the available resources is vital for proactive
resource allocation to ensure SLA compliance. Many Deep
Learning (DL) models applications have been implemented
with the purpose of assuring QoS. In [4] a framework for
resource prediction is proposed that integrates costs associated
with SLA violations into the loss function. In [2] AI imple-
mentations are analyzed in green communication systems as
an optimization method improving energy efficiency. How-
ever, common DL models’ applications fail to include neigh-
boring information and correlation in their predictions. For
this reason, in this work we employ STGNNs to incorporate
the spatio-temporal correlations of the networking entities.
Specifically, STGNNs leverage the graph structure that is
inherent in 6G networks to make neighbor-aware predictions.

At greater length, Graph Neural Networks (GNNs) are DL
models designed to process graph structured data by capturing
dependencies between nodes. They perform exceptionally
well in managing dynamic structures, which makes them
appropriate for use in 6G networks in contrast to conventional
techniques. An interdisciplinary field combines also the capa-
bilities of GNNs with Reinforcement Learning (RL) for reac-
tive network management. In [8] a RL framework integrates
heterogeneous GNNs for embedding end-to-end 5G network
slices with the purpose of maximizing operator revenue.
Additionally, in [9]- [10] GNNs are utilized for optimal path
selection while [10] specifically introduces a joint framework
that integrates Intent-Based Networking (IBN), GNNs and
Deep RL (DRL). However, these approaches leverage GNN's
for spatial dependencies but omit the temporal aspect, which
our approach addresses. Additionally, the aforementioned
frameworks are reactive, whereas our proposed framework
focuses on proactive resource management.

Our framework takes advantage of the temporal dimension
through STGNNS, an extension of GNNs, that can be utilized
in temporal graph structures with time-evolving node features
that often occur in 6G networks. They combine both GNNs
and Recurrent Neural Networks (RNNSs) in their architecture
to handle the spatial and temporal aspects of temporal graphs.
STGNNs have been utilized many times in network applica-
tions. In [11] a Time-Series Similarity-Based Graph Attention
Network (TSGAN) is proposed for predicting cellular traffic
considering varying similarities among adjacent cells.

STGNNs models have several advantages over standard
multivariate models because they incorporate inductive biases
that are common in graph DL as well as provide prediction
that consider multi-node instead of single-node representa-
tions [12]. In [13] the authors propose an architecture called
HTNet to predict throughput in dynamic Wireless Local Area

Network (WLAN) deployments using heterogeneous temporal
GNN. STGNNSs have proven to be successful, outperforming
conventional univariate predictors in various scenarios. Re-
current GNNs were among the first STGNNs to be developed
for time series processing. Fully convolutional models and
attention-based solutions followed [12]. In [14] the Graph-
GRU model was proposed that combines the Graph Attention
Network (GAT) and Gated Recurrent Unit (GRU) architec-
tures to achieve prediction of large-scale production clusters.
The aforementioned applications utilize the STGNN’s ability
to predict any number of input time series, each linked
to a graph node, utilizing relational inductive biases and
graph structures. Our approach leverages these advantages and
integrates them into a framework that quantifies and mitigates
service degradation, something that was lacking in previous
works.

III. SYSTEM ARCHITECTURE

The system architecture depicted in Fig.1 consists of RUs
serving multiple User Equipments (UEs). Each RU connects
to a single Distributed Unit (DU) to ensure reliable user
support. Three slice service types are defined corresponding
to three traffic classes: enhanced Mobile Broadband (eMBB),
massive Machine-Type Communications (mMTC) and Ultra-
Reliable Low-Latency Communications (URLLC). It is also
assumed that each RU has already an established connection
with some UEs. The network topology illustrated in Fig.1
incorporates the conceptual flow of information regarding the
network’s resources. In more detail, the RUs report users’
consumption to DUs, which then share this information among
themselves.

Our system model integrates a Slice Management frame-
work, with the purpose of SLA compliance. The Slice Man-
agement framework is hosted within the Service Management
and Orchestration (SMO) framework, which is part of the
overall management architecture responsible for network slice
life-cycle management across multiple domains (RAN, core,
transport, edge) [15]. The Slice Management integrates an
STGNN model for spatio-temporal resource prediction in the
RAN domain. Through the prediction of resource occupancy,
we achieve a representation of the systems potential future
resource occupancy profile that is close to the actual resource
occupancy profile that will occur as well as better proactive
resource management by minimizing the potential underpro-
visioned and under-utilized resources.

Next, the Slice Management framework incorporates the
predictions about the anticipated number of occupied re-
sources in order to ensure SLA compliance to new users re-
questing for service. In more detail, we harness this knowledge
to calculate the resources that are available to serve requests
from new users. Next, we utilize the EMLM to investigate
whether these resources are enough to serve the incoming re-
quests without conducing to SLA violations. As a performance
indicator, we consider that the Blocking Probability (BP) of
a user requesting for service should be less than a predefined
value, determined via the SLA. If the available resources
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Fig. 1. Sysfem architecture.

cannot guarantee SLA compliance, resource re-scheduling
actions should be performed. Our proposed framework aims
at the maintenance of QoS and SLA compliance through
proactive resource management.

IV. THE EMPLOYED FRAMEWORK

The first pillar of our proposed methodology is the predic-
tion of the users’ resource consumption. To leverage the graph
structure of the network and to include relational information
to our predictions, we utilize the advantages that the STGNN's
provide. Our model architecture consists of an encoder and a
decoder block. The encoder begins with a linear layer that
projects the single input feature into a higher-dimensional
latent space. Node-specific patterns are incorporated through
learnable node embeddings. In addition, the encoder includes
aggregation regarding the temporal features of the graph that
occurs through the GRU layer and spatial aggregation is
applied through the GAT convolutional layer.

Let X € REXTXNXFE denote the input tensor, where B is
the batch size, T the number of time steps, N the number
of nodes and F' the number of features. Let H be the size
of the hidden feature space used in all latent representations.
The input is first linearly projected and combined with node
embeddings, denoted as E:

H©® = Linear(X)+ E, EeRN*H 1)
Moreover, the GRU layer processes each nodes’ time series
independently to extract temporal features:

H™ =GRU(H), Vne{l,...,N} @

where H,(IO) € REXTxH ig the time series for node n, and
H() ¢ RBEXH g the final hidden state for that node. These
temporal summaries are then passed through a GAT layer to
capture spatial dependencies:

ZM = GAT(H™ &), Vn (3)

where £ denotes the edge index representing the graph struc-
ture. The GAT layer updates each node’s representation by
attending over its neighbors as defined by £.

The decoder block applies GRU decoding to enhance the
temporal information of the nodes after spatial aggregation
and is followed by a linear output projection that provides the
one step forecast for each node:

Y = Linear(GRUg(Z)), Y € RE*Hou 4)

where Y is the predicted future value for each node. Regular-
ization is applied through the addition of dropout layers after
encoding and after the GAT layer to prevent overfitting.

In the second pillar of the proposed framework, we aim to
exploit the predictions conducted via the STGNN about the
number of occupied resources in order to guarantee no SLA
violations to the new users requiring for service. We leverage
these predictions to calculate the actual number of resources
that are available to serve the incoming requests. Next, the
EMLM is employed, which targets on identifying possible
SLA violations by calculating the probability that a request
for service is rejected due to lack of resources. If the request
BP is higher than a predefined threshold, then resource re-
scheduling actions should be proactively performed to avoid
possible SLA violations. In particular, resource re-allocation
procedures target to increase the number of available re-
sources, and consequently to increase the number of users
being served.

At greater length, it is considered that each network slice
has a capacity of C bandwidth resources, and serves requests
for service of K applications (or service-classes) with differ-
ent features and resource requirements. It is considered that
the request arrival procedure of a service-class k (k = 1,..,
K) follows the Poisson distribution with an arrival-rate A
and it requires by bandwidth resources in order to be served.
If the requisite resources are available, then the request is
accepted, and it remains in the system for an exponentially
distributed service-time hy; otherwise, the request is blocked
due to resource unavailability. The calculation of the request
BP of a service-class k can be performed via [7]:

Cal)
Y. & )

j=C—br+1

Pb, =

where ¢(j) are the unnormalized resource occupancy distri-
bution probabilities and G is the corresponding normalization
constant. The calculation of the unnormalized g(j) values is
conducted via the classical Kaufman-Roberts formula [16]-
[17] determined as:

1, forj=0

LS akbg(—br).j=1,..C (6)
0, otherwise

q(j) =

where aj denotes the total traffic-load of the service-class
k given by ap = Mg hg. If the BP of a service-class k is
higher than that defined by the SLA, then a possible SLA
violation is identified. To mitigate this risk, the network
should proceed to resource re-scheduling actions in order to
guarantee the availability of the required resources. Therefore,



the identification of possible SLA violations is of critical
importance in order to guarantee SLA compliance to the users.

V. NUMERICAL RESULTS

In this section we aim to showcase the advantages of
utilizing STGNN for proactive resource management towards
guaranteeing SLA compliance in 6G networks. To start with,
we leverage the dataset presented in [18] and we evaluate our
framework in both pillars: first, we evaluate the predictive
capabilities of the STGNN and then, the combination of the
STGNN model with the EMLM is assessed in identifying
possible SLA violations.

A. Dataset description

The employed dataset contains emulation data of three
slices, where each slice serves requests related to one of the
following types of services: eMBB, mMTC and URLLC. We
utilized data generated by 7 softwarized RUs, where each RU
is connected to 6 UEs. Specifically, each slice serves two
UEs. We consider a graph structure for this network topology,
where all RUs are connected and each RU connects with their
corresponding UEs. The uplink bit rate of each node is utilized
and considered as the bandwidth that is occupied serving this
particular UE. We aim to determine the available resources
by predicting the total occupied resources for each slice.

From the complex emulation dataset that combines different
scheduling policies, trainings and experiments, we utilize the
one case that occurs from the following combination of the
aforementioned characteristics; the first scheduling policy,
training twenty-two and the first experiment. The choice
of these characteristics was made based on the observation
that they conclude on a rich dataset regarding the occupied
resources by the UEs, but our framework can generalize on
data that have the same or similar spatiotemporal structure.
Each timestep corresponds to approximately 250 milliseconds,
which we aggregate to one second intervals. After the aggrega-
tion each node contains approximately 530 timesteps. Nodes
30, 32 and 34 are removed (each corresponding to a different
slice) since their total resource consumption was zero. This
leads us to approximately 20.600 time-steps in total.

To enhance the quality of our dataset, we remove the
outliers using Interquartile Range (IQR) method and apply
Simple Moving Average (SMA) for smoothing with a window
size of 4 timesteps. We create the adjacency matrix that occurs
from the aforementioned graph structure and connect the
nodes with the time-dependent resource consumption features
i.e. the uplink bit rate. Our approach differs from others,
since the connection between the nodes is made by exploiting
the actual topology of the network and the capability of
informational flow and not based on the similarity between
the nodes.

For the creation of our spatio-temporal dataset we utilize
the torch spatio-temporal library [19]. We scale our dataset
using the MinMax scaler and use a window of size 4 and
horizon of size 1. Our dataset is split into training, validation
and test sets of sizes 70%, 10% and 20%, respectively.

B. Evaluation of the proposed framework

With the purpose of demonstrating the efficiency of our
proposed framework in guaranteeing SLA compliance, a nu-
merical analysis is presented in Tables I-III. Our STGNN
model is utilized for the multivariate timeseries prediction
of the resource consumption of all the UEs. Sub-section
1 evaluates the model’s predictive capabilities while sub-
section 2 showcases the utilization of those prediction of the
model considering the underlying infrastructure of an RU. The
predictions regarding the RU’s users’ resource consumption
are utilized by the underlying infrastructure that assess the
SLA violations that occur considering these predictions.

1) STGNN evaluation: To demonstrate the advantages of
our method, we have implemented a Long Short-Term Mem-
ory (LSTM) as a non-graph benchmark model. LSTM con-
siders only the temporal information omitting the neighboring
information in contrast to STGNN. The LSTM is trained and
tested on all the node time-series of the dataset separately
and the results are extracted from the average of the metrics
values. The metrics used for the evaluation of our models
are the Mean Absolute Error (MAE), Mean Squared Error
(MSE) and the Root Mean Squared Error (RMSE). We also
evaluate and compare our model through the calculation of
the under-provisioned and under-utilized available resources.
In particular, the available resources are defined as: “available
resources = total resources — occupied resources”. In the
same manner, it is considered that when: “actual available
resources <predicted available resources”, it entails that the
actual available resources are less than those predicted. Con-
sequently, the resources assigned to the users are less than
those predicted, leading to possible under-provisioning. On
the opposite, when ‘“actual available resources >predicted
available resources”, the actual available resources are more
than those predicted, which means that some of the resources
will remain unexploited leading to resource under-utilization.

Finally, we calculate the per-slice resource consumption
(RC) by the users that already have an established connection
in the following manner:

RC(Slicey) = sum(RC(UE,), RC(UEy,)) (7

assuming UFE,,, UE,, € Slicey. Since the resource consump-
tion per UE (i.e. the occupied resources per UE) affect directly
the number of available resources to serve new users, we
can deduce that the predictions about users’ RC also have an
impact on the under-provisioned and under-utilized resources.
Thus, an accurate prediction of the occupied resources leads to
the minimization of the under-provisioned and under-utilized
resources, and therefore to SLA violation avoidance.

Both models (i.e. the LSTM and the STGNN) utilize the
MAE loss function. They are trained for 100 epochs, with
Adam optimizer and a learning rate of 0.001. Early stopping
is applied to avoid overfitting with patience of 10 epochs.
In addition, we use relative terms to showcase the improve-
ment in the reduction of the average under-provisioning and
average under-utilization. More specifically, we calculate the
percentage of improvement using the following formulas:
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where the Under_util reveals the relative percentile im-
provement in terms of under-utilized resources that the
STGNN model offers compared to the LSTM model and the
Under_prov reveals the relative percentile improvement of the
STGNN model compared to the LSTM model in terms of
under-provisioned resources. We leverage the aforementioned
relative formula and conclude that in the case of the under-
utilization we observe a 6.2% improvement, i.e. 6.2% less
under-utilized resources in average. In the case of under-
provisioning we observe a 9.7% improvement, i.e. 9.7% less
under-provisioned resources in average.

TABLE I
EVALUATION METRICS OF THE DL MODELS
Model | MAE | MSE | RMSE
LSTM | 0.090 | 0.013 | 0.111
STGNN | 0.035 | 0.004 | 0.063
TABLE II

EVALUATION METRICS OF THE NETWORK PERFORMANCE

Metric Relative improvement
Under-provisioning (avg) 9.7%
Under-utilization (avg) 6.2%

From our results presented in Table I, we can conclude that
the prediction of the STGNN model surpasses the predictions
of the LSTM model considering the traditional metrics. Table
IT enforces this claim through the metrics related to SLA
compliance (i.e. resource under-utilization and resource under-
provisioning). This leads us to deduce that the neighboring
information that is offered by the STGNNs leads not only
to more accurate predictions of the resource consumption
but also to better proactive resource management in general.
Therefore, the utilization of DL models that incorporate the
knowledge of the network’s topology, such as the STGNNS,
has a significant impact on improving vital performance
metrics like the resource under-utilization and the resource
under-provisioning.

2) Assessment of the SLA violations identification: Sub-
sequently, our aim is to improve the system’s service provi-
sioning capability to new arriving users by exploiting these
predictions to guarantee SLA violation avoidance. It is as-
sumed that the underlying infrastructure consists of an RU
and its resources are divided into three slices. We utilize the
per-slice RC predictions that occur from users that already
have an established connection with the RU and examine
the same case for both predictive models. Each slice has
a capacity of C = 325, C = 230, C' = 90 bandwidth
units (b.u.), respectively, and accommodates requests of K
= 2 applications (or service-classes). The explanation of this

resource assignment is that eMBB applications are bandwidth
demanding applications; thus, more resources are necessary
to serve these applications. In contrast, URLLC applications
prioritize extremely low latency and are less demanding in
terms of bandwidth compared to eMBB applications. The
traffic-load of eMBB-related applications is a; = as = 2 erl
while their resource demands equal b; = 16 b.u. and b, = 20
b.u., respectively. In the same fashion, the users hosting the
two mMTC applications generate traffic with traffic-load equal
to az = 7 erl and a4 = 11 erl and their resource requirements
are bs = 6 b.u. and by =9 b.u., respectively. Last but not least,
the URLLC slice also handles requests of two service-classes
whose traffic-load values are a5 = 4.5 erl and ag = 6.5 erl and
they require b; = 3 b.u. and bg = 5 b.u. to be served. It is also
assumed that an SLA violation occurs when the BP of a new
request is > 1%.

As mentioned above, two UEs are continuously connected
to each slice (i.e. 6 UEs in total), occupying some of its
available resources. Since a portion of the slice’s resources
is always occupied, the remaining resources will be assigned
to new users requiring service. However, the portion of the
slice’s resources occupied by the UEs is dynamic, which
means that the number of available resources is time-varying
and consequently QoS provided to new users cannot be
guaranteed. Thus, in the proposed framework, we utilize the
predictions obtained by the DL models in the first pillar to
calculate the actual number of available resources per slice.
Next, the estimated capacity of each slice is provided as input
to the EMLM (i.e., as the C' parameter) to determine if the
available resources suffice to serve the incoming requests with
BP <1 %; if the blocking experienced by the users is > 1%,
then an SLA violation occurs. Since each slice has a distinct
capacity and serves applications with different requirements,
the EMLM is employed independently for each slice to
identify possible SLA violations. It has to be noted that, to
simplify computations and minimize memory overhead, the
utilized predictions were scaled down by a factor of 1000 to
align with the notation of b.u. and the EMLM. However, this
adaptation does not affect the accuracy and reliability of the
BP calculation process as the relation between the parameters
is maintained.

To evaluate the proposed framework, the percentage of
identified SLA violations per slice is examined:

Number of SLA violations

SLA_viol_rate =
VIO = Total SLA compliance checks

x 100%  (10)

It is important to highlight that this percentage reflects the
frequency at which the required SLA, i.e. a BP <1 %, was
not met; consequently in these cases, the users experienced a
request BP > 1%.

Moreover, to demonstrate the significance of the knowledge
of the occupied resources that the DL models provide through
their predictions, the proposed framework is employed twice:
in the first case exploits the predictions conducted by the
LSTM while in the second case, the predictions obtained by
the STGNN are utilized. For this reason, we calculate the



relative deviation in the percentages of the SLA violations
per slice between the two DL models as follows:

SLA_violpstav — SLA_violstann

1
SLA_'UiOlLSTM x OO%

an
As observed in Table III, the number of SLA violations
encountered in each slice is highly affected by the DL model
employed for the resource occupancy prediction. In more
detail, the SLA violations occurred in the eMBB slice are
reduced by 22% when the STGNN predictions are utilized.
In the same manner, reduction observed in the mMTC and
URLLC slices is 21% and 34%, respectively. This is jus-
tified by the fact that the predicted number of occupied
resources is closer to the actual value when the STGNN is
employed, thereby indicating a more accurate calculation of
the available resources to serve incoming requests leading
to less SLA violations. In contrast, LSTM predictions tend
to estimate a higher level of resource occupancy, and con-
sequently less resources are available to serve new users.
This is also evidenced by the results demonstrated in Table
II; the relative improvements in the “under-utilization” and
“under-provisioning” observed when the STGNN is employed
indicate that, in the LSTM case, the system’s resources are
not efficiently exploited. Therefore, the deployment of DL
models such as the STGNNs, which leverage the spatio-
temporal correlations of the nodes, is essential for ensuring
SLA compliance and efficient resource management in 6G
networks.

Viol_deviation =

TABLE III
PERCENTAGE OF SLA VIOLATIONS

Slice LSTM | STGNN | Relative improvement
eMBB 17.20% | 13.44% 22%

mMTC | 23.12% | 18.28% 21%
URLLC | 33.33% | 22.04% 34%

VI. CONCLUSION

In this work, we presented a framework that utilizes a
STGNN model for multi-node prediction with the purpose
of SLA compliance. The proposed framework leveraged the
advantages that the STGNN offer to achieve neighbor-aware
predictions regarding resource occupancy. Next, these predic-
tions were utilized by the EMLM to identify possible SLA
violations experienced by new users requiring for service. The
proposed framework was also evaluated both for the model’s
predictive capabilities as well as the SLA compliance. It is
shown that SLA violations were decreased by up to 34% when
STGNN was used to monitor network resource occupancy,
compared to a conventional DL model. In the same manner,
the utilization of the STGNN conduced to a reduction of
the under-utilized and under-provisioned resources by 6.2%
and 9.7%, respectively. As future work, we intend to explore
different architectures of STGNN models, as well as quantify
the uncertainty of their predictions, to further improve the
system’s capability in guaranteeing SLAs violation avoidance.
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