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Executive Summary  

D2.5 (“Final 6G-INTENSE Overall Architecture”) presents the final version of the 6G-INTENSE project 
architecture. This deliverable is the culmination of the work carried out in T2.2 (“Technical Specification of 
the Architecture Components”), T2.3 (“Zero-Touch Automation Architecture Design”), and T2.4 
(“Architecture Design”). 

The vision of 6G-INTENSE is a new architecture model that separates service management and resource 
management, creating a novel paradigm that leverages intents as a main driver for the specification of 
requirements and constraints. This framework is the Distributed Intent-driven Management and 
Orchestration (DIMO) framework. The latter consists of three core components: the Tenant Domain Manager 
and Orchestrator (t-DMO), the Domain Manager and Orchestrator (DMO), and the Network Compute Fabric 
(NCF). These components are leveraged with a Native AI toolkit that contains the necessary AI/ML algorithms 
featuring 

One of the key innovations of the DIMO framework is its clear separation between vertical service 
management and the service management operations performed at the DMO level. In this model, the t-DMO 
oversees the lifecycle management of vertical services and integrates specific management functions. It 
communicates with the DMO using standardized intents through the TMF 921 API, which the DMO provides. 
Serving as a global service management orchestrator, the DMO maintains a comprehensive view of the entire 
infrastructure. 

The DIMO framework introduces a novel Network Compute Fabric (NCF) that serves as an abstract layer to 
unify and manage diverse 6G resource pools. Each resource pool is overseen by a Local Manager and 
Orchestrator (LMO), which integrates various technologies, including computing, networking, radio, and 
sensing. Leveraging this abstraction, the DMO can make infrastructure-aware decisions using the aggregated 
data provided by the NCF, representing a significant advancement over current solutions. As an alignment 
with TMForum, DMO propagates intents to NCF using TMF921 API.  

Another key aspect of the DIMO architecture is “Sensing,” which is closely integrated, especially within the 
LMO components managed by the NCF. These LMOs are equipped with sensing capabilities that continuously 
monitor and interpret the real-time status of end devices. The collected data is abstracted and sent to the 
NCF, where it is synthesized to create a unified, infrastructure-aware perspective for the DMO. Using this 
comprehensive view, the DMO can make optimized decisions regarding resource allocation, service 
placement, and performance tuning.  Additionally, sensing improves intent fulfillment by providing real-time 
insights into factors such as location, quality of experience (QoE), network conditions, and environmental 
variables. This enables more accurate, context-aware service assurance, fault prediction, and proactive 
adaptation.  

Further, 6G-INTENSE enables the seamless integration of AI/ML models—collectively known as the Native AI 
toolkit—by introducing a dedicated Native AI plane. This plane extends across three architectural layers of 
DIMO: t-DMO, DMO, and NCF. It supports the Intent management functions, which include automating intent 
reasoning, declaration, and negotiation, as well as facilitating a zero-touch automation framework for SLA 
assurance and Life Cycle Management (LCM). Through closed-control loop (CCL) functions at each layer—
business, service, and resource—the system ensures comprehensive automation and management.   

The initial version of the 6G-INTENSE architecture was introduced in D2.3[3] . It provided an in-depth 
exploration of the functional architecture of t-DMO, DMO, and NCF, detailing their internal components and 
interfaces. The design of each component is grounded in a comprehensive analysis of the functional and non-
functional requirements, initially defined in D2.1 deliverable [1] and finalized in the D2.4 [4] deliverable. Also, 
it presented an architecture regarding Native AI and its integration with the architecture components by 
enabling different sets of operations at the Intent manager and the CCLs.  
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In this deliverable, we build upon D2.3, which introduced the high-level architecture of 6G-INTENSE and 
provided a general overview of its interfaces, by aligning the various external interfaces (specifically, those 
between t-DMO, DMO, and NCF components) with the TMF 921 standard[16] . We also define internal 
interfaces according to best practices and the latest advancements, such as Agent-to-Agent (A2A) 
communication between AI agents, and Model Context Protocols (MCP). More specifically, we present 
detailed specifications for the external interfaces of each component, including blueprints that describe the 
parameters and fields used in the messages exchanged across these interfaces.  

The deliverable also provides workflows and service blueprints, which we believe will constitute the 
foundation for implementing and integrating the different components, a process initiated in WP3 and WP4 
and brought together in WP5. 

Building on the work of WP3 and WP4, we have made adjustments to the internal module’s component 
architecture, particularly the Intent Manager and CCL workflows, to better integrate the Native AI toolkits 
and align the different interfaces with state-of-the-art interfaces embraced by industry to interact with and 
between AI agents, such as A2A and MCP. These changes establish the architectural foundation and provide 
guidelines for implementing Native AI and integrating it within the t-DMO, DMO, and NCF across WP3, WP4, 
and WP5. 

Lastly, per the recommendation of the reviewers after the mid-term review, (A complete initial analysis had 
already been performed and is overviewed in section “2 AI Ethics and Impact Assessment” of the Periodic 
Progress Report. These recommendations need to be carefully followed in the following reporting period”), 
we dedicate a specific section to Ethics and AI. This section presents how ethical considerations and AI 
principles are addressed from an architectural perspective, focusing on the key recommendations already 
identified in Section 2 of Deliverable D1.3 (“Periodic Management and Technical Report”) [5] , namely: 
human-centric and intent-driven governance, transparency and explainability, trustworthy and accountable 
AI operations, and privacy and data protection. 
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1 Introduction  

6G objectives are becoming clearer as the key standardization body, 3GPP, has scheduled a 6G workshop for 
the summer of 20251. The purpose of this workshop is to define the 6G use cases that will drive 
standardization efforts and establish the roadmap set to begin in Q1 2026, focusing on 6G specifications. All 
proposed use cases emphasize the need for a flexible, dynamic, and innovative 6G architecture, supported 
by a new management approach. This approach aims to achieve fully autonomous networks, reaching Level 
5 autonomy as defined by the TM Forum. The TM Forum defines Level 5 as “a fully autonomous network 
where operations run end‑to‑end with closed loops and intent, with only minimal human oversight for 
governance and exceptional cases.”  

In this context, 6G-INTENSE has laid the foundation for a novel 6G architecture that advances the 
autonomous vision of TM Forum. This architecture is designed to efficiently support 6G use-cases as 
envisioned by 3GPP and features the following key elements: 

- 6G communication services defined by natural language intents. 
- Separation of service and resource management, introducing the concept of resource pools and 

disrupting the traditional 5G market. 
- A native AI toolkit to realize the zero-touch service management vision of the ETSI ZSM group. 
- Integration of sensing capabilities. 
- Incorporation of innovative networking through cloud interconnection using SD-WAN. 

The initial version of the architecture supporting the features described above was introduced in D2.3. This 
version laid the groundwork for the 6G-INTENSE vision, building on the functional and non-functional 
requirements defined in D2.2 [2] . These requirements were finalized and prioritized, in D2.4, using the 
MoSCoW method, which clarified the essential components needed for the final 6G-INTENSE architecture. 
Further, the initial architecture provided a high-level, generic overview, outlining the functional blocks across 
the different layers of DIMO: t-DMO, DMO, and NCF. For each layer, the deliverable detailed the internal 
functions and components. It also defined the Native AI Toolkit components and explained their integration 
within the 6G-INTENSE architecture. Additionally, the deliverable described the interfaces between the DIMO 
layers, keeping them generic to ensure the architecture remains technology-agnostic. 

Since then, the architecture has been refined based on feedback from WP3 and WP4, where the Native AI 
Toolkit algorithms have been developed. These algorithms form the core of the Intent Handler and Intent 
Life Cycle Management (LCM), utilizing Closed Control Loops (CCL) across the different DIMO layers. 

The final version of the architecture presented in this deliverable is an instantiated version of the initial 
design, enabling its implementation and validation in WP5 using the Native AI toolkit algorithms specified in 
WP3 and WP4. This deliverable provides additional details on the internal components of each layer of the 
DIMO, defining and aligning interfaces with TMForum specifications (921) and state-of-the-art standards that 
facilitate interaction between AI agents, tools, and APIs. Specifically, the interfaces between t-DMO, DMO, 
and NCF are aligned with TMForum guidelines, while internal interfaces follow best practices, utilizing 
service-based HTTP communication and the recently adopted Agent-to-Agent (A2A) and Model Context 
Protocols (MCP).  

Additionally, this deliverable includes workflows that demonstrate intent propagation—from its definition 
using natural language to its deployment on the 6G infrastructure. As a result, this document serves as a 
guideline for implementing the t-DMO, DMO, and NCF components described in tasks 3.4 and 4.4, which will 
be integrated in WP5 to support the deployment and execution of the project’s Proof of Concepts (PoC). 

 
1 https://www.3gpp.org/technologies/6gworkshop-2025 



D2.5 Initial 6G-INTENSE overall architecture 

©6G-INTENSE  Page | 11  

1.1 Mapping 6G-INTENSE Outputs 

The purpose of this section is to map 6G-INTENSE Grant Agreement commitments, both within the formal 
Deliverable and Task description, against the project’s respective outputs and work performed. In this 
deliverable, we document the results of T2.4 for advancing the 6G-INTENSE architecture. 

Table 1. Adherence to 6G-INTENSE GA Deliverable & Tasks Descriptions 

6G-INTENSE 
Task No. and 

Title 

6G-INTENSE GA Task 
Description 

Respective 
Document 
Chapter(s) 

Justification 

DELIVERABLE 

Deliverable D2.5 – Final 6G-INTENSE overall architecture 

Task T2.4 – 
Architecture 
design 

This task covers all the final 
architectural design of the 
6G-INTENSE architecture 
covering all the layers of 
DIMO: t-DMO, DMO and 
NCF.  For each layer 
internal functional block 
are detailed and finalized 
covering all the external 
and internal interfaces.  

All sections of 
the document  

Final version of the reference 6G-
INTENSE architecture. 
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Deliverable Overview and Report Structure  

A brief overview of the structure of the rest of the document is detailed as follows:  

• Section 2 introduces the 6G-INTENSE reference architecture, outlining the overall design principles 
of the Distributed Intent-driven Management and Orchestration (DIMO) framework and its 
alignment with relevant standards.  

• Section 3 describes the Tenant Domain Manager and Orchestrator (t-DMO), focusing on vertical 
service management, intent handling, closed control loops, and external and internal interfaces.  

• Section 4 presents the Domain Manager and Orchestrator (DMO), detailing service intent lifecycle 
management, service design, workflow orchestration, native AI integration, and inter-domain 
federation capabilities.  

• Section 5 introduces the Network Compute Fabric (NCF), which abstracts heterogeneous 6G resource 
pools and covers resource intent handling, lifecycle management, observability, and cross-domain 
integration with Local Manager and Orchestrator (LMO) components.  

• Section 6 provides detailed blueprints of the external interfaces between the main architectural 
components. 

• Section 7 illustrates end-to-end workflows demonstrating intent propagation and enforcement 
across the architecture.  

• Section 8 discusses ethical and AI-related considerations, and Section 9 concludes the document by 
summarizing the main architectural contributions of the 6G-INTENSE project. 
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2 Reference Architecture  

The DIMO framework introduces an innovative approach to next-generation service management by 
advancing management and orchestration architectures. It addresses key challenges faced by current 
systems, including growing infrastructure complexity, the need for distributed architectures, the diversity of 
technological domains within 6G (such as edge, cloud, and far-edge computing; networking; radio; and 
sensing), and the essential integration of AI/ML algorithms. This section offers a comprehensive analysis of 
the proposed architecture, beginning with an overview of the revised 6G-INTENSE architecture and detailing 
its core components and their interactions.  

2.1 General Architecture Overview 

The multi-stakeholder infrastructures envisioned in 6G, aligned with the network of networks concept of 
federated 6G RANs, will introduce an unprecedented level of network management complexity. This 
complexity arises from the vast scale and heterogeneity associated with dense, massive cells, cell-free Access 
Points, sensing, and Cloud-Edge-Continuum deployments. Managing such a large and diverse set of 
orchestration domains presents a significant challenge [6] .  

To overcome this complexity, the DIMO framework of 6G-INTENSE is designed to abstract and federate 
computation, communication, and sensing resources within an internet-scale framework. This framework is 
governed by an intelligent orchestration paradigm capable of efficiently handling service requests from 
tenants while orchestrating the infrastructure resources offered by the underlying heterogeneous, multi-
stakeholder 6G resource pools. These resource pools consist of Radio, Cloud, Edge, Deep Edge, and Transport 
elements. By adopting this intelligent and unified orchestration approach, the DIMO framework ensures 
dynamic and flexible management of the complex, federated 6G environment. 

 

Figure 1. 6G-INTENSE General Architecture 

To address the functional requirements outlined in D2.2 [2] while supporting the innovative vision targeted 
in DIMO, the proposed architecture of 6G-INTENSE is organized into layers (Figure 1): t-DMO, DMO, and NCF, 
where each layer is responsible for a specific set of functional blocks. By adopting a layered approach, the 
architecture becomes more modular, allowing the design of each layer to be independent from the others. 
This modularity also supports abstraction, as each layer hides its internal implementation while exposing only 
the necessary interfaces to interact with other layers. In 6G-INTENSE, the key innovation lies in the clear 
separation of concerns between business management, service management, and resource management. 
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The NCF handles the interactions with various technological domains, providing 6G resources through LMO 
NBIs, thereby creating the 6G resource pool concept. The NCF manages the lifecycle of “resource intents” by 
abstracting access to 6G resources for the DMO and exposing standardized APIs and data models. This 
process is independent of the type of 6G resource, the resource provider, or the geographical location. The 
NCF is responsible for translating DMO requests (resource intents) into infrastructure intents, which are then 
used as inputs by LMO. This abstraction between the NCF and DMO allows for the dynamic integration of 6G 
resource pools; availability and addition of LMOs are completely transparent to DMO, which is crucial for 
managing highly dynamic far-edge scenarios (such as vehicles or Unmanned Aerial Vehicle (UAVs)). Another 
level of abstraction exists between DMO and t-DMO, where the t-DMO requests a vertical service in the form 
of a “service intent” to DMO without requiring any knowledge of the underlying resource or service 
capabilities. The DMO manages the lifecycle of the “service intent”, ensuring that the allocated resources 
from NCF continue to meet the SLA of the service intent. The final abstraction occurs between the t-DMO 
and the vertical entity, where the latter can express a vertical (or “business intent”) using natural language, 
abstracting all technical details from the vertical. Consequently, all low-level details (pertaining to resources 
and services) and the methods for enforcing the intent are completely abstracted. 

Overall, the layered architecture systematically addresses complexity by promoting modularity, abstraction, 
and separation of responsibilities, thus making the system more robust, scalable, and maintainable. As 
specified in D2.2, each layer component can belong to different business entities, which could significantly 
disrupt the 6G business model. 

On the other hand, to navigate the extreme complexities of the internet-scale ecosystem, the DIMO 
framework will offer full autonomy through actively reconciled Intent declaration and translation across all 
layers of the architecture. Intent-driven, continuously reconciling systems represent the SoTA in modern 
automation architectures [7] . An Intent provides knowledge to the autonomous system in the form of 
expectations and constraints, guiding the system toward achieving business goals [8] [9] . Intent-driven 
approaches can bridge the gap between application requirements and automated resource provisioning. 
However, existing Intent-based approaches typically target a single automation domain with a one-to-one 
mapping of declarative Intents to predefined policies, or they consider business directives to be imperative 
on the system, assuming a centralized Operations Support System/Business Support System (OSS/BSS) layer. 
This approach has significant limitations regarding scalability and reliability. To address these issues, the 
DIMO architecture adopts the TM Forum automation architecture paradigm, which proposes the federation 
of Autonomous Domains (ADs) operating across different scopes and timescales, from the non-real-time 
business domain to the near-real-time service operations domain and, finally, to the real-time resources 
domain. The TM Forum approach to federation is based on loose coupling via Intent APIs, as defined in the 
recently published TMF standard [8] . These ADs will be powered by AI/ML agents from the Native AI 
component. Native AI refers to an architecture where AI/ML is pervasive throughout the different 
components and technological domains, leveraging federated analytics [10] . 

The DIMO framework provides the first concrete approach toward this vision by proposing an AI-Native 
Toolkit (ANT), which relies on a family of data-driven functions broadly applicable in all ADs. Through ANT, 
6G-INTENSE  will introduce the Native AI concept by distributing it over all the layers of the DIMO. Each layer 
uses ANT to handle the intent life-cycle and derives decisions: t-DMO to handle the business (vertical service) 
intent life-cycle: translation, enforcement, and assurance; DMO to handle the service intents life-cycle: 
composition, enforcement, and assurance; NCF: to handle the resource intents: enforcement and assurance. 
Indeed, cognitive Intent handlers in 6G-INTENSE are utilized across all the DIMO layers. 6G-INTENSE adopts 
multiple cutting-edge AI techniques and the latest advances in Large Language Models (LLMs), the 
importance of Intents in network automation architectures. LLMs, are known for their ability to process and 
understand human language. This ability is particularly useful for intent translation, enabling users to specify 
intents in natural language, as proposed in D3.1 [14] and [11] . The translation of intents from human 
language to service intent, rather than using resource intents, eases the adoption of intent-driven 
management practices. 

Furthermore, LLMs can facilitate the system’s status reporting in natural language. Users, including users not 
experts in the area, can get an understandable status of ongoing network events, such as anomalies detected 
and resolved autonomously. This capability aligns with natural language-based intent reporting [12] . Another 
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significant application of LLMs is resource negotiation, where LLMs interact with users in natural language to 
modify resource requests when initial intents are unfeasible.  

Additionally, the DIMO framework leverages Reinforcement Learning from Human Feedback (RLHF), which 
has proven instrumental in extending AI/ML-based models with human expertise. RLHF will be adopted as 
the main framework for resolving conflicts in task prioritization at the DMO layer as part of the Intent 
renegotiation process (e.g., when “soft” requirements, priorities, and conflicting stakeholder requirements 
are involved) (refer to D3.1 and D4.1 [15] ). The NCF and Resource layers can also leverage RLHF to readapt 
decision-making policies, effectively tuning these policies online with new objectives as Intents are modified 
and renegotiated. Furthermore, the DIMO framework proposes the adoption of the Hierarchical 
Reinforcement Learning (HRL) paradigm to extend the capabilities of RLHF. Specifically, HRL is leveraged to 
recursively decompose sub-tasks arising from the Intent handler and RLHF selection process into horizontal 
actions (e.g., at the Network-Compute orchestration domain) or vertical actions (across Ads) [13] . The 
propagation of Intent and policies across the ADs will typically generate an implicit or explicit hierarchical 
relationship among the different AI/ML-based functions across the architecture. As human-generated Intents 
decompose into sub-tasks, objectives, and decision-making policies, these must be consistent with the 
Intents, objectives, and policies established by the layers above them. In this setting, the framework provided 
by HRL ensures the downstream propagation of Intents from the DMO down to the Resource Layer, 
maintaining consistency and compliance with the human-generated Intents. 

While we are mentioning only LLM and RLHF, other ML techniques can be easily integrated into ANT, such as 
Deep Reinforcement Learning (DRL), Deep Learning, Federated Learning, and Split Learning.  
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3 t-DMO  

As outlined in D2.2, the t-DMO is a key innovation of the 6G-INTENSE project. Its goal is to support vertical 
service management, which is separated from traditional service management (maintained at the DMO). 

The t-DMO is a component of the DIMO 6G framework, operated by an independent entity. Unlike the DMO, 
the t-DMO sells services to verticals without owning infrastructure or being responsible for enforcing services 
on the 6G infrastructure. As detailed in D2.2 and D2.3, the t-DMO establishes B2B agreements with DMO(s) 
to deploy vertical services (or business intents) as service intents, and B2C agreements with vertical service 
owners. 

The t-DMO allows business entities to act as the MVNOs in 4G and 5G networks. It functions as an intelligent 
BSS, leveraging large language models (LLMs) for natural language processing and using native AI to ensure 
SLA compliance for vertical services through a closed control loop. 

Key functions of the t-DMO include: 

• Providing Create, Read, Update, and Delete (CRUD) operations for vertical services (or business 

intents) via a natural language chatbot interface. 

• Translating human language into service intents that can be enforced by the DMO. 

• Facilitating intent negotiation through the chatbot communication channel. 

• Integrating a closed control loop to manage the vertical service lifecycle, track SLA compliance, and 

recommend actions to the DMO to improve SLAs. 

• Managing billing and charging functions for verticals. 

• Integrate the Native AI Toolkit to support Intent translation (human language) and CCL for SLA 

assurance.  

 

Figure 2. t-DMO General Architecture (D2.3) 

Figure 2 (from D2.3) shows the internal components of the t-DMO, which are designed to address the 
objectives outlined above. The t-DMO consists of the following modules: (i) Vertical Service Design and 
Composition, (ii) Intent Handler, (iii) Intent (Vertical Service) Life Cycle Management, and (iv) Billing and 
Charging. The t-DMO communicates directly with the vertical service owner and uses the DMO NBI to deploy 
vertical services. Each module is described in detail in D2.3. The t-DMO also integrates Native AI algorithms 
from the toolkit : (i) Intent handler, which is in charge of intent translation and vertical service composition, 
which primarily employ LLMs and knowledge base to translate natural language intents into business intents 
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according to the TMF921 approach ; (ii) A Closed-Control Loop to support life cycle management procedures 
of the vertical service (i.e. human-based defined intent).  

In this deliverable, we focus on the architecture and building blocks of the Intent Handler and Closed-Control 
Loops, as well as the communication interfaces used by the t-DMO. These interfaces include: (1) external 
interfaces, which enable communication with verticals or tenants and with the DMO; and (2) internal 
interfaces, which connect the t-DMO’s internal components. While a generic version of these interfaces was 
previously described in D2.3 (see Table 2: Tenant Domain Manager and Orchestrator (t-DMO) interfaces), 
this deliverable provides a more detailed and standards-aligned specification. This approach is intended to 
support the implementation of the architecture in WP3 and its final integration in WP5. 

Figure 3 presents a different perspective of the t-DMO architecture, highlighting the Intent Handler and 
Intent LCM, which incorporate the CCL. It also illustrates the interactions between the DMO and the customer 
(either a vertical or tenant). Finally, it shows the internal and external interfaces of t-DMO.  

The following section will focus on the Intent Handler function, the Closed-Control Loop components, and 
the interfaces used. It will present the process of translating human intent and propagating it through the 
DMO, enabling enforcement on the 6G infrastructure. 

3.1 Intent handler 

The Intent handler of t-DMO has the following functions: 

- Interfaces with humans to interpret Human language and interact with customers using a 
chatbot, 

- Vertical service composition to leverage the intent, 
- Intent translation and validation to generate a Service Intent compliant to TMF 921 format. 

To achieve the above objectives, we will rely on recent advances in Generative AI, and in particular LLMs, 
which excel in Natural Language Processing (NLP) and are uniquely capable of interpreting human language 
with high accuracy. LLMs can engage interactively with customers to capture informal, ambiguous, or 
incomplete expressions of intent, and then refine these expressions into precise and structured forms 
compliant with TMF921 intent specifications. 

Beyond basic language understanding, LLMs provide advanced reasoning capabilities, enabling them to infer 
missing details, detect inconsistencies, and validate whether a user’s intent aligns with available vertical 
services, constraints, and policies. This is essential in intent-driven automation, where human requests often 
require contextual interpretation before they can be translated into actionable service or business 
descriptors. 

In D3.1 [14] , various algorithms were presented to translate human intents into business and service 
descriptors, which will be leveraged and integrated in Task 3.4 of WP3 and in WP5. 

However, the analysis of the solutions studied and implemented in WP3 showed that relying on a single, 
monolithic LLM to perform both intent translation and validation is highly challenging, particularly in the 
context of TMF921 service intents, where the specification is extremely broad and flexible, and includes a 
large number of optional and interdependent fields. Expecting a single LLM to master the entire specification, 
interpret human language, reason over constraints, and validate compliance with TMF921 structures 
introduces significant complexity and limits adaptability. 

To overcome these limitations, the Intent Handler adopts an Agentic AI approach, which decomposes the 
overall workflow into a coordinated team of specialized agents. Each agent focuses on a well-defined task 
such as intent understanding, semantic decomposition, TMF921 field mapping, constraint validation, policy 
compliance checks, or consistency verification. This modular architecture provides several advantages:  

• Higher accuracy: Agents specialize in narrow subtasks, improving precision in mapping human intents 
to TMF921 elements. 

• Better scalability: New agents can be added as TMF921 evolves or new service types appear, without 
retraining the entire system. 
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• Improved robustness: Validation agents can independently verify the work of translation agents, 
reducing errors and ensuring full compliance with TMF921. 

• Enhanced reasoning: Multi-agent cooperation enables iterative refinement, where agents critique, 
correct, and improve each other’s output. 

• Greater transparency: Each agent produces intermediate outputs, enabling traceability and 
explainability, key requirements for trustworthy intent-based management. 

 

Figure 3. Internal components (Intent Handler and CCL) of t-DMO and interaction with external actors: 
Customer, Market Place and DMO 

Figure 3 illustrates this agentic approach, showing how multiple specialized agents collaborate to deliver 
reliable and standards-compliant intent translation and validation. 

3.1.1 Agent 1: 

Agent 1 serves as the primary entry point for the t-DMO system, responsible for communicating and 
interacting with t-DMO consumers, which may include tenants or verticals. A tenant can be an entity that 
sells services to verticals. Interaction with consumers is facilitated through a chatbot implemented by Agent 
1, allowing users to express their business intent in natural language. 

Agent 1 leverages an LLM, built on an open-source foundation for transparency and trustworthiness, and 
further fine-tuned using technologies evaluated in WP3. This LLM translates human-language business 
intents into TMF921-compliant service intent descriptors. To support this process, a knowledge base is 
created, enabling Agent 1 to map natural language intents to the TMF921 format. This knowledge base is 
also shared with Agent 2, enhancing Agent 1’s translation capabilities over time.  

The knowledge base allows Agent 1 to validate user intents by checking syntax and identifying conflicts within 
the intent, ensuring that all mandatory fields required by TMF921 are included. Agent 1 iteratively interacts 
with the consumer, gathering additional information as needed, until it determines that the intent is 
complete and ready for translation into a TMF921 service intent. An example of a TMF921 service intent is 
provided in Figure 4.  
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Figure 4. Example of TMF921 Service Intent 

Usually, mandatory fields are :  

- @type: Specifies the entity type (e.g., "Intent") and is mandatory.  
- id: Unique identifier for the intent object; mandatory for resource addressing and management. 
- name: Human-readable name of the intent; mandatory for identification. 
- expression (sometimes called expectation): Contains the statement of expectations 

(requirements, goals, constraints) in a machine-readable way; essential for the intent’s purpose. 
- status: Indicates the lifecycle state of the intent (requested, active, fulfilled); mandatory for 

tracking. 
- context: When used, context objects must have required fields (e.g., @type, id, name) if present 

as part of the description.  

It is important to note that, in many cases, additional fields are required to accurately represent the service 
descriptor available at the DMO. 

Finally, another role of Agent 1 is to translate to human language the feedback received from Agent 2 to 
complete or update the intent.  

3.1.2 Agent 2: 

The role of Agent 2 consists of three main responsibilities: 

• Selecting the Appropriate DMO Actor:  Agent 2 identifies the DMO actor capable of supporting the 
requested vertical or tenant service described in the translated service intent. As outlined in D2.1 [1] 
, 6G-INTENSE enables t-DMO to establish multiple B2B relationships with various DMOs. Therefore, 
it is essential at this stage to select the most suitable DMO. To do this, t-DMO relies on a Market 
Place where DMOs advertise the 6G services they support. The management of the Market Place is 
outside the scope of this project; however, 6G- INTENSE assumes its existence and that all DMOs 
advertise their services through it. 

• Pre-Validation of the Service Intent: Agent 2 communicates with the DMO Agent to perform a pre-
validation of the Service intent. This involves a semantic analysis to determine whether the provided 
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descriptor fields are sufficient. The DMO Agent conducts this step, as it has access to the DMO service 
catalogue and can verify all necessary fields for service deployment. If any information is missing, 
such as the URL of an application image or a required SLA, the DMO Agent notifies Agent 2. Agent 2 
then requests the missing information from the consumer via Agent 1 (through the chatbot). This 
process is repeated until the DMO Agent successfully validates the service intent. 

• Post-Validation Actions:  Once the service intent is validated, Agent 2 performs two actions:  (i) 
updates the knowledge base with the validated service intent, enabling Agent 1 to improve its future 
translations; (ii) forwards the service intent to a third agent, the Executor, to initiate the intent’s 
lifecycle, including deployment and lifecycle management (LCM). 

Agent 2 also relies on the LLM to integrate knowledge and analyze the initially translated business intent in 
order to identify the relevant service. This enables Agent 2 to select the appropriate DMO from the 
Marketplace. Additionally, Agent 2 must be able to interpret the response from the DMO agent and redirect 
the request to Agent 1 as needed. 

3.1.3 Executor: 

The executor is the third component of the Intent Handler. Its role is to initiate the Intent LCM process, which 
includes: 

- Activating the intent by calling the TMForum 921 server API provided by DMO. 
- Launching the workflow responsible for the runtime management of the intent, which 

incorporates the CCL. 

It is important to note that the second step begins only after the intent has been activated by DMO. The 
executor also leverages an LLM to access the necessary knowledge for managing the Intent LCM. This involves 
selecting the appropriate CCL and interacting with Agent2 to report on the Intent LCM status. These reports 
are then made available to consumers through Agent1 and the chatbot. For example, reports may include 
notifications about SLA violations or recommendations to update the intent, such as increasing required 
resources. 

3.2 Business Intent LCM and CCL: 

 

 

Figure 5. Intent LCM and CCL for Intent assurance 

The LCM of service intent for a vertical service request is a key function of the t-DMO. Its primary role is to 
process the consumer’s translated intent, which is then activated by the DMO. Each time an intent is 
activated at the t-DMO, a dedicated workflow is created to manage it in real time (Figure 5). This workflow 
involves generating a CCL that monitors the intent’s SLA and ensures intent assurance. The CCL workflow 
consists of two main functions: SLA Management (including monitoring and analytics) and SLA correction and 
remediation. 
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3.2.1 SLA Management: 

This function utilizes the TMF921 API provided by DMO to support intent reporting and feedback, primarily 
tracking metrics related to the SLA defined in the service Intent activated by DMO. SLA reporting can be 
achieved through data monitoring and KPI reporting, as specified by the TMF628 (Performance Management 
API). TMF628 is a TM Forum standard designed to unify the collection, retrieval, and subscription of 
performance data across telecom networks. It offers a vendor-agnostic interface for accessing KPIs and time-
series measurements associated with services, network resources, and customer experiences. By leveraging 
performance jobs, reports, and event subscriptions, TMF628 enables assurance systems, analytics engines, 
and orchestration platforms to monitor service behavior, detect degradations, and validate SLA compliance. 
Additionally, TMF628 allows for the definition of KPI threshold values, enabling DMO to send notifications in 
the event of SLA violations. 

Meanwhile, the SLA Management (SLM) function uses AI/ML algorithms to analyze data and predict potential 
SLA violations, which marks the first step of the CCL process. These algorithms are sourced from the Native 
AI toolkit developed in WP3 as part of 6G-INTENSE. 

3.2.2 SLA correction and remediation: 

This function represents the decision-making process of the CCL. It receives as input the outputs from SLA 
Management, which include an analytical report on the SLA. If this report predicts SLA degradation, or if it 
contains a notification from the DMO indicating an SLA violation, it triggers the decision-making procedure 
for SLA correction and remediation. 

The decision-making process relies on the SLM to determine the appropriate remediation solution, as 
outlined in the ETSI ZSM PoC of WP4. The SLM is trained to select suitable actions based on the analytical 
outputs and initiates the correction or remediation action through the Executor. The Executor then either 
translates the request into a TMF921 Intent update call, directed to the TMF921 Server of the DMO, and 
notifies the consumer via Agent 2, Agent 1, or a chatbot. If no remediation solution is available, the Executor 
simply sends a notification to the consumer. In this case, Agent 1 may instruct the consumer to update the 
Intent using natural language. 

It is important to note that remediation decisions at the DMO are primarily at the business level, such as 
increasing CPU resources for vertical functions or expanding bandwidth. 

3.3 Communication Interfaces 

In this section, we summarize the Internal and external interfaces (Table 2 and Table 3).  

Table 2. Internal interfaces of t-DMO 

Component Interface Entities Definition 

Intent Handler A2A Agent 1 <-> Agent 2 

Agent 2 <-> Executor 

It is Agent to Agent (A2A)2 
interface that allows the 
communication between internal 
agents of the Intent handler.  

Intent LCM (CCL), Intent 
Handler  

A2A SLA correction and 
remediation -> Executor 

Allows the SLA correction and 
remediation function to trigger an 

 
2 The Agent2Agent Protocol (A2A) is an open, vendor-neutral communication standard that enables artificial intelligence 
(AI) agents to interoperate and collaborate across different platforms and frameworks, regardless of their underlying 
technologies. Introduced by Google in April 2025, A2A provides a structured way for a “client” agent to formulate and 
send tasks to a “remote” agent, which then performs these tasks and returns the results. The protocol supports agent 
discovery, capability sharing, structured task and message exchange, multi-turn conversations, and operation across 
multiple modalities—including text, images, video, and data. 
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Intent update or communicate SLA 
violation to the consumer.  

Intent LCM (CCL), Intent 
Handler 

MCP Executor -> Intent LCM Trigger the workflow that will 
instantiate the CCL components 
(SLA Mgmt and SLA correction and 
remediation). It is based on MCP3.  

Intent LCM (CCL) Client/Server SLA Mgmt -> SLA 
correction and 
remediation 

Service-based API based on HTTP.  

 

Table 3. External interfaces of t-DMO 

External Interface Definition 

Consumer ChatBot A chatbot interface that enables consumers to perform CRUD 
operations, such as creating, updating, and deleting intents, 
using natural language. 

DMO TMF921 A TMF 921 Server exposed by DMO to run operation on the 
TMF921 Service intent (translated Business Intent): Activation, 
Intent Update, Intent Reporting.  

Market Place MCP Allows the t-DMO to search for DMO that can handle a Business 
Intent. It out of the project scope.  

 
3 MCP in telecommunications and AI stands for Model Context Protocol. It is an open-source, standardized protocol 
introduced by Anthropic in late 2024 to enable secure, standardized, and bidirectional communication between AI 
applications (like large language models) and external services, tools, or data sources. 
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4 DMO  
Operator Federation and 6G resource-pool management are fundamental to future 6G ecosystems. 

Achieving operational agility while deploying and managing new services across diverse domains requires 

orchestration at Internet scale. To meet this need, 6G-INTENSE introduces a next-generation Domain 

Management Orchestrator (DMO) (see Figure ), which provides Intent APIs for consistent capability exposure 

and service requests from both the t-DMO (B2B) and vertical users (B2C). The DMO manages an Autonomous 

Domain (AD) and oversees the end-to-end lifecycle of services, including vertical applications and supporting 

network functions. The DMO is responsible for translating Service Intents into Resource Intents and managing 

their execution across the 6G infrastructure, which is abstracted by the Network-Compute Fabric (NCF). It 

maintains a global, policy-aware view of infrastructure states through the NCF and collaborates with peer 

DMOs via east/west APIs to enable cross-domain scenarios, such as roaming. The DMO also incorporates a 

native AI toolkit that supports the Intent Handler and Workflow Engine, leveraging large language models 

(LLMs), hierarchical reinforcement learning (HRL), and closed-loop control to ensure the fulfillment of intents. 

 

Figure 6:  Functional Design of the Domain Manager and Orchestrator.  

Usually, the DMO receives Service Intents (described using TMF 921 specifications) from the t-DMO (or 

directly) that describe the vertical applications as well as the required network functions (e.g., firewall, 

security, telemetry collectors/aggregators) needed to deliver a 6G service constituting a service mesh at 

DMO. Leveraging the NCF abstraction, the DMO translates these Service Intents into Resource Intents and 

then places, binds, and activates the resulting resources—spanning radio, networking, computing, and 

sensing—while hiding substrate diversity. This includes chaining Virtual Network Functions (VNF) with 

application components to form deployable service graphs that can be assured against SLAs. The DMO covers 

an autonomous domain as defined by TM Forum [16] .  

The key functions of the DMO, as represented in Figure 6 are:   

• Intent Handler (translation & validation): Convert Service Intents into executable Resource Intents 

(e.g., TMF-290/291/292) and trigger placement, binding, and configuration over the NCF. 

Additionally, via the DMO Agent, the Intent Handler is responsible for negotiating the received 

Intents with the t-DMO agent. This negotiation as introduced in the t-DMO section, allows to fine 
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tune the translated Intent ensuring that the intent is complete, containing all the necessary 

parameters and information that are needed by DMO to build the resource intents.  

• Intent LCM: Drive lifecycle management of Resource Intents with SLA tracking, policy enforcement, 

and continuous validation against the intended service outcomes. Intent LCM is also responsible for 

resolving intent/resource conflicts across tenants and services and applying global and domain 

policies (quotas, isolation, locality, security). 

• Closed-control loop: Detect deviations (performance, faults, policy) and adapt resources through 

automated optimization or reconfiguration to maintain service objectives. 

• Federation via east/west interfaces: Interoperate with other DMOs to support multi-operator use 

cases (e.g., international roaming, peering), including intent exchange and delegated fulfilment. 

• Workflow Engine: Works together with the service design agent (Intent LCM) to bind intents to 

catalogue items and reusable design patterns, integrating third-party functions when needed. 

To realize these functions, the DMO is organized into interacting modules (Figure ): (i) Intent Handler & 

Intent LCM, which handles reasoning, negotiation, conflict resolution, and assurance; (ii) Service Design 

Agent, which matches intents to catalogue assets and prepares deployable service graphs; (iii) Workflow 

Engine, which decomposes fulfilment into ordered tasks and tracks execution state; and (iv) Native AI 

integration, which provides LLM/RL components and knowledge bases used across modules. Together, these 

modules implement a standards-aligned, AI-assisted control plane that turns Service Intents into Resource 

Intents and sustains reliable service delivery over the 6G NCF. 

4.1 Intent Handler 
In the DMO architecture (Figure 6), the Intent Handler is the control point for intent-driven operations and 

the primary interface between standardized intents and execution. It receives Service Intents via the TMF-

921 API, validates their syntax and semantics against TM Forum standards, and maintains state for each 

intent across its lifecycle. The Intent Handler now coordinates the translation of Service Intents into Resource 

Intents and supervises their activation over the Network-Compute Fabric (NCF), while preserving the link to 

the original service objectives and SLAs. 

The Intent Handler is supported by the Native AI functions embedded in the DMO. These include LLMs 

specialized in TMF intent interpretation and task reasoning, and optional RL/RLHF components for policy-

aware decision support. The LLMs assist with intent understanding, policy compliance checks, capability 

matching, and service-to-resource mapping. Deterministic decoding and rule filters are applied so that 

generated outputs remain consistent with TMF vocabularies and provider policies. When t-DMO supplies 

Service or Resource intents directly, the Intent Handler performs conformance checks, normalizes the 

artifacts, and reconciles them with domain capabilities before orchestration. 

The Intent Handler derives the resource-level plan (e.g., placement, chaining of VNFs/NFs, connectivity, 

compute, sensing) and delegates execution to the Service Design Agent and Workflow Engine, which breaks 

the plan into ordered tasks and tracks completion. The Intent Handler also handles negotiation and reporting. 

When feasibility issues arise, it engages the intent owner (t-DMO or vertical) to adjust objectives, timing, or 

resource bounds. Status and Intent Reports are produced in standardized TM Forum formats [16] , offering 

clear traceability from the received Service Intent to the executed Resource Intents and their measured 

outcomes. In federated scenarios, the Intent Manager interacts with peer DMOs over east/west interfaces 

to exchange intent fragments and coordinate cross-domain fulfilment, while maintaining end-to-end SLA 

visibility. 

4.2 Intent LCM 
The Intent LCM governs the end-to-end lifespan of a service, acting as the bridge between high-level 

objectives and infrastructure reality. Its lifecycle management begins by activating the Service Design Agent, 

which translates validated intents into concrete, deployable service graphs and binds them to catalogue 

resources for instantiation. Once the service is active, the LCM continuously runs assurance functions: it 
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correlates telemetry with stated SLAs, detects drift, and triggers CCL actions (reconfiguration, scaling, path 

changes) to keep the service within targets. Conflicts among concurrent intents are resolved using policy 

rules, HRL (Hierarchical Reinforcement Learning), and priority models, with escalation to negotiation when 

constraints cannot be satisfied concurrently. 

4.2.1 Service Design Agent 

The Service Design agent transforms validated Service Intents into a deployable service graph and binds that 

graph to entries in the Service Catalogue. The module interprets objectives and constraints provided by the 

Intent Manager (e.g., bandwidth, availability, reporting frequency, locality, data-protection rules) and 

performs capability matching against provider offerings and approved third-party functions. When Service 

Intents originate at the t-DMO, the DMO validates and enriches them with provider policies, quotas, and 

platform specifics to ensure feasibility on 6G infrastructure. 

The output of Service Design is a service mesh that composes vertical applications with supporting network 

functions required for end-to-end behaviour. The DMO maintains a curated catalogue of reusable functions 

and patterns, including VNFs/NFs and application components, that can be appended to the vertical service. 

Typical classes include: 

• Security: firewall, IDS/IPS, DDoS protection, vulnerability scanners. 

• Management/assurance: telemetry collectors, resource-consumption analysers for billing/charging, 

O-RAN xApps, 5G NWDAF clients, load balancers, service discovery, policy agents. 

• Data access/ingestion: IoT device connectors, protocol gateways, data collectors/aggregators. 

All components are cloud-native to simplify mapping across 6G resource pools (cloud, edge, far edge). The 

service mesh is expressed in a machine-readable design artifact (JSON/YAML), including: component images 

and versions; SLO/SLA targets (CPU/GPU, memory, storage, latency bounds, availability); connectivity graph 

with link-level requirements (throughput, latency, loss, slice type); and access-network needs (e.g., 5G/6G 

slice characteristics, locations). The design also records policy annotations (isolation, security posture, data 

locality) and observability hooks (metrics, traces, logs) for later assurance. 

Service Design is responsible for catalogue binding and parameter resolution. This process involves selecting 

specific catalogue items or patterns, populating mandatory parameters using both the intent and provider 

defaults, and verifying compatibility, such as versions, interfaces, and acceleration requirements. Service 

Design also conducts feasibility checks, which include evaluating placement recommendations for edge 

regions, determining dependency order, and assessing capacity, affinity, and anti-affinity constraints. If any 

requirements cannot be met alongside other services, the system flags these gaps for negotiation. When 

integrating third-party functions, the module ensures that certification status and trust policies are validated 

before inclusion. 

The Service Design also prepares the inputs needed for Service-to-Resource translation. It emits a structured 

package for the Workflow Engine that includes: (i) the service graph and its constraints, (ii) a bill of materials 

(functions, images, Helm/Containers, VNFs/NFs), (iii) placement and chaining rules, and (iv) resource-level 

hints (e.g., required slice type, NIC offload, accelerator profile). These artifacts are then used to generate the 

Resource Intent toward the NCF and to orchestrate activation. 

Finally, Service Design ensures traceability: each element in the design is linked back to the originating Service 

Intent requirement, enabling end-to-end audit, SLA verification, and closed-loop adjustments during lifecycle 

management.   

4.2.2 HRL Reconciliation  

The HRL (Hierarchical Reinforcement Learning) Reconciliation module acts as the cognitive decision engine 

for runtime assurance, specifically designed to handle complex resource contention and SLA drift that static 

rules cannot resolve. It utilizes a two-tiered learning structure: a high-level “Meta-Controller” that 
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determines the strategic objective (e.g., prioritize latency over energy efficiency during congestion) and 

lower-level “Worker Agents” that execute specific tactical actions (e.g., VNF migration, slice re-selection, or 

vertical scaling). This hierarchy allows the LCM to make rapid, granular adjustments without losing sight of 

global system stability. The module continuously updates its policy weights based on a reward signal derived 

from successful SLA compliance, effectively “learning” the optimal reconciliation path for recurring network 

anomalies. Examples of HRL algorithms are available in deliverable D3.1 of WP3. 

4.3 Workflow Engine 
Once an intent is processed by the Intent Handler, the service design phase begins. Based on the contextual 

information provided by the Intent Handler, the DMO formulates a plan consisting of a sequence of tasks 

required to instantiate the desired service mesh. For the sake of clarity, let us assume that the objective is to 

instantiate a single service for the remainder of this subsection.  

To achieve this, the DMO creates an adaptive workflow that details the steps required to fulfill the service 

intent. This workflow and its execution plan must remain flexible and responsive to changes that may occur 

throughout the service lifecycle. Such changes may result from updates or refinements provided by the Intent 

Handler, recommendations from optimization systems, or constraints imposed by conflict resolution 

mechanisms. 

Such adaptability is essential to ensure that the instantiation and management of the service remain aligned 

with evolving user intents, resource availability, and operational policies.  

Figure 7 highlights the Workflow Orchestration concept for the DMO. The lifecycle of the Service Intent starts 

when an Intent handler receives the Service Intent. Upon receiving it, the Intent is sent to the Service Design 

and the Workflow Engine.  

The Workflow Engine is responsible for devising a plan for implementing the service and related intent 

requirements. The next step of the process is to send the plan to a Workflow Controller. The Workflow 

Controller will try to execute the plan and ensure that any requirements for the adaptation or retirement of 

the Intent that may occur are properly handled.    

In Figure 7, two examples of Service plans are represented as Directed Acyclic Graphs (DAGs). They 

correspond to the deployment and retirement of resources associated with the service intents. The DAG on 

the left represents the translation of the Service intent into two Resource Intents, their consequent 

validation, and deployment. When the plan fails, the Workflow Engine and the Intent handler are informed 

to report the failure. If the plan succeeds, the information regarding the Resource Intents will be forwarded 

to the NCF for deployment.  

When the request to retire the resources arises, the Workflow Engine will request the termination plan from 

the Workflow Controller. This means that the DAG to be executed will contain the information of the 

Resource Intents to be terminated, as seen in the right DAG example in Figure 7. The termination procedure 

will start with the analysis of the resources to be terminated, and then the request to the NCF for the 

retirement of said Intent. These requests need to be handled by the Intent Handler.   

In all cases, when an ongoing task related to the intent lifecycle management starts, ends, or fails, the Intent 

Handler will be updated. All service intents need to go through the workflow engine and be mapped into 

resource intents. This mapping takes into account the information coming from Service Design. For that 

reason, the Workflow Engine needs to know about the status of ongoing service intents. In the case of a 

change in the availability of resources or a change in service, the workflow engine needs to be warned. This 

ensures that the system can adapt to changes and deliver a Vertical service correctly.    
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Figure 7: Workflow Orchestration Concept. 

 

A consideration for the Workflow Engine is the work of TM Forum. The specification in TMF701 [17]   

describes the above logic through the ProcessFlowSpecification and associated TaskFlowSpecifications, which 

define the orchestration blueprint. Upon receiving an intent, a ProcessFlow instance sequences TaskFlows—

automated or manual—coordinating their execution, monitoring state transitions, and emitting events to 

validate outcomes or trigger remediation. This mirrors the Workflow Engine’s role in task sequencing, domain 

coordination, and feedback integration at the DMO level.  

4.4 Closed Control Loop & Monitoring 

CCL mechanism at DMO is designed to autonomously maintain the service’s desired state by linking the Intent 
LCM (Lifecycle Management) with real-time monitoring. The process begins when the Service Design Agent 
instructs the Workflow Engine to deploy specific monitoring configurations and policies to the CCL & 
Monitoring component using HTTP/YAML. This ensures that the monitoring layer is aware of the specific 
Service Level Agreements (SLAs) and intent requirements defined during the design phase. 

Once operational, the CCL & Monitoring component continuously tracks the service’s performance against 
these defined metrics. If a deviation or violation is detected, it triggers a feedback loop by sending an 
HTTP/EVENT ALERT back to the Intent LCM. This alert is processed by the HRL Reconciliation module, which 
analyzes the discrepancy and determines the necessary corrective actions—such as scaling resources or 
healing services—thereby “closing the loop” between service design, execution, and assurance without 
manual intervention. 

4.5 Native AI Integration 

The Native AI framework is not a standalone application but the collective integration of AI algorithms directly 
into the DMO's intent handling and lifecycle management. As illustrated in the functional design, the “Native 
AI” layer is the sum of the two primary cognitive modules: the Intent LCM via the Service Design Agent and 
the HRL Reconciliation engine, along with the Intent Handler submodules such as the DMO-Agent and the 
Intent Translation. These components are embedded within the DMO to provide intelligence at two distinct 
stages of the Intent lifecycle. 

First, during the intent translation phase, the Service Design Agent utilizes Large Language Models (LLMs) to 
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bridge the gap between abstract requirements and the Service Catalogue. It uses the Model Context Protocol 
(MCP) to retrieve valid functions and compose the initial service graph. Second, during runtime, the HRL 
Reconciliation module takes over the closed-loop operations. It applies Hierarchical Reinforcement Learning 
to continuously resolve conflicts and resource contention that static policies cannot handle. By tightly 
coupling these algorithms with the Workflow Engine and monitoring systems, the DMO ensures that both 
the initial planning and the ongoing assurance of 6G services are driven by adaptive, learned behaviors. 

4.6 Interfaces   
Highly inspired by the TM Forum specifications, the following DMO APIs are defined which are used to 

exchange Intents and Intent reports with t-DMO, NCF, and other DMOs: (a) Northbound Intent APIs that 

receive requests from tenants (tenant Service Intents), requesting services such as vertical service 

instantiation in a given coverage area, with certain requirements, and constraints; (b) Southbound Intent 

APIs that send resource Intents and receive reports on Intent fulfilment from the NCF; (c) Westbound APIs to 

expose capabilities and send/receive service requests to/from other DMOs (e.g., to request/provide service 

outside one's coverage area); (e) A2A (Agent-to-Agent) API exposes interface between autonomous agents 

(t-DMO and/or DMO) for pre-validation, context exchange, and negotiation. While a generic version of these 

interfaces was previously described in D2.3 (see Table 5: DMO interfaces), this deliverable provides a more 

detailed and standards-aligned specification. This approach is intended to support the implementation of the 

architecture in WP3 and its final integration in WP5. To this aim, Table 4 and Table 5present an updated and 

implementation ready internal and external interfaces definition.  

Table 4. Internal interfaces of DMO 

Component Interface Entities Definition 

Intent Handler, Intent 
LCM 

HTTP/REST Translation à Service 
Design Agent 

RESTful API allowing the Intent 
Handler (Translation module) to 
communicate intent requirements to 
the Service Design Agent. 

Intent LCM, Intent 
Handler 

TMF-921 Intent LCM àReport 
Agent 

Interface used by the Intent LCM to 
send reports or status updates back 
to the Intent Handler's Report 
Agent. 

Intent LCM, Service 
Catalogue 

MCP Service Catalogue 
àService Design Agent 

Model Context Protocol (MCP) 
interface for the Service Design 
Agent to query or update the Service 
Catalogue. 

Intent LCM, Workflow 
Engine  

MCP Service Design Agent 
àWorkflow Engine 

Interface allowing the Service Design 
Agent to interact with and control 
the Workflow Engine using MCP. 

Workflow Engine, CCL & 
Monitoring 

HTTP/YAML Workflow Engine à 
CCL & Monitoring 

Mechanism for the Workflow Engine 
to deploy or configure monitoring 
logic using YAML configurations over 
HTTP. 

Intent LCM, CCL & 
Monitoring 

HTTP/REST Intent LCM à CCL & 
Monitoring 

Management interface allowing the 
Intent LCM to direct the CCL and 
Monitoring components. 
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CCL & Monitoring, 
Intent LCM 

HTTP/EVENT 
ALERT 

CCL & Monitoring à 
Intent LCM 

Feedback loop interface where the 
Monitoring system sends alerts or 
events (via HTTP) back to the Intent 
LCM for reconciliation. 

 

Table 5. External interfaces of DMO 

External Interface Definition 

t-DMO TMF921 The DMO exposes a northbound interface towards t-DMO 
to specify service requests.  

DMO (other) TMF641/TMF921 The DMO exposes East/West interface toward other DMOs 
by exposing its capabilities, sending/receiving requests from 
other DMOs. 

NCF TMF921 The DMO uses a southbound interface to allow resource 
owners to onboard/offboard resource regions via the NCF 

t-DMO A2A Agent-to-Agent coordination for pre-validation, context 
exchange, and negotiation prior to formal submission; does 
not carry authoritative intents. 
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5 NCF  

As detailed in D2.2 and D2.3, the NCF serves as a key innovative architectural layer within the 6G-INTENSE 
project. Its primary purpose is to provide an abstraction layer for resource allocation across diverse 
technological and administrative domains, building the notion of resource pools—an essential component 
for enabling distributed resource management and separating service management from resource 
management. Figure 8 illustrates the NCF architecture, which comprises several core components, each 
addressing a key aspect of 6G resource management and orchestration, including: 

• The Intent Handler processes and translates resource intents received from the DMO into actionable 
steps for resource activation and configuration. It also manages the entire lifecycle of resource 
intents, from service build through ongoing operations. 

• The Intent LCM, similar to the workflow used in t-DMO and DMO, is responsible for managing 
resource intent lifecycle management and ensuring SLA assurance. 

• Common Data Model, which is the information model used to abstract diverse resource technologies 
and domains into unified resource pools and to interface with DMOs.  

• Resource Discovery, which contains the resource catalog, resource pools management, and 
onboarding from LMOs for inventory management in real-time.  

• Observability, which receives and stores metrics and events from dynamic networks, compiles 
resource performance, monitors QoS, works with Native AI components to update intents’ status, 
and keeps the knowledge base updated. 

• Cross Domain Integration, which interfaces with LMOs for resource management and control. 

• Native AI Toolkit includes AI and ML algorithms, a local domain knowledge base, and CCL, supporting. 
both the Intent Handler and Intent LCM. 

 

Figure 8: The NCF architecture 

This section examines the internal architecture of the NCF building blocks and the communication interfaces 
within the NCF. These interfaces are categorized as follows: (1) external interfaces, which facilitate 
communication with DMOs and underlying LMOs across different technological domains; and (2) internal 
interfaces, which link the NCF’s internal components. While a generic overview of these interfaces was 
previously provided in D2.3, this deliverable offers a more detailed description. This expanded approach is 
designed to support the implementation of the architecture in WP4 and its final integration in WP5. 
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The following sections will examine the Intent Handler, the Intent LCM, Cross Domain Integration, and 
Observability components, along with the interfaces connecting them. They will describe how resource 
intents are translated into domain-specific configurations and propagated through the LMOs to achieve 
enforcement on the 6G infrastructure. Note that the Common Data Model and resource discovery modules 
were addressed in D4.1 [15] as they constitute enablers of the NCF.  

5.1 Intent Handler  

The Intent Handler of the NCF is responsible for translating the resource-level intents received from the DMO 
into specific configuration directives about the underlying resources across LMOs. Its key functionality is to 
ensure the proper fulfillment of resource requests while efficiently managing the available resources and 
their capacity within the domains. Figure 9 presents a more detailed view of the NCF, specifically highlighting 
the interactions among the Intent Handler, Intent LCM, the resource catalog, and Cross-Domain Integration 
when a resource intent is received from the DMO and requires enforcement. 

 

 

Figure 9: Interaction between Intent handler and other internal components of NCF (Intent LCM, Resource catalogue 
and Cross-Domain Integration) 

Once the resource intent is received from DMO through the TMForum 921 API, illustrated in the figure via 
the client and server, the intent handler performs intent decomposition, breaking down service intents 
received from the DMO into resource configurations that can be deployed at the LMOs. This decomposition 
process is handled through ontology schemas defined by the Intent API implementation and closed-control 
loops identified by the Intent Handler. Embedded Native AI algorithms are used during intent interpretation 
for semantic analysis, using trained algorithms from the Native AI Toolkit. Native AI algorithms support the 
CCL governance and conflict resolution process with specific algorithms and data sets from the local resource 
knowledge base.  

The DMO submits a resource intent in JSON format to the NCF’s TMF921 server using REST/HTTPS. The server 
then validates the resource intent and translates it into Turtle (TTL) format, provided that the syntax complies 
with the TM Forum Intent Ontology and the resource intent is in the acknowledged state. For reference, 
Turtle is a text-based syntax and file format (typically with a “.ttl” extension) used to represent RDF (Resource 
Description Framework) data as human-readable triples. 

Accordingly, the Intent Handler identifies the requested resource type/category based on the ontology 
definitions and retrieves the specifications from the Resource Catalogue (using a REST/HTTPS API to retrieve 
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the catalogue definition). For each resource specification identified with the use of the Native AI toolkit, a 
CCL is instantiated for the respective LMO (and type of resource configured) – using specific AI models for 
semantic analysis. Based on the CCL inputs, the Intent Handler is finally responsible for concretely translating 
the resource intent to a representation that is compliant with the Common Data Model and forwarding this 
request to the Cross-Domain Integration for its realization at an LMO level. 

5.2 Intent LCM  

Like t-DMO and DMO, the NCF includes a dedicated component responsible for managing the LCM of a 
translated resource intent. Each time a resource intent reaches the NCF, a specific workflow is initiated to 
handle it in real time (see Figure 10). This workflow generates a CCL that monitors the intent’s SLA and 
ensures intent assurance, triggered by the Intent Handler after it processes the incoming resource intent. 

 

Figure 10: Intent Handler, Intent LCM, and observability interactions 

As already described in the previous section, a CCL is instantiated for each LMO (and type of resource 
configured) corresponding to the resource specifications identified by the Intent Handler with the use of the 
Native AI toolkit. The CCL component is responsible for deciding (again exploiting the Native AI toolkit) 
whether the specific resource specifications at the identified LMO are valid and accepted to be activated and 
operated (e.g., there is enough capacity in the domain, etc.). Essentially, the CCL identifies specific resource 
configurations by working with the Native AI and selected algorithms trained on resource knowledge, which 
will provide the output needed to identify the corresponding resource functions and their configurations 
needed to fulfill the intent. 

As depicted in Figure 10, the CCL workflow consists of two main functions: SLA Management (including 
monitoring and analytics) and SLA correction and remediation, which follow the same logic as the relevant t-
DMO CCL components.  

• The SLA Management function uses AI/ML algorithms to analyze data and predict potential SLA 
violations. This marks the first step of the CCL process. These algorithms are sourced from the Native 
AI toolkit developed in WP3 as part of 6G-INTENSE. It is triggered by the Intent Handler once the 
TMF921 resource intent has been processed, to support intent reporting and feedback, primarily 
tracking metrics related to the SLA defined in the Resource Intent provided by the DMO. The SLA-
related metrics are retrieved from the Observability component through a REST/HTTPS interface 
based on data collection services for application- and infrastructure-level metrics as timeseries data, 
and concern monitoring metrics provided by the underlying LMOs. SLA reporting can be achieved 
through data monitoring and KPI reporting, as specified by the TMF628 (Performance Management 
API).  

• The SLA Correction and Remediation function represents the decision-making process of the CCL. It 
receives as input the outputs from SLA Management, which include an analytical report on the SLA. 
If this report predicts SLA degradation, or if it contains a notification from the DMO indicating an SLA 
violation, it triggers the decision-making procedure for SLA correction and remediation. Suitable 
actions are selected based on the analytical outputs, and correction or remediation actions are 
initiated through redirection of the workflow to the Intent Manager. 
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5.3 Cross Domain Integration & JCS integration 

5.3.1 Cross Domain Integration 

Figure 9 provides a more detailed view of cross-domain integration and its interactions with the Intent 
Handler, Resource Catalogue, Resource Discovery, and LMOs. Cross-domain integration is a key capability of 
the NCF, enabling LMOs to interoperate seamlessly with the NCF and present their resources to the DMO 
level in a unified manner. This component manages resource pools dynamically, allowing real-time 
adaptation to changes in the infrastructure. It is responsible for the onboarding, updating, access, 
configuration, and removal of resource pools by communicating with the relevant Resource Discovery 
modules, which maintain information and metadata about these resources. As a result, heterogeneous 
resource pools across multiple domains—including Deep Edge, SD-WAN, Cloud/Edge, and RAN—can be 
managed efficiently and dynamically, supporting scalable, multi-tenant, AI-driven orchestration. 

 

Figure 11. Zoom on Cross Domain Integration component and its interaction with other internal NCF components 

The Cross-Domain Integration component provides a unified REST/HTTPS northbound interface (NBI) to the 
Intent Manager, receiving relevant directives in a format compliant with the Common Data Model. Upon 
receiving these directives, it processes them internally to determine the appropriate technological domain. 
It then retrieves the necessary communication information for the corresponding LMO from the Resource 
Inventory within the Resource Discovery Module via a REST/HTTPS interface. Additionally, the Cross-Domain 
Integration component communicates with the Resource Catalogue over REST/HTTPS to retrieve or verify 
resources as needed. Finally, it transforms the request into the appropriate LMO configuration format and 
forwards it to the respective LMO to apply the requested configurations. 

In the cases of π-Edge, O-RAN, and SD-WAN LMOs, communication occurs directly through REST/HTTPS 
interfaces exposed to the Cross Domain Integration component. However, for JCAS, configuration must be 
passed to STEP-M—an algorithmic framework responsible for resource management to enable efficient 
deployment and execution of services and applications composed of multiple microservices, such as those 
used by JCAS. Although the design of LMOs is outside the scope of 6G-INTENSE, integrating JCAS required the 
definition of a new LMO with the necessary configuration. In the following section, we will describe the 
integration of JCAS using the STEP-M approach. 

5.3.2 JCS integration 

STEP-M aims to deploy a number of microservice instances as needed by the services required for user 
localization and tracking, allow their sharing across different services, and allocate to them the necessary 
amount of resources. The STEP-M exposes three interfaces:  
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• North-Bound Interface - NBI: STEP-M exposes an NBI, through which it receives service requirements 
that are extracted from the service intent received from DMO. The JCAS client at NCF uses a POST 
request to the /service-info endpoint to deliver structured JSON data describing the user identity, the 
set of requested applications, their target latency requirements, and a quality weight reflecting the 
relative importance of microservice performance to the deployment cost. The interface is event-
driven, being triggered when a user joins the system or when service requests change. STEP-M 
processes the received information and returns a JSON-formatted response indicating the success or 
failure of the request, thereby enabling dynamic service management according to real-time user 
requirements.  

• Main Interface: STEP-M interacts with the LMO-JCS (intended as a Kubernetes cluster) using the 
kubectl tool over HTTPS. Through this interface, it performs microservice deployment, migration, and 
resource allocation, and retrieves monitoring of the LMO-JCS.  The communication is established 
over a secure HTTPS connection to the LMO-JCS API endpoints. Rather than defining custom data 
fields, the interface relies on standard Kubernetes resource specifications and control primitives. The 
interaction is event-driven and is triggered upon microservice deployment changes or when system 
monitoring is required, enabling STEP-M to perform lifecycle management and resource monitoring 
operations within the LMO-JCS environment.  

• South-Bound Interface-SBI: STEP-M communicates with mobile users, connected to LMO-JCS 
domain, via HTTP, collecting user events and associated information from real or simulated users. 
The interaction is realized via a POST request to the /user-info endpoint, carrying JSON-formatted 
data that includes the user identifier, the currently available wireless bandwidth to the serving base 
station, the identifier of the connected base station, and the user event type (no event, join, 
handover, or leave). The API operates at a fixed reporting frequency of 1 Hz, enabling STEP-M to 
continuously track user mobility and radio conditions. STEP-M responds with a JSON-formatted 
message indicating the success or failure of the request, supporting timely and adaptive system-level 
management decisions.  

5.4 Observability  

Observability is a fundamental capability for future 6G infrastructures, providing comprehensive insight into 
the behavior and performance of highly distributed, software-based, and AI-driven network resources. It 
enables the collection, storage, and exposure of runtime metrics, logs, and traces from deployed services 
and underlying resources throughout the entire infrastructure—from edge and far-edge nodes to cloud and 
core environments. This end-to-end visibility is crucial for understanding complex system dynamics, 
detecting anomalies, and ensuring reliable operation within increasingly heterogeneous and programmable 
6G networks. 

Beyond basic data collection, observability links runtime information with Service and Resource Intent 
identifiers, directly connecting operational behavior to high-level service objectives. By calculating service-
level Key Performance Indicators (KPIs) against defined intents and targets, observability allows the network 
to continuously monitor compliance with Service Level Agreements (SLAs). This intent-aware monitoring is 
especially important in 6G environments, where services will demand stringent, diverse, and sometimes 
conflicting requirements for latency, reliability, energy efficiency, and security. 

Observability is essential to the Native AI toolkit, enabling CCL automation and effective SLA management. 
By collecting and analyzing metrics, logs, and traces, Observability provides CCL with valuable insights that 
support proactive optimization, rapid troubleshooting, and informed decision-making. 

At NCF, Observability serves as the central telemetry hub for all LMOs (π-Edge, O-RAN, SD-WAN, JCAS). As 
shown in Figure 12, each LMO exposes monitoring endpoints via REST/HTTPS. Observability collects or 
receives these metrics, tagging them with the relevant Service or Resource Intent IDs. It then aggregates 
these signals into service-level KPIs—such as throughput, latency, availability, and utilization—and makes 
them accessible through a simple REST/HTTPS read API for the Intent LCM. 

The Intent LCM leverages these KPIs for real-time SLA management and to generate Intent Reports. To ensure 
scalability, data collection is built on a service-based architecture that supports a broker-based system. 
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Figure 12. The Observability component 

5.5 Communication Interfaces 

NCF communicates with external systems—such as DMOs at the Northbound interface and LMOs at the 
Southbound interface—using standardized APIs. It also monitors metrics and events from LMOs. The 
following NCF APIs facilitate the exchange of resource intents and Intent Reports with DMOs, as well as 
communication with various LMOs: 

• Northbound APIs (including the Intent API and Resource & Service Exposure API): These APIs receive 
resource intent requests from DMOs, referencing TMForum specifications (such as TMF921). They 
also provide DMOs with information about the underlying infrastructure. 

• Southbound APIs (including the Resource Function Activation & Configuration API and the 
Monitoring API): These APIs interact with the NBIs of the respective LMOs to enforce the requested 
network service mesh and to receive relevant monitoring metrics. 

While a generic version of these interfaces was previously described in D2.3 (see Table 10: NCF interfaces), 
this deliverable provides a more detailed and standards-aligned specification. This approach is intended to 
support the implementation of the architecture in WP4 and its final integration in WP5. To this aim, we 
summarize the updtaed Internal and external interface specifications in Table 6and Table 7.  

5.5.1 External Interfaces 

The external interfaces of the NCF northbound and southbound APIs are detailed in Table 6: NCF’s External 
Interfaces: 

Table 6: NCF’s External Interfaces 

External Interface Definition 

DMO TMF921 A TMF 921 Server exposed by NCF to receive and run operation 
on the TMF921 Resource intent: Activation, Intent Update, 
Intent Reporting. 

π-Edge HTTP/REST An HTTP REST interface that allows the communication 
between the π-Edge Communication Client of ECCM and π-
Edge platform (Edge/Cloud LMO) and monitoring metrics 
collection. 
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SD-WAN Controller HTTP/REST An HTTP REST interface that allows the communication 
between the SD-WAN Communication Client of ECCM and SD-
WAN Controller (SD-WAN LMO) and monitoring metrics 
collection. 

JCS LD (JCAS STEP-M) HTTP/REST An HTTP REST interface that allows the communication 
between the JCAS Communication Client of ECCM and JCAS 
STEP-M and monitoring metrics collection. 

O-RAN Controller HTTP REST An HTTP REST interface that allows the communication 
between the O-RAN Communication Client of ECCM and O-RAN 
Controller (RAN LMO) and monitoring metrics collection. 

5.5.2 Internal Interfaces 

The internal interfaces of NCF are detailed in Table 7: NCF’s Internal Interfaces. 

Table 7: NCF’s Internal Interfaces 

Component Interface Entities Definition 

Intent LCM (CCL) Client/Server SLA Mgmt -> SLA 
correction and 
remediation 

Service-based API based on HTTP.  

Intent LCM (CCL), 
Intent Controller 

REST/HTTPS Intent Controller à SLA 
Mgmt, SLA correction 
& remediation à 
Intent Manager 

Trigger the workflow that will instantiate 
the CCL components. Redirect for intent 
update if SLA violations occur. 

Intent LCM (CCL), 
Observability 

REST/HTTPS Observabilityà SLA 
Mgmt  

Provide monitoring metrics collected 
from LMOs, to evaluate SLA compliance. 

Intent Handler REST/HTTPS Intent Manager <--> 
Resource Catalogue 

Acquire resource related information to 
facilitate intent translation. 

Intent Handler, 
Cross Domain 
Integration 

REST/HTTPS Intent Manager à 
Cross Domain 
Integration 

Forward translated resource intent in 
unified form. 

Cross Domain 
Integration, 
Resource Discovery 

REST/HTTPS Resource Inventory Acquire communication information for 
LMOs. 

Cross Domain 
Integration 

REST/HTTPS Resource 
Management <--> 
Resource Function 
Activation & 
Configuration API 

Handle resource pools onboarding and 
management and facilitate JCAS 
communication. 

Cross Domain 
Integration, 
Resource Catalogue 

REST/HTTPS Cross Domain 
Integration <--> 
Resource Catalogue 

Resources’ retrieval or verification when 
needed. 
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6 Service/resource blueprints 

To demonstrate the readiness of the 6G-INTENSE architecture for implementation, this section presents an 
illustrative example of a resource intent request from the DMO to the NCF. This request initiates the 
processing and translation of the intent into specific primitives for the underlying LMO. In this example, the 
resource intent involves requesting the placement of services on Kubernetes-enabled edge sites with defined 
compute resources, network function chaining, and sensing capabilities. 

{ 
  "name": "NCF-ResourceIntent-EdgeK8s-SFC-Sensing-Structured-001", 
  "description": "Resource intent requesting placement on Kubernetes edge sites with compute, network 
function chaining and sensing capabilities.", 
  "context": "NCF resource intent", 
  "priority": "1", 
  "isBundle": false, 
  "lifecycleStatus": "Requested", 
  
  "expression": { 
    "@type": "JsonLdExpression", 
    "@baseType": "Expression", 
    "iri": "http://tio.models.tmforum.org/tio/v3.6.0/IntentCommonModel/", 
  
    "expressionValue": { 
      "@context": { 
        "icm": "http://tio.models.tmforum.org/tio/v3.6.0/IntentCommonModel/", 
        "log": "http://tio.models.tmforum.org/tio/v3.6.0/LogicalOperators/", 
        "quan": "http://tio.models.tmforum.org/tio/v3.6.0/QuantityOntology/", 
        "set": "http://tio.models.tmforum.org/tio/v3.6.0/SetOperators/", 
        "xsd": "http://www.w3.org/2001/XMLSchema#", 
  
        // NCF domain extension vocabulary 
        "ncf": "urn:6g-intense:ncf:ext#", 
        "edgeLocationId": "ncf:edgeLocationId", 
        "k8sVersion": "ncf:k8sVersion", 
        "allocCPU": "ncf:allocCPU", 
        "allocRAM": "ncf:allocRAM", 
        "allocEphemeralStorage": "ncf:allocEphemeralStorage", 
        "hasGPU": "ncf:hasGPU", 
        "supportsSFC": "ncf:supportsSFC", 
        "chainOrder": "ncf:chainOrder", 
        "supportsSensingType": "ncf:supportsSensingType", 
        "hasSensorEndpoint": "ncf:hasSensorEndpoint", 
        "e2eLatency": "ncf:e2eLatency" 
      }, 
  
      "@graph": [ 
        { 
          "@id": "urn:uuid:intent-001", 
          "@type": "icm:Intent", 
  
          // Overall intent: 
          // "Place the workload on selected Kubernetes edge locations, 
          // allocate sufficient compute, deploy an ordered NF chain, 
          // enable sensing access, and guarantee latency < 10 ms" 
          "log:allOf": [ 
            "urn:uuid:exp-placement", 
            "urn:uuid:exp-k8s", 
            "urn:uuid:exp-compute", 
            "urn:uuid:exp-sfc", 
            "urn:uuid:exp-sensing", 
            "urn:uuid:exp-latency" 

http://tio.models.tmforum.org/tio/v3.6.0/IntentCommonModel/
http://tio.models.tmforum.org/tio/v3.6.0/IntentCommonModel/
http://tio.models.tmforum.org/tio/v3.6.0/LogicalOperators/
http://tio.models.tmforum.org/tio/v3.6.0/QuantityOntology/
http://tio.models.tmforum.org/tio/v3.6.0/SetOperators/
http://www.w3.org/2001/XMLSchema
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          ] 
        }, 
  
        /* ============================================================ 
           TARGET: Edge Kubernetes clusters 
           ============================================================ */ 
        { 
          "@id": "urn:uuid:target-edge-k8s", 
          "@type": "icm:Target", 
  
          // Human meaning: 
          // "Choose from all available edge locations that run Kubernetes clusters" 
          "icm:chooseFrom": [ 
            { 
              "set:resourcesOfType": [ 
                { "@id": "ncf:EdgeKubernetesCluster" } 
              ] 
            } 
          ] 
        }, 
  
        { 
          "@id": "urn:uuid:exp-placement", 
          "@type": "icm:PropertyExpectation", 
          "icm:target": "urn:uuid:target-edge-k8s", 
  
          // Human meaning: 
          // "Resources MUST be placed only in EDGE-MADRID-01 or EDGE-BARCELONA-02" 
          "log:allOf": [ 
            { 
              "@type": "log:Condition", 
              "set:forAll": [ 
                { "@id": "_:loc" }, 
                { "icm:valuesOfTargetProperties": [ { "@id": "edgeLocationId" } ] }, 
                { 
                  "log:anyOf": [ 
                    { "log:equals": [ { "@id": "_:loc" }, { "@value": "EDGE-MADRID-01", "@type": "xsd:string" } ] }, 
                    { "log:equals": [ { "@id": "_:loc" }, { "@value": "EDGE-BARCELONA-02", "@type": "xsd:string" } ] 
} 
                  ] 
                } 
              ] 
            } 
          ] 
        }, 
  
        { 
          "@id": "urn:uuid:exp-k8s", 
          "@type": "icm:PropertyExpectation", 
          "icm:target": "urn:uuid:target-edge-k8s", 
  
          // Human meaning: 
          // "Selected edge site MUST run a sufficiently recent Kubernetes version" 
          "log:allOf": [ 
            { 
              "@type": "log:Condition", 
              "quan:greaterOrEqual": [ 
                { "quan:mean": [ { "icm:valuesOfTargetProperties": [ { "@id": "k8sVersion" } ] } ] }, 
                { "@value": 1.28, "@type": "xsd:decimal" } 
              ] 
            } 
          ] 
        }, 
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        { 
          "@id": "urn:uuid:exp-compute", 
          "@type": "icm:PropertyExpectation", 
          "icm:target": "urn:uuid:target-edge-k8s", 
  
          // Human meaning: 
          // "Edge site MUST provide at least: 
          //  - 16 CPU cores 
          //  - 64 GiB RAM 
          //  - 200 GiB local ephemeral storage 
          //  - at least 1 GPU" 
          "log:allOf": [ 
            { 
              "@type": "log:Condition", 
              "quan:greaterOrEqual": [ 
                { "quan:mean": [ { "icm:valuesOfTargetProperties": [ { "@id": "allocCPU" } ] } ] }, 
                { "@value": 16, "@type": "xsd:decimal", "quan:unit": "cores" } 
              ] 
            }, 
            { 
              "@type": "log:Condition", 
              "quan:greaterOrEqual": [ 
                { "quan:mean": [ { "icm:valuesOfTargetProperties": [ { "@id": "allocRAM" } ] } ] }, 
                { "@value": 64, "@type": "xsd:decimal", "quan:unit": "GiB" } 
              ] 
            }, 
            { 
              "@type": "log:Condition", 
              "quan:greaterOrEqual": [ 
                { "quan:mean": [ { "icm:valuesOfTargetProperties": [ { "@id": "allocEphemeralStorage" } ] } ] }, 
                { "@value": 200, "@type": "xsd:decimal", "quan:unit": "GiB" } 
              ] 
            }, 
            { 
              "@type": "log:Condition", 
              "quan:greaterOrEqual": [ 
                { "quan:mean": [ { "icm:valuesOfTargetProperties": [ { "@id": "hasGPU" } ] } ] }, 
                { "@value": 1, "@type": "xsd:decimal", "quan:unit": "count" } 
              ] 
            } 
          ] 
        }, 
  
        /* ============================================================ 
           TARGET: Network Function Chain 
           ============================================================ */ 
        { 
          "@id": "urn:uuid:target-nf-chain", 
          "@type": "icm:Target", 
  
          // Human meaning: 
          // "Select network functions capable of being chained together" 
          "icm:chooseFrom": [ 
            { "set:resourcesOfType": [ { "@id": "ncf:NetworkFunction" } ] } 
          ] 
        }, 
  
        { 
          "@id": "urn:uuid:exp-sfc", 
          "@type": "icm:PropertyExpectation", 
          "icm:target": "urn:uuid:target-nf-chain", 
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          // Human meaning: 
          // "Instantiate an ordered service function chain 
          // (e.g. UPF → Firewall → IDS → Optimizer) 
          // and ensure the infrastructure supports SFC" 
          "log:allOf": [ 
            { 
              "@type": "log:Condition", 
              "quan:greaterOrEqual": [ 
                { "quan:mean": [ { "icm:valuesOfTargetProperties": [ { "@id": "supportsSFC" } ] } ] }, 
                { "@value": 1, "@type": "xsd:decimal" } 
              ] 
            }, 
            { 
              "@type": "log:Condition", 
              "set:forAll": [ 
                { "@id": "_:ord" }, 
                { "icm:valuesOfTargetProperties": [ { "@id": "chainOrder" } ] }, 
                { 
                  "log:anyOf": [ 
                    { "log:equals": [ { "@id": "_:ord" }, { "@value": 1, "@type": "xsd:integer" } ] }, 
                    { "log:equals": [ { "@id": "_:ord" }, { "@value": 2, "@type": "xsd:integer" } ] }, 
                    { "log:equals": [ { "@id": "_:ord" }, { "@value": 3, "@type": "xsd:integer" } ] }, 
                    { "log:equals": [ { "@id": "_:ord" }, { "@value": 4, "@type": "xsd:integer" } ] } 
                  ] 
                } 
              ] 
            } 
          ] 
        }, 
  
        /* ============================================================ 
           TARGET: Sensing capabilities 
           ============================================================ */ 
        { 
          "@id": "urn:uuid:target-sensing", 
          "@type": "icm:Target", 
  
          // Human meaning: 
          // "Select sensing capabilities available at the chosen edge site" 
          "icm:chooseFrom": [ 
            { "set:resourcesOfType": [ { "@id": "ncf:EdgeSensingCapability" } ] } 
          ] 
        }, 
  
        { 
          "@id": "urn:uuid:exp-sensing", 
          "@type": "icm:PropertyExpectation", 
          "icm:target": "urn:uuid:target-sensing", 
  
          // Human meaning: 
          // "Edge site MUST expose RF or LiDAR sensing AND camera access, 
          // and provide reachable sensing data endpoints" 
          "log:allOf": [ 
            { 
              "@type": "log:Condition", 
              "set:forAll": [ 
                { "@id": "_:stype" }, 
                { "icm:valuesOfTargetProperties": [ { "@id": "supportsSensingType" } ] }, 
                { 
                  "log:anyOf": [ 
                    { "log:equals": [ { "@id": "_:stype" }, { "@value": "RF", "@type": "xsd:string" } ] }, 
                    { "log:equals": [ { "@id": "_:stype" }, { "@value": "LIDAR", "@type": "xsd:string" } ] }, 
                    { "log:equals": [ { "@id": "_:stype" }, { "@value": "CAMERA", "@type": "xsd:string" } ] } 
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                  ] 
                } 
              ] 
            }, 
            { 
              "@type": "log:Condition", 
              "quan:greaterOrEqual": [ 
                { "quan:mean": [ { "icm:valuesOfTargetProperties": [ { "@id": "hasSensorEndpoint" } ] } ] }, 
                { "@value": 1, "@type": "xsd:decimal" } 
              ] 
            } 
          ] 
        }, 
  
        /* ============================================================ 
           Assurance objective 
           ============================================================ */ 
        { 
          "@id": "urn:uuid:exp-latency", 
          "@type": "icm:PropertyExpectation", 
          "icm:target": "urn:uuid:target-edge-k8s", 
  
          // Human meaning: 
          // "End-to-end latency between workload, NF chain and sensing access 
          // MUST remain below 10 ms" 
          "log:allOf": [ 
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7 End-to-end workflow  
In this section, we present workflows that illustrate the Intent creation process at each level of the DIMO 
components: t-DMO, DMO, and NCF. Specifically:   

1. t-DMO demonstrates the deployment of a 6G service using a Natural Language Intent.   
2. DMO represents the deployment of a Service Intent.   
3. NCF covers the deployment of a Service Intent (resource Intents). 

These workflows collectively show how an Intent propagates from the vertical to the 6G infrastructure. This 
progression guides the implementation activities planned for WP3 and WP4, which will be integrated into 
WP5. 

 

Figure 13. t-DMO: Natural Language Intent deployment Request (success) 

Figure 13 illustrates the successful deployment of a Natural Language Intent request from the perspective of 
the t-DMO. The process begins when the Intent Handler translates the user's request into a business intent, 
following the TMF921 structure. At this stage, the Intent Handler applies the agentic approach described in 
Section X to translate and validate the business intent with the DMO Agent. If adjustments are needed, the 
Intent Handler uses a chatbot interface to interact with the customer and refine the intent. 

Once the intent has been accurately translated and validated, the Intent Handler utilizes the TMF921 Server 
provided by the DMO to activate the intent. After activation by the DMO—propagated through the NCF to 
the 6G infrastructure—the Intent Handler initiates the LCM workflow for SLA assurance and the creation of 
the CCL. Finally, the Intent Handler notifies the customer of the successful completion of the operation. 

 

Figure 14. t-DMO: Natural Language Intent deployment Request creation (rejection)  

Figure 14 illustrates a scenario in which the Intent request is rejected. In this case, the DMO agent may deny 
the Intent due to an inability to meet certain requirements, such as Quality of Service (QoS) or geographical 
constraints. The chatbot then informs the customer of the rejection and explains the reasons behind it. 
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Figure 15: DMO: Service intent to TMF-921 Resource Intent generation and deployment 

Figure 15 The process demonstrates the effective management and deployment of a Service Intent into 
Resource Intents. When the t-DMO Client submits a Service Intent (TMF-921) to the DMO, the Native AI first 
performs conformance and validation checks to ensure compliance with TM Forum standards. After 
successful validation, the system checks the feasibility of the request by binding it to the Service Resource 
Catalogue and evaluating available services and resources. 

Once feasibility is confirmed, the Native AI generates the corresponding TMF-921 Resource Intent(s), which 
serve as the final executable artifacts of the DMO, while maintaining traceability to the original Service Intent. 
The Workflow Engine then creates an execution workflow (DAG) and submits the Resource Intent(s) through 
the Intent API (TMF-921) to the NCF Server. 

Upon receiving an activation response from the NCF Server, the Workflow Engine initiates CCL and 
monitoring processes and registers KPI/SLA checks. Runtime telemetry and intent reports from the NCF are 
fed into the monitoring loop, enabling continuous SLA evaluation. Finally, the Native AI updates the intent 
lifecycle state (e.g., Running or Fulfilled) and returns an intent status or report to the t-DMO Client, 
confirming successful fulfillment and maintaining traceability throughout the process. 
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Figure 16: DMO: Service intent to TMF-921 Resource Intent translation (Failure) 

Figure 16 illustrates how the DMO processes a Service Intent when it cannot be fulfilled due to catalogue 
binding issues. When the t-DMO Client submits a Service Intent (TMF-921) to the Native AI module, failures 
can occur at two stages: 

• Service Catalogue binding failure: If this binding fails, the DMO cannot map the intent to a supported 
service offer. This means the requested service is not available within the domain. 

• Resource Catalogue binding failure: Even if Service Catalogue binding succeeds, Resource Catalogue 
binding may fail. This indicates that no feasible combination of resources can meet the required KPIs, 
policies, or coverage constraints given the current domain capabilities. 

In both scenarios, the DMO halts processing before generating any TMF-921 Resource Intents. It then returns 
an intent status or report to the t-DMO Client, indicating that the request has been rejected or requires 
modification. 

 
Figure 17. NCF: TMF-921 Resource Intent to LMO configuration 

Figure 17 NCF-level workflow captures the internal message flow from TMF921 resource intent ingestion 
through CCL initiation and assurance assessment, followed by resource discovery inputs, cross-domain 
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configuration dispatch, and closed-loop telemetry/assurance feedback, culminating in resource and service 
status exposure back toward the DMO.  

At the NCF level, the intent creation workflow starts with the submission of a TMF921-based resource intent 
by the DMO to the Intent API, which forwards the request to the Intent Handler for validation and evaluation. 
Upon acceptance, the Intent Handler initiates the intent lifecycle by triggering the CCL workflow in the Intent 
LCM, which subscribes to observability metrics and performs assurance assessment using Native AI 
capabilities. Based on the assurance outcome, the Intent LCM dictates the required actions to the Intent 
Handler, which combines this guidance with resource availability information provided by Resource 
Discovery and dispatches the resulting configuration to the Cross-Domain Integration function for LMO-
specific enforcement, using a format that is compliant with the Common Data Model. Telemetry, inventory 
status, and assurance events are continuously fed back through Observability to the Intent LCM, while 
aggregated resource and service status information is exposed northbound to the DMO via the Resource and 
Service Exposure function. 
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8 Ethics and AI 

The 6G-INTENSE architecture is fundamentally AI-native, embedding Artificial Intelligence across all layers of 
the DIMO framework, i.e., t-DMO, DMO, and NCF, to enable intent-driven automation, CCL, and autonomous 
decision-making at a scale. While such pervasive use of AI is indispensable for managing the complexity, 
heterogeneity, and dynamism of future 6G infrastructures, it also introduces critical ethical challenges. These 
include ensuring transparency of AI-driven decisions, accountability across distributed domains, protection 
of sensitive data, fairness in automated resource allocation, and meaningful human oversight. Addressing 
these challenges is essential to build trustworthy, socially responsible, and regulation-compliant 6G systems. 

Section 2 of D1.3 [5] (“Periodic Management and Technical Report”) summarizes the recommendations 
provided by the 6G-INTENSE Ethics Advisor concerning the ethical and legal development and deployment 
of AI, data protection laws, and the ethical conduct of project activities. The report also outlines safeguarding 
measures to ensure that future implementations of the developed technologies remain ethically compliant. 
These recommendations serve as the foundation for ensuring that 6G-INTENSE Native AI algorithms adhere 
to ethical standards. 

In this section, we examine these recommendations in the context of architecture design and describe how 
we are integrating ethics and AI considerations into the project architecture. The following paragraphs 
present our approach to addressing the recommendations from D1.3. Each paragraph details how the 6G-
INTENSE architecture responds to specific ethics and AI recommendations, explicitly linking each approach 
to a corresponding recommendation from the Ethics Advisor as detailed in D1.3. For clarity, we reference the 
relevant section of the deliverable and highlight the addressed recommendation in (bold). 

Accountability and Human Oversight (section 2.3.4 of D1.3) 

A central ethical pillar of 6G-INTENSE is human-centric and intent-driven governance. Intents, whether 
expressed in natural language by verticals at the t-DMO or refined into service and resource intents at lower 
layers, serve as auditable and traceable artifacts throughout the system. This ensures a clear accountability 
chain: every automated decision taken by AI agents in closed control loops can be traced back to a declared 
intent, associated SLA, and applicable policies. Even at high levels of autonomy, humans retain control 
through intent definition, policy configuration, and exception handling, aligning the architecture with the TM 
Forum vision of autonomous networks with human oversight for governance and extraordinary situations. 

Transparency and Explainability (section 2.3.3 of D1.3) 

Transparency and explainability are further reinforced through the agentic AI approach adopted in 6G-
INTENSE. Instead of relying on monolithic AI models, the architecture decomposes complex decision-making 
tasks into multiple specialized agents (e.g., intent understanding, validation, negotiation, lifecycle 
management, and reconciliation). Each agent produces intermediate outputs and reasoning steps, enabling 
explainable decision paths and facilitating debugging, validation, and auditing. This design choice directly 
supports ethical AI principles by reducing opacity and allowing operators to understand why certain actions—
such as resource scaling, service migration, or intent renegotiation—were triggered. 

Accountability and Human Oversight (section 2.3.4 of D1.3) 

Observability plays an important role in enabling trustworthy and accountable AI operations. By 
systematically collecting metrics, logs, and traces from services and resources and associating them with 
Service and Resource Intent identifiers, the architecture provides end-to-end visibility into system behavior. 
This intent-aware observability allows AI-driven CCL to rely on verifiable KPIs rather than implicit or hidden 
signals. It also enables operators to inspect AI decisions post hoc, validate SLA compliance, and detect 
unintended behaviors. In this sense, observability acts as a technical enabler for ethical assurance, ensuring 
that AI actions remain aligned with declared objectives and operational constraints. 

Privacy and Data Governance (section 2.3.1 of D1.3) 

The architecture also explicitly addresses privacy and data protection, which are particularly critical in 6G 
scenarios involving integrated sensing, edge intelligence, and context-aware services. 6G-INTENSE follows a 
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principle of data minimization and abstraction, favoring intent-based and KPI-level information exchange 
over raw data sharing across domains. Sensitive data—such as user-related sensing information or fine-
grained telemetry—is processed as close as possible to its source within LMOs, reducing unnecessary 
exposure and supporting compliance with data protection regulations. Furthermore, observability and 
analytics components are designed to operate on aggregated and anonymized data whenever feasible, 
limiting the risk of privacy breaches while still enabling effective SLA assurance and optimization. 

Fairness, Equality and Non Discremenation (section 2.3.2 of D1.3) 

Fairness and non-discrimination are also implicit objectives of the 6G-INTENSE AI framework. Automated 
decision-making for resource allocation, service prioritization, and conflict resolution is constrained by 
explicit policies, quotas, and priority rules defined at the DMO and NCF levels. Learning-based techniques 
such as Reinforcement Learning from Human Feedback (RLHF) and Hierarchical Reinforcement Learning 
(HRL) are not left unconstrained; instead, they operate within policy-defined boundaries and are 
continuously evaluated against SLA compliance and system-wide objectives. This reduces the risk of biased 
or unfair behavior, such as systematically favoring certain tenants or services without explicit authorization. 

Accountability and Human Oversight (section 2.3.4 of D1.3) 

Finally, the 6G-INTENSE architecture adopts a responsible-by-design approach to AI, where ethical 
considerations are embedded directly into architectural principles, interfaces, and workflows rather than 
treated as external constraints. Intent-driven governance, agentic and explainable AI, observability-based 
accountability, distributed data processing, and human oversight together form a coherent ethical 
framework for AI-enabled 6G infrastructures. By integrating these mechanisms at the architectural level, 6G-
INTENSE provides a robust foundation for deploying autonomous 6G networks that are not only efficient and 
scalable, but also trustworthy, transparent, and aligned with societal and regulatory expectations. 
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9 Conclusions  

This deliverable has presented the final overall architecture of the 6G-INTENSE project, consolidating and 
refining the architectural vision initially introduced in D2.3. The proposed architecture addresses the 
fundamental challenges of future 6G systems—extreme scale, heterogeneity, multi-stakeholder 
environments, and stringent service requirements—by introducing a novel intent-driven, AI-native 
management and orchestration framework. At its core, the Distributed Intent-driven Management and 
Orchestration (DIMO) framework establishes a clear separation between business, service, and resource 
management through the t-DMO, DMO, and NCF layers. 

A key contribution of this work is the systematic integration of Native AI across all architectural layers. AI is 
not treated as an external optimization tool but as a foundational capability embedded into intent handling, 
lifecycle management, closed control loops, and observability. By leveraging advanced techniques such as 
Large Language Models, Reinforcement Learning from Human Feedback, and Hierarchical Reinforcement 
Learning, the architecture enables natural language-based intent specification, autonomous service 
composition, proactive SLA assurance, and continuous adaptation to dynamic network conditions. The 
adoption of agentic AI and standardized interfaces (TMF921, A2A, MCP) ensures scalability, interoperability, 
and explainability. 

Another major innovation lies in the introduction of the Network Compute Fabric (NCF), which provides a 
unified abstraction of heterogeneous 6G resource pools spanning radio, networking, computing, and sensing 
domains. Combined with comprehensive observability and intent-aware monitoring, the NCF enables 
infrastructure-aware decision-making and fine-grained closed-loop automation. This approach significantly 
advances the state of the art in zero-touch management, supporting highly dynamic scenarios such as far-
edge deployments, federated domains, and integrated communication and sensing. 

The deliverable provides a comprehensive description of the architecture needed for implementation, 
including detailed information on interfaces, workflows, and service blueprints. 

In conclusion, the 6G-INTENSE architecture establishes a coherent, standards-aligned, and ethically grounded 
blueprint for future 6G infrastructures. It provides both a conceptual framework and concrete architectural 
specifications that can be implemented, validated, and extended in subsequent project work packages and 
beyond. By unifying intent-driven management, AI-native automation, observability, and ethical governance, 
6G-INTENSE lays the foundation for scalable, trustworthy, and fully autonomous 6G networks capable of 
supporting the next generation of digital services and vertical applications. 

. 
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