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Executive Summary 

As described in the deliverables of WP2, the vision of 6G-INTENSE is a new architecture model that 
separates service management and resource management, creating a novel paradigm that leverages 
intents as a main driver for the specification of requirements and constraints. This framework is the 
Distributed Intent-driven Management and Orchestration (DIMO) framework. The latter consists of 
three core components: the Tenant Domain Manager and Orchestrator (t-DMO), the Domain Manager 
and Orchestrator (DMO), and the Network Compute Fabric (NCF).  

The integration of the tenant Domain Manager and Orchestrator (t-DMO) and the Domain Manager and 
Orchestrator (DMO), which are key elements of the 6G-INTENSE architecture, are presented in 
Deliverable 3.2. The Deliverable 3.2 relies on the initial innovations and algorithms supporting the 
Native AI toolkit to be integrated in t-DMO and DMO.  

The Deliverable D4.3 goes one step further and presents the different components of the Network-
Compute Fabric Abstraction (NCF) framework, developed within the Task T4.4 (“Integration of Domain 
Manager and Orchestrator (DMO) and abstraction frameworks”), some of which have been reported as 
innovations in deliverables D4.1 and D4.2. Towards this T4.4, is responsible for the development and 
integration of the components and interfaces that make the DMO and the abstraction framework. The 
NCF is the abstraction framework that delivers a unified control plane and allow for the conflict 
resolution across the different LMOs (Local Management and Orchestrators). 

As defined in the objectives of Task 4.4., the deliverable D4.3. reports on the initial steps for the 
Integration of the components related with the Intent Lifecycle Management, the integration with the 
different LMOs and the integrations of Native AI tools into the NCF. Furthermore, the integration 
between LMOs is possible through the use of SD-WAN, which is fully supported by the NCF through the 
SD-WAN controller. This deliverable reports on the technological tools adopted for the realization of the 
different components and details the implementation of the different components and interfaces of the 
NCF.  

Specifically, we detail how, by using the NCF as an abstraction of the different resources present in a 6G 
network, we enable the management of different LMOs in the Cloud-Edge Continuum. In this first 
integration cycle, we extend the Edge-Cloud Continuum Manager (ECCM) to the northbound interface 
by ingesting TMF-921 intents, invoking the Intent Handler for translation, and dispatching the resulting 
resource requests to the appropriate LMO domains through an API gateway. Furthermore, we provide 
information on how the Resource Abstraction and Exposure is tackled in the context of the NCF. To 
ensure the communication between LMOs in the Cloud-Edge Continuum is possible, we adopted the use 
of the SD-WAN paradigm allowing us to manage the connection between LMOs programmatically. 

One of the key innovations of the NCF is the abstraction over the capabilities of the different LMOs. The 
Joint Communications and Sensing (JCAS) is a type of service that requires extra adaptations. For that 
reason, we present 2 components that tackle both the Orchestration of JCAS Composite Services at the 
Edge, and also the JCAS Data Preparation for Network Adaptations. In addition, we introduce Native AI 
capabilities to enable automation in the resource domain and generates validated Kubernetes manifests, 
which are then submitted to the target LMO. We implemented a Zero-Touch Closed-Loop Operations 
Agent as the Native AI component that automates the observe–reason–act–verify cycle in Kubernetes 
domains. 

To ensure the dynamicity and the automation of the Resource Domain, we present how we adopt LLMs 
for the Translation of Resource Intents into Actions. Their performance in dealing with translation of 
intents based on examples helps the automation of the translation of Intents. However, the existence of 
syntax and semantic validation is suggested to minimize hallucinations. Taking advantages of LLMs for 
creating Autonomous Agents to perform task, we adopt of Closed control-loops Operation Agents with 
Deployment Onboarding, which are able to follow a given set of tasks predefined beforehand. The agent 
operationalizes intent compliance, remediation, and optimization ensuring operationalization of the 
Observe, Orient, Decide, Act (OODA) loop. The operationalization of the OODA through this agent 
enables autonomous operations for managing external LMOs, e.g.: Edge LMO. 
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It has to be noted that the aim of tis deliverable is the description of the integration of the NCF 
components. 
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1 Introduction 
The primary objective of the 6G-INTENSE project is to propose a new system architecture for 6G, 

positioning it as a “Smart Service Execution Platform.” Within Work Package 4 (WP4), the 6G-INTENSE 

seeks to define the necessary enablers, algorithms, and their integration to achieve the following: 

• Separation of service and resource management using the concept of Domain Management and 
Orchestrator (DMO), Network Compute Fabric (NCF), and Local Management Orchestrator 
(LMO) 

• Leverage emerging sensing capabilities to increase the dependability of the Deep Edge  
• Native AI toolkit that defines the needed functions for Intent Management: 

o Intent life cycle handling: LLM, Reasoning function 
o Closed Control Loop (CCL):  Reinforcement Learning with Human Feedback (RLHF) 

• Novel and programmable overlay networking technologies for Compute Inter-Connection (CIC) 
using SD-WAN. 

The integration of the tenant Domain Manager and Orchestrator (t-DMO) and the Domain Manager and 
Orchestrator (DMO), which are key elements of the 6G-INTENSE architecture, are presented in 
Deliverable 3.2. The Deliverable 3.2 relies on the initial innovations and algorithms supporting the 
Native AI toolkit to be integrated in t-DMO and DMO.  

To date, the initial architectures for NCF have been described in Deliverable D2.3, while Deliverables 
D4.1 and D4.2 [3]  have presented a set of enablers for NCF, comprising algorithms and solutions 
covering JCAS, SD-WAN, resource exposure, and the edge-cloud continuum manager. This deliverable 
documents, the initial implementation and integration efforts related to NCF, with all components 
implemented as stand-alone building blocks and validated within the respective local testbeds, and it 
includes the innovations from D4.1 and D4.2 that are mature enough for integration into the NCF, 
mapping them into the NCF architecture.  

Modules that remain at specification level with the upstream dependencies or that require further 
standard alignment interfaces and policies before implementation are scheduled for integration and 
validation in the upcoming deliverable. Hence, for components without full experimental results, we 
provide interface definitions and validation rules to enable implementation and integration in the 
upcoming deliverable. Overall, this deliverable marks a significant milestone in the 6G-INTENSE 
architecture design, demonstrating how the conceptual models established in earlier phases have been 
realized as functional building blocks and early software modules. 

1.1 Mapping 6G-INTENSE Outputs 

The purpose of this section is to map 6G-INTENSE Grant Agreement commitments, both within the 
formal Deliverable and Task description, against the project’s respective outputs and work performed. 

Table 1: Adherence to 6G-INTENSE GA Deliverable & Tasks Descriptions 

6G-INTENSE Task 
No. and Title 

6G-INTENSE GA 
Task Description 

Respective 
Document 
Chapter(s) 

Justification 

DELIVERABLE 

D4.3-Initial report of NCF integration: Description of the proposed solutions for the integration of 
NCF abstraction framework 

TASKS    

Task T4.4 – 
Integration of the 
DMO and 

This task will 
perform the 
integration of the 
DMO and Network-

Section 2, 

 Section 3, 

 Section 4, 

Section 2, addresses the design of 
the 6G-INTENSE architecture and 
presents the role of NCF. 
Furthermore, it draws a light into 
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abstraction 
frameworks 

Compute Fabric 
Continuum 
framework, while 
leveraging the HRL 
framework from 
T3.2 for cross-
domain intent 
propagation and 
coordination. Thus, 
a fully integrated 
framework that 
delivers unified 
controllability and 
conflict resolution 
across Autonomous 
Domains will be 
delivered, ready for 
deployment and PoC 
validation. This 
integration effort 
will also involve the 
development of the 
interfaces of the 
unified DMO 
framework, 
southbound and 
northbound 
interfaces that will 
allow intent to be 
propagated towards 
the Infrastructure 
Plane, leveraging on 
and extending the 
relevant TMForum 
APIs. 

 the components of the NCF such as 
the Native AI toolkit and the 
interactions with the LMOs. 

 

Section 3, addresses the 
integration of the different 
components of the NCF. In specific, 
it presents the mapping of the 
different components into the 6G-
INTENSE architecture. These 
components are mainly the Edge-
Cloud Continuum Management for 
multiple LMOs support, the 
Resource Abstraction and 
exposure, the Interconnection with 
the SD-WAN, the Orchestration of 
the JCAS Composite Services at the 
Edge and the JCAS Data 
preparation Services for Network 
adaptations.  We present for each 
of them the technological tools 
adopted and detail the 
implementation of the 
components. 

 

Section 4, presents how the Native 
AI components are integrated into 
the NCF. These components 
provide the LLM-based translation 
and the closed-control loops that 
enhance the Intent Lifecycle 
Management. 

IMPORTANT NOTE 

The aim of this deliverable is to describe the integration of the NCF components. The integration of 
the t-DMO and DMO components are described in the deliverables of WP3. 

1.2 Deliverable Overview and Report Structure 

In this section, the document structure is provided with a brief description of each chapter: 

• Chapter 1: This chapter introduces the deliverable and maps the outputs of the deliverable with 
the project’s Grant Agreement. 

• Chapter 2: This chapter gives a background on the 6G-Architecture and presents the NCF and its 
components, making a recap of the different related works. 

• Chapter 3: This chapter details all the components of the NCF, excluding the Native AI that is 
described in Chapter 4, detailing the technological tools adopted for the development of each 
solution and the implementation details. 

• Chapter 4: This chapter presents the two components of Native AI in the framework of the NCF. 
Specifically, the Native AI components in the NCF focus on resource-intent translation and 
closed-loop (CCL) automation that operate at the NCF layer. These components and the 
implementation techniques are explained in detail. 
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2 Background and Conceptual Foundations  
The DIMO is the 6G-INTENSE vision for a new architecture that separates service management and 
resource management. The DIMO framework adopts the use of intents for the specification of 
requirements and constraints across the different autonomous domains. The DIMO framework as 
defined in deliverable D2.3 [1] , is depicted in  Figure 1, and embodies the tenant Domain Manager and 
Orchestrator (t-DMO), the Domain Manager and Orchestrator (DMO), and the Network Compute Fabric 
(NCF). The t-DMO and the DMO are tied with the service ordering and service management, the NCF 
serves as an abstraction Framework that fuses both the computing and connectivity resources available 
at the different Local Management and Orchestrator (LMO). 

 

Figure 1: 6G-INTENSE general architecture. 

A key component of the DIMO paradigm is the NCF Abstraction framework, which fuses connectivity 
and computing under a single entity. The goal of NCF is to abstract resource pools composed of 
heterogeneous computing and networking resources from different infrastructure providers and 
expose them through unified intent-based interfaces to the DMOs, forming the concept of the Cloud-
Edge Continuum (CEC). In this way, the NCF acts as a unifying entity of all Orchestration Domains and 
separates service and resource orchestration to ensure scalability. Moreover, the NCF has the role of 
managing and orchestrating the heterogeneous resource pools through interaction with LMOs, 
technology-dependent domains exposing management interfaces to the NCF.  

The process of CEC resources management, including information collection and resource configuration, 
is realized through the various southbound CEC platforms (LMOs) that will be supported in 6G-
INTENSE. In order to support the heterogeneity of the resources that compose the CEC, different LMOs 
will be responsible for handling the various resource types, namely:  

• π-Edge platform for Cloud/Edge resources  

• Open Radio Access Network (O-RAN) for Radio Access Network (RAN) resources  

• Joint Communication and Sensing (JCAS) Local Domain for deep-edge resources  

• SD-WAN Controller for the interconnection of CEC nodes.   

Also, the pervasive integration of Native AI in a transversal manner across all the DIMO components 
mentioned earlier. This integration enables comprehensive intent management and decision-making 
across multiple domains. Native AI facilitates a range of essential functions, including intent translation, 
decomposition, reasoning, conflict resolution, actuation, and assurance. This deliverable thoroughly 
examines the role of Native AI within each architectural component and introduces the initial 
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framework for Zero-Touch Automation, leveraging AI-driven capabilities to enhance automation and 
adaptability.  

The architecture of the NCF, as depicted in Figure 2 and is detailed in Deliverables D2.3[1]  and D4.1[2] , 
comprises several core components, each addressing a key aspect of resource management and 
orchestration. The main building blocks are the following:  

• Intent Manager: Responsible for processing, validating, and managing the lifecycle of resource 
intents. It translates service requests (i.e., resource intent) into technological resource-level 
objectives, aimed to be adapted for comprehension by the LMOs.  

• Common Data Model: A unified and extensible information model that supports seamless 
interaction between the DMO and NCF.  

• Resource Discovery: Continuously monitors and updates the inventory of available resources. 
It maintains catalogues of compute, network, and sensing resources exposed by LMOs (e.g., 
cloud, edge, deep edge, SD-WAN) and supports dynamic onboarding/offboarding of resource 
pools.   

• Observability: The Observability engine collects metrics and events from LMOs and 
infrastructure elements, feeding performance and QoS data into a centralized knowledge base.  

• Cross-Domain Integration: This layer interfaces with the LMOs that manage a range of 
heterogeneous technological domains (e.g. Radio, Cloud/Edge, Deep Edge) and exposes unified 
APIs for resource provisioning, telemetry collection, and enforcement of configuration 
commands.   

• Native AI Toolkit: AI models, reasoning mechanisms, and closed-control loops are embedded 
to support autonomous decision-making by NCF. These include Large Language Models (LLMs) 
for intent decomposition, Machine Reasoning for resource optimization, and Reinforcement 
Learning for dynamic policy adjustment.  

 

Figure 2: NCF components. 

Deliverables D4.1[2] and D4.2[3]  covered the algorithms and mechanisms that support the functionality 
NCF components. In this deliverable, we focus on integrating these components by presenting the 
technological tool that enables their operation. We also evaluate their performance through real-world 
testing and, when direct experimentation is not feasible, through simulations. D4.1 and D4.2 introduced 
the key innovations of the NCF: the abstraction layer, SD-WAN, and JCAS integration. 

In the following section, we present an initial integration of the NCF components from two perspectives: 
implementation (identifying the required technological tools) and performance (providing a 
preliminary validation of each component prior to full integration). Specifically, we present the: 
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• Edge-Cloud Continuum Manager: Implements a significant portion of the Cross-Domain 
Integration layer’s functions. 

• Resource Abstraction and Exposure: Implements key functions of Resource Discovery and 
Exposure. 

• SD-WAN LMO: Enables compute interconnection through an overlay layer. 
• NCF Resource Management: Also known as Composite Services at the Edge using the STEP-M 

framework; this component is essential for NCF’s management of JCAS , where MS are activated 
to exploit JCAS functionalities as requested by the tenant.  
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3 Network Compute Fabric Integration 
In this chapter, we present different components that bridge the NCF and the different LMOs. We explain 
how the different components described in the rest of the chapter correspond to the blocks detailed in 
the architecture of NCF presented in Figure 2. 

3.1 Edge-Cloud Continuum Management for multiple LMOs support 

3.1.1 Description 

The NCF aims to provide a unified layer of interoperability between various technological domains and 
create a CEC of infrastructure resources to seamlessly deploy services and network functions.  

The Cross-Domain Integration layer of the NCF (see Deliverable 4.1[2] ) ensures LMOs can interoperate 
efficiently with the NCF through a unified layer for the seamless integration of CEC resources. It enables 
the dynamic management of resource pools, the interoperability among diverse network and compute 
orchestrators, the optimal resource allocation, the generation of LMO-specific policies and 
configurations and resource actuation.  

A large part of the Cross Domain-Integration layer’s functionalities is implemented through the 
exploitation and extension of existing technological tools and solutions, such as ICOM’s ECCM and π-
Edge platforms. 

3.1.2 Technological Tools adopted  

The solution described in the current chapter implements a large part of the Cross-Domain Integration 
layer of Network-Compute Fabric, as well as the Intent API, and is responsible for  

• receiving TMF921 resource intents from the DMO, 
• providing the resource intents to the Intent Handler regarding their translation, 
• acquiring the translated resource intents from the Intent Handler and 
• requesting the appropriate resources/configurations from the respective LMOs.  

To this end, ICOM’s ECCM has been adopted and is being extended as described in Deliverable 4.1 [2] . 
ECCM is a solution developed by ICOM, which implements an abstraction layer for the management of 
multiple edge clouds (i.e., ICOM’s π-Edge cloud-native edge management platform). The main 
responsibility of ECCM is to orchestrate the entire facility in an optimal way by utilizing an intent-driven 
optimization algorithm as well as ML predictions, in order to define the optimal service placement 
among the edge clouds and nodes, based on the service requirements and available resources per node, 
as expressed by the intent language.  ECCM’s high-level architecture and components are depicted in 
Figure 3.  

 

Figure 3: ICOM’s Edge Cloud Continuum Manager architecture. 
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ECCM provides an API Gateway as a northbound interface with users or other components (e.g., DMO), 
which enables it to receive requests and assign them to the Application Orchestrator. This component 
receives requests detailing services to be executed and their requirements while employing 
optimization methods to decide the optimal placement for the requested service deployment. In 6G-
INTENSE scope, the API Gateway will be extended to receive the TMF921 resource intents provided by 
the DMO and providing them to the Intent Handler for reasoning, parsing, decomposition, negotiation 
and management.  

Another significant component of ECCM is the Application Orchestrator, which in general implements 
an optimization algorithm, aiming to optimally perform decision-making regarding the placement and 
deployment of the requested services in Edge-Cloud nodes, and specifically through the use of π-Edge 
platform. The optimization algorithm that has been implemented by ECCM provides an optimal 
user/network experience and thus has introduced the notion of the optimization strategy, a 
combination of attributes that the placement wants to satisfy each time. The available parameters are 
divided into hard requirements (i.e., the minimum amount of computing resources needed to run a 
service) and soft requirements (i.e., preferences regarding the service deployment e.g. need to maximize 
bandwidth, minimize energy etc.). The latter and their importance play a role in creating the 
optimization strategy, which is taken into consideration during service placement. Examples include:  

• CPU: The compute power that the service intends to use. If the node under consideration cannot 
provide the required computing power to the service, it is automatically rejected.  

• RAM: The memory the service intends to use. If the node under consideration cannot provide 
the required memory to the service, it is automatically rejected.  

• Energy: The metric relates to energy consumption. According to related research, idle 
processors consume relatively little energy, and this increases sharply when the processor starts 
to be used, and then the increase is relatively linear. Therefore, when taking this attribute into 
account, the algorithm tries to place services on nodes that are not idle.  

• Duplication Space: This attribute exists to provide preference to nodes that will allow the service 
to create more copies of itself on the node where it will be placed, if needed.  

• Prioritize Full: This attribute, if used in the optimization strategy, gives points to nodes that tend 
to fill up with memory and computing power demands.  

• Prioritize Empty: This attribute, if used in the optimization strategy, gives points to nodes that 
are not using a large percentage of their computing power and memory.  

• Prioritize Underloaded Clusters: This attribute gives weight to placing services in clusters that 
are less loaded.  

• Location Requested: If the user requests their service to be placed in a specific cluster, this 
attribute will give more weight to the nodes of that cluster.  

• Load Prediction: This attribute collaborates with ML models to predict the consumption of nodes 
at the future. In other words, the predicted future state of the nodes is taken into consideration 
for deciding the service placement.  

• Same Node Bias: This attribute is used when we have a PaaS Service, which consists of many 
Service Functions, and, if selected, it indicates that the services must be placed on the same node 
(often requested for simplicity reasons).  

The Application Orchestrator will receive the output of the Intent Handler, which will be the translated 
TMF921 resource intents, after the latter processes the resource intents (received by the DMO through 
ECCM’s API Gateway) and determines the placement by interacting with the NativeAI plane. Based on 
this, the Application Orchestrator will initiate the necessary communications and components to 
request the appropriate resources and configurations from the involved LMOs. In the case where π-Edge 
LMOs are involved concerning edge/cloud resources, it will utilize its optimization algorithm to 
determine the optimal placement among different π-Edge platforms. 

Moving on with the next component of ECCM architecture, the Infrastructure Orchestrator performs 
the overall management and orchestration of the underlying infrastructure and nodes (e.g., register a 
new node to an Edge-Cloud), while the System Catalogue maintains repositories for the registered 
Edge-Clouds, nodes, services, and topology.  
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ECCM also offers a Monitoring Service, which provides access to monitoring metrics of each underlying 
cluster, e.g., CPU/RAM usage. Finally, the communication with the underlying edge clouds and their 
respective LMOs (i.e., π-Edge) is realized through the Southbound Interface-Connector, which 
essentially constitutes a communication client for π-Edge.  

Another technological tool that is being exploited is ICOM’s π-Edge platform is a cloud-native edge 
management system, focusing on Edge-Cloud computing resources, designed to automate, maintain, and 
enable the interoperability of services throughout their lifecycle within Edge-Cloud environments. π-
Edge handles the proper management and use of edge resources and performs optimal service 
placement across the nodes it orchestrates. It reduces the overhead for managing edge resources by 
integrating Platform-as-a-Service (PaaS) and Function-as-a-Service (FaaS) models. PaaS is used for 
persistent services (e.g., authorization and storage), while FaaS handles serverless services triggered by 
specific events.  

Some key components that are included in π-Edge’s high-level architecture (as shown in Figure 4) are 
the following:  

• API Gateway: Simplifies user interaction with the Edge-Cloud through APIs for user 
authentication, service management, and cluster control. 

• Edge Intelligence Agent: Passes requests from one component to the other. 

• Monitoring Service: Uses Prometheus and Grafana for real-time monitoring and visualization 
of edge resources like CPU, RAM, and network usage. It also features alert systems through 
Prometheus and an alert manager for performance threshold breaches. The Prometheus 
services installed are the following:  

o Prometheus-operator: The core of the monitoring system, responsible for managing 
other system micro-services. 

o Kube-state-metrics exporter, node-exporter, blackbox-exporter: Responsible for exporting 
metrics about the resource usage for both physical infrastructure and the micro-services 
installed on the cluster. 

o Prometheus Server/prometheus-adapter: Responsible for collecting metrics from the 
above services as well as for storing the data in relevant databases. 

o Grafana: Responsible for handling requests for measurements from the databases as 
well as for the visualization and analysis through multiple interactive graphs. 

o Alertmanager: Responsible for managing alerts in case a measurement exceeds a 
predefined upper limit. It takes care of sending notifications to the right recipients via 
email. 

• Edge Catalogue: Manages a registry of PaaS and FaaS, service functions, and nodes in the Edge-
Cloud. It stores information on resource requirements, scaling policies, and installation 
parameters. 

• External Services: Connects the platform with other services, such as security analytics or 
dataspace connectors. 

• Cluster Manager: Manages Kubernetes and Docker Swarm clusters and facilitates automations 
in service deployment and scaling. 

• MEC services: Incorporates the ETSI MEC Location API [4]  into π-Edge. Key Location APIs that 
are supported include: 

o UE Distance Lookup: Calculates the distance between two UEs or a UE and a specific 
point, returning the result in JSON format. 

o UE Location Lookup: Retrieves the location of UEs based on filters, providing details in 
JSON format. 

o Nearby UE(s): Finds UEs within a defined zone, returning the list and location details in 
JSON format. 
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Figure 4: The architecture of ICOM’s π-Edge LMO. 

3.1.3 Implementation Details of Edge-Cloud Continuum Manager 

As described in Deliverable 4.1[2] , the ECCM platform is extended appropriately to receive TMF921 
intents and support multiple different LMOs managing a variety of technological domains and create an 
interoperability layer for all the different LMOs that will be supported in the project, in order to 
seamlessly integrate the CEC resource types (i.e., RAN /SD-WAN / Edge-Cloud resources, JCAS) and 
make the service instantiation procedure resource-agnostic to the requesting entities (i.e., DMOs).  

More specifically, the API Gateway of ECCM will be built as the implementation of the NCF’s NBI to 
receive resource intents in TMF921 format and communicate with the Intent Handler to forward these 
intents for processing. The processed (i.e., translated) resource intents will be sent by the Intent Handler 
to the responsible component of ECCM (i.e., Application Orchestrator or new) in order to be forwarded 
to the involved LMOs.  

Also, the Southbound interface - Connector of ECCM is being extended in order to support four 
communication clients in total: 

• π-Edge client: A plugin for communication with the Edge/Cloud domain (already existing) 

• O-RAN client: A plugin for communication with the RAN domain 

• SD-WAN client: A plugin for communication with the SD-WAN domain 

• JCAS client: A plugin for communication with the JCS Local domain. 

The described extensions (which will take place on the baseline shown in Figure 3: ICOM’s Edge Cloud 
Continuum Manager architecture.) are depicted in Figure 5: 
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Figure 5: ECCM implementation extension. 

The π-Edge client incorporates the Hypertext Transfer Protocol (HTTP) RESTful NBI offered by π-Edge 
platform (selected endpoints of which are shown in Figure 6), which includes interfaces mainly related 
to the management of service functions and PaaS services (example service function/PaaS models are 
depicted in Figure 6 and Figure 7), such as:  

• User authentication,  

• Cataloguing services towards registration, update, deletion and retrieval of service functions 
and PaaS services,  

• Deployment, update, termination, and status retrieval of service functions or service chains,  

• Deployment, update, termination or status retrieval of PaaS service instances,  

• Addition, removal, initialization, status retrieval, and information retrieval of edge nodes. 
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Figure 6: π-Edge platform’s key endpoints for service functions/PaaS management. 

 

Figure 7: Example service function and Paas service data models. 
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The O-RAN client incorporates the HTTP RESTful NBI offered by OAI O-RAN SMO (shown in Figure 8), 
which includes interfaces mainly related the xApps lifecycle management.  

 

Figure 8: OAI Open RAN SMO endpoints.  

The SD-WAN client incorporates the HTTP RESTful NBI offered by the SD-WAN Controller (selected 
endpoints of which are shown in Figure 9), which includes interfaces mainly related to overlays 
management and monitoring.  

 

Figure 9: Key SD-WAN endpoints for overlays management and monitoring. 
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Similarly, the JCAS client will incorporate the JCAS endpoints that will be provided for configuration 
and information collection from the JCAS local domain, in a relevant format (e.g. HTTP RESTful 
endpoints with JSON structure). 

The implementation of the communication clients has been ongoing, using Python requests library to 
support HTTP requests. The current northbound interface of ECCM, which is depicted in Figure 10, is 
being extended to expose the endpoints of all four LMOs in a unified manner, as a Python REST API using 
Flask web framework and handling the HTTP requests with Connexion framework. 

 

Figure 10: The current Northbound Interface of ECCM platform. 

3.2 NCF’s Resource Abstraction and Exposure 

3.2.1 Description 

In complex, heterogeneous environments like 6G telecom networks, orchestrators require a clear view 
of available network resources to optimize their use. The Resource Exposure Framework is a 
lightweight, useful tool that exposes information about the LMO sites’ resources to the DMO level. As 
described in D4.1, the Resource Exposure Framework is a multi-component system deployed across two 
main sites: the LMOs and the Resource Federation and Aggregation Controller (RFAC) of the NCF. 
Resource Exposure is a key component of the NCF, providing an abstraction layer for available resources 
to the DMO. 

3.2.2 Technological Tools adopted  

On the LMO side, the framework hosts the Resource Exposer components, which consist of four main 
modules. The first is the Exposer API, acting as the main entry point for serving cached exposure metrics. 
These metrics are collected and stored in a cache database by the Collector component. The Collector is 
built as a plugin-based system to accommodate the heterogeneity of metric sources across LMOs. 
Currently, a Prometheus Collector plugin is provided by default, while LMOs using different monitoring 
systems can develop their own plugins. At the RFAC level, the framework includes two main 
components: the Northbound Interface (NBI) and the Aggregator. The NBI is responsible for registering 
exposers, aggregating metrics, and providing them to higher-level components within the DMO. The 
high-level software architecture of the Resource Exposure Framework is illustrated in Figure 11. It 
illustrates the main components deployed across the LMO and RFAC sites, and their interactions for 
metric collection, aggregation, and exposure.  

All framework components are developed in Python. The Collector is compatible with multiple message 
brokers, including Redis, RabbitMQ, and Apache Kafka. Furthermore, the framework is designed to 
operate within containerized environments such as Kubernetes, Docker Compose, and OpenShift., which 
in the context of 6G-INTENSE correspond to computing LMOs.  
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Figure 11: High-level implementation architecture of the Resource Exposure Framework. 

3.2.3 Implementation Details 

For this component’s implementation, we chose Kubernetes as the computing LMO. Kubernetes is 
widely regarded as the de facto platform for managing cloud-native workloads. All computing LMOs 
used in the various 6G-INTENSE proofs-of-concept are based on Kubernetes. 

To simplify, the Kubernetes (k8s or k3s) deployment architecture is illustrated in Figure 12. It depicts 
the deployment of the framework across two clusters located in different regions, showing the grouping 
of components, service exposure, and storage configuration for the DMO and RFAC sites. Although the 
software architecture defines multiple components for each part, some of them are grouped within the 
same container to simplify deployment. In the DMO cluster, the Exposer API, Collector, and its plugin 
are packaged within a single container running in a Kubernetes Pod. Only the API port is exposed to 
serve as the entry point. Internally, the Pod is accessed via a Kubernetes ClusterIP Service, which 
ensures stable communication despite the ephemeral nature of Pods. The default message broker is 
RabbitMQ, deployed as a separate Pod to allow independent scaling. This Pod is also exposed internally 
through a ClusterIP Service. By default, Prometheus is used as the metric source, and a Helm chart is 
provided to facilitate the deployment of all components within the DMO cluster. In the RFAC cluster, a 
single Pod hosts the Discovery component. The Discovery service implements a DNS mechanism backed 
by a local SQLite database for simplicity. Since SQLite stores data in a file, the Pod requires access to a 
persistent local volume. Currently, hostPath volumes are used and mounted into the Pod, but any file-
based volume type can be employed for this purpose. 
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Figure 12: Kubernetes deployment architecture of the Resource Exposure Framework across two regional 
clusters. 

To expose resources at the LMO level, the Exposer provides an API built around a set of GET endpoints. 
The API is organized into four Flask blueprints. The first blueprint publishes general information about 
the underlying infrastructure, such as the type of energy it uses (brown or green) and whether the node 
is a cloud server or an edge device, as illustrated in Figure 13. 

 

Figure 13: General infrastructure information exposed by the first API blueprint. 
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Beyond this, the Exposer provides detailed information about device-level metrics. These metrics are 
grouped into two categories: compute and network resources. Compute resources include memory, 
CPU, and disk, and the API reports their usage, capacity, and available resources in detail, as illustrated 
in Figure 14. 

 

Figure 14: Detailed compute resource metrics, including CPU, memory, and disk usage, capacity, and 
availability. 

Network resources mainly cover packet loss on the device's physical network interfaces, the latency 
between the server and other nodes, jitter, and throughput on the physical interfaces. These metrics are 
exposed by the API as shown in Figure 15. 
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Figure 15: Network resource metrics exposed by the API: packet loss, latency, jitter, and interface 
throughput. 

As mentioned earlier, the RFAC collects information from the LMOs, aggregates it, and exposes it 
through its NBI. The RFAC provides two types of APIs: an SBI for Exposers to register and unregister, 
and an NBI for DMO clients to retrieve metrics. The RFAC aggregates the detailed metrics received from 
the LMOs and returns only the necessary summarized information to the DO client. The list of available 
endpoints is shown in Figure 16. 

 

Figure 16: RFAC API endpoints, including the SBI for Exposer registration and the NBI for delivering 
aggregated metrics to DMO clients. 

To validate the opration and assess the performance of the proposed solution, we conducted 
experiments on low-resource devices. This choice is motivated by the requirement for the Resource 
Exposer (RE) to operate on every computing node across the continuum. Therefore, testing on resource-
constrained devices, representative of edge and far-edge node, is crucial to ensure that the exposer can 
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function efficiently in all environments. Specifically, we used a Raspberry Pi 4 model equipped with a 
Broadcom BCM2711 quad-core Cortex-A72 (ARM v8) 64-bit processor running at 1.5 GHz and 8 GB of 
DDR4 RAM. The device ran the 64-bit desktop version of Ubuntu 22.04. For software components, we 
used Redis Stack as the broker for the exposer. Additionally, we evaluated the solution using both K3s 
v1.31.0 and KubeEdge v1.18.1—two lightweight container orchestration platforms commonly used on 
edge devices—each running on top of containerd v1.7.22. 

Our experiments focused primarily on the exposer component, as it represents the most performance-
sensitive part of the system. This component must operate with minimal resource usage and low latency 
when serving requests. Over a one-week period, we measured the computing resources consumed by 
the exposer while varying the data collection interval from 20 seconds to 1 second, the latter 
representing a highly demanding computational scenario. Figure 17 (left) illustrates CPU consumption 
as the collection interval decreases. Even at a 1-second interval, both the exposer and the broker 
consume less than 0.04 CPU. This indicates that both components maintain very low CPU usage, even 
under high-frequency data collection, confirming their suitability for low-resource edge environments. 
Figure 17 (right) shows memory consumption in bytes. The results show the components maintaining 
low CPU and stable memory usage, even at high data collection frequencies. The exposer’s memory 
footprint remains stable across all collection intervals, demonstrating that its memory usage is largely 
independent of the data collection frequency. In contrast, the broker exhibits a moderate increase in 
memory consumption as the interval shortens to 1 second; however, it still consumes only 8.51 MB, 
which is relatively small for such a high-frequency workload. This increase is mitigated by the purge 
mechanism described in the previous section. 

 

Figure 17: CPU and RAM consumption on different data collection intervals for the Exposer and Broker on  
Raspberry Pi 4.  

We also evaluated the RE’s response time and compared it with that of Prometheus, a well-known open-
source system monitoring and alerting toolkit. We measured the average response time under different 
levels of concurrent requests; each scenario executed over 50 trials. Figure 18 illustrates that the 
response time for both the exposer API and the Prometheus API increases with the number of 
simultaneous requests. The exposer demonstrates approximately twice faster responses due to its 
lightweight caching mechanism in the broker. However, Prometheus consistently takes about twice as 
long to respond compared to the exposer API. This improvement is primarily due to the temporary 
caching of metric results in the broker, allowing the exposer to retrieve data much faster than solutions 
relying on full time-series database queries. 
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Figure 18: Average response time comparison between the exposer API and Prometheus API under 
different numbers of concurrent requests. 

3.3 SD-WAN LMO: Compute (cloud and edge) Interconnection with SD-WAN 

3.3.1 Description 

The SD-WAN LMO plays a key role in ensuring the interconnection of cloud and edge computing nodes 
distributed across different domains. It provides interfaces that allow the NCF to leverage transport 
network capabilities, such as interconnecting nodes through overlay networks and applying intent-
based QoS and traffic-engineering rules. SD-WAN ensures that service meshes deployed over 
heterogeneous computing sites maintain their required SLA in terms of latency and throughput, reacting 
to underlying network performance changes reported by the monitoring service. This enables the NCF 
to treat connectivity as a resource alongside compute, ensuring that distributed services operate over a 
predictable and SLA-compliant transport layer. 

Building on the architectural overview in D2.3 and D4.1, we will present work that instantiates the SD-
WAN domain as a Transport Network Local Management Operator integrated within the Network-
Compute Fabric. 

3.3.2 Technological Tools adopted  

The SD-WAN controller is implemented as a logically centralized service exposing a Northbound 
Interface that the NCF can invoke to request overlay lifecycle operations, traffic class management, and 
telemetry. On the controller’s Southbound side, lightweight gRPC/HTTP agents run on each Edge device 
to receive configurations and program the data plane. Figure 19 shows a high-level software 
architecture of SD-WAN. 

The SD-WAN Controller acts as LMO for the transport network. It includes several functional modules 
such as the Overlay Manager, responsible for creating and maintaining overlay tunnels between sites 
using encapsulation mechanisms like VXLAN or GRE, that could be secured with IPsec. The QoS Manager 
and Traffic Engineering (TE) modules handle the configuration of routing and forwarding policies to 
satisfy specific service-level objectives. In addition, a Monitoring Service Manager coordinates the 
measurements from the edges and collection of performance indicators through the Performance 
Metrics Server, which stores and aggregates data retrieved from the Edges. Prometheus is used as the 
monitoring backend for storing time-series metrics and providing standardized access to data. 

Edges are deployed as virtualized network functions, each edge acting as a gateway between the local 
environment and the SD-WAN overlays. The Edge leverages native Linux networking stack to perform 
packet classification, encapsulation, and routing. Its main components include the IPRule/IPTables 
Handler for policy-based routing, the Monitoring Service that performs active measurements on overlay 
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links, and multiple Metric Collectors responsible for gathering performance indicators such as latency, 
jitter, and throughput. These metrics are exported to the controller through the Exposure component. 

 

Figure 19: High level implementation architecture of SD-WAN. 

The SD-WAN LMO integration with the NCF is enabled through developing a plugin for the NCF hosting 
the SD-WAN controller NBI client agent. All controller and edge modules have been developed in Python, 
leveraging at the edge level Linux networking libraries such as pyroute2, and Prometheus metrics 
management at the controller level. 

3.3.3 Implementation Details of SD-WAN LMO 

In order to enable application-driven routing within the Network-Compute Fabric, the open-source SD-
WAN framework EveryWAN was adapted to replace its original VRF-lite model with a more flexible 
routing table-based design. In this implementation, each overlay network is assigned a dedicated Linux 
routing table, while application traffic is classified and redirected according to programmable rules. 
Packet marking is handled through the Linux iptables mangle table, and forwarding decisions are 
enforced using iprule, which maps traffic marks to the appropriate routing table.  
Modules such as the Overlay Handler, Routing Tables Handler, and Traffic Classes Handler were 
implemented to support this mechanism as shown in Figure 20. This design decouples traffic 
identification from forwarding, allowing multiple overlays to coexist over heterogeneous underlays 
such as the Internet, 4G/5G, or MPLS. Each microservice or traffic class can be dynamically associated 
with the overlay that best satisfies its QoS requirements. The monitoring system, collecting metrics such 
as latency, jitter, and throughput was also implemented using Prometheus exporters running on each 
edge, aggregated by the Performance Metrics Server. 
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Figure 20: SD-WAN edge detailed architecture. 

To enable integration with the NCF, a REST based Northbound Interface was implemented on top of the 
SD-WAN controller. The NBI allows higher-layer components of the NCF to programmatically manage 
overlays, configure routing rules, and retrieve monitoring data. It follows an OpenAPI 3.0 specification 
(Figure 21) and exposes endpoints for overlay lifecycle management (/overlays), traffic classification 
(/serviceIdentifiers), service exposure across domains (/serviceAccess), and latency monitoring 
(/monitoring/latency). 

Through this interface, the developed NCF plugin can create or remove overlays between sites, define 
service-level routing policies, enable or disable inter-domain/public access, and query performance 
metrics stored in Prometheus.  
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Figure 21: SD-WAN high-level Northbound Interface summary. 

Validation Tests: 
Our tests compared the original VRF-lite model with the proposed routing-table–based design in terms 
of overlay creation time, CPU load, and memory usage. 

As shown in Figure 22 and Figure 23, both approaches achieved similar overlay creation times, 
remaining stable up to 100 overlays and increasing linearly afterward. End-to-end instantiation from 
NCF request to overlay establishment showed minimal additional delay. As shown in Figure 24 and 
Figure 25, the routing-table approach reduced memory consumption by around 10 % and slightly 
lowered CPU usage compared with VRF-lite, confirming improved efficiency. 

These results demonstrate that the new implementation maintains comparable performance while 
reducing resource consumption due to VRF overhead, providing an adapted solution for application-
driven routing within the Network-Compute Fabric. 
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Figure 22: Overlay creation time. 

 

Figure 23: E2E overlay creation time. 

 

 

Figure 24: SD-WAN Edge CPU Usage.  
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Figure 25: SD-WAN Edge RAM Usage.  

3.4 Resource Management for JCAS Composite Services at the Edge 

3.4.1 Description 

Edge Apps often adopt a microservice (MS) architecture, breaking monolithic Apps into lightweight, 
containerized MSs that can be dynamically and independently deployed as shown in Figure 26. 
However, managing such Apps involves three key challenges: (i) optimizing the placement of MSs to 
reduce both response time and resource overhead, (ii) handling MS migration or relocation as users 
move while minimizing App service disruption (App downtime), and (iii) enabling MS sharing across 
Apps while ensuring performance guarantees. In Deliverable D4.2, we formulated this as an 
optimization problem, named Multi-MS Application Placement (MAP), proved its NP-hardness, and 
introduced the polynomial-time heuristic, here referred to as State and Topology-aware Edge-MS 
Placement-Manager (STEP-M).  STEP-M distinguishes itself from prior work by: (i) jointly considering 
stateful and stateless MS characteristics in deployment decisions, (ii) exploiting MS shareability to 
reduce resource usage, (iii) balancing response latency, App downtime, and resource utilization, and 
(iv) leveraging multiple versions of the same MS to adapt quality of service to available edge resources. 
Finally, STEP-M runs within the NCF’s Resource Management functional block and we integrated it with 
Kubernetes cluster, thus creating a testbed that supports both resource orchestration emulation and 
real-world resource orchestration for the efficient support of composite services.  
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Figure 26: STEP-M target scenario. 

3.4.2 Technological Tools Adopted  

The implementation of STEP-M leverages several tools: Kubernetes, Kubectl, Docker Hub, Gurobi, 
HydraGen, Prometheus and Grafana, as illustrated Figure 27. A description of these tools follows:  

• Kubernetes, used to create the edge server cluster for microservice deployment in our scenario. 

• Kubectl, used by STEP-M to update the microservice deployment in the edge server cluster. 

• Docker Hub, used when target microservice container image not preset in the target edge server, 
Kubernetes cluster retrieve the target image from DockerHub.  

• Gurobi, used by STEP-M to partially solve of the microservice deployment optimization problem. 

• HydraGen, used to generated simulated microservice chains when STEP-M testbed is running in 
emulation mode. 

• Prometheus, which interacts with the Kubernetes cluster to monitor the resource usage of the 
edge servers in the cluster. 

• Grafana, which interacts with Prometheus to visualized the resource usage data. 

• MongoDB, used to collect user data when the STEP-M testbed is running in emulation mode. 

Furthermore, we made use of the following Python3 libraries: queue, network, heapq, pandas, pickle, 
pyyaml, numpy, and requests. 
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Figure 27: Functional blocks interaction. 

3.4.3 Implementation Details of STEP-M 

3.4.3.1 Microservice Implementation and configuration 

• MS chain implementation: For STEP-M, the MS implementation should embed with the App 
composition information (i.e., microservice calling relationship). Each MS should expose their 
service via RESTful API. As depicted in Figure 28 when a user request reaches the entry MS of 
an App, the service processes the request and invokes the next microservice through a chained 
RESTful call, following the App’s defined service workflow. Once the final microservice 
completes its processing, the response is propagated back along the chain to the entry MS, which 
then returns the consolidated result/ack to the user. The sharing of a MS is implemented with 
different microservices endpoints and corresponding different next MSs. 

 

Figure 28: User request time sequence example of App1. 

• MS naming (name, quality, instance): To manage MS quality levels and instance assignments 
during runtime, each MS is named using the format “name-quality-instance”, as shown in Figure 
29. During deployment, each MS is implemented with RESTful APIs and exposed as a Kubernetes 
Service with the same name as the MS, allowing service routing to be resolved through 
Kubernetes DNS. By default, every microservice listens on a primary endpoint (endpoint1). 
When a microservice is shared across multiple Apps (e.g., MS4-1-1 in Figure 29), additional 
endpoints are configured to define distinct forwarding rules for each App. 
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• Forwarding header setting: We note that in the MS chain implementation, only the invocation 
order of the MS is predefined, while the specific MS quality level and instance to use are 
dynamically assigned by the STEP-M at runtime. To support real-time updates of the MS chain 
configuration, each user request includes a custom header prepended to the payload (see Figure 
29). The header carries a list of quality-instance (q-i) selections for the MS chain, together with 
an index (nextMSidx) indicating the quality-instance of the next MS to be invoked, formatted as: 
“nextMSidx, q-i, q-i, q-i, …” and separated with the user payload using “/” symble. Since the user 
request has already reached the first MS, nextMSidx starts from 2 and is incremented by 1 at 
each microservice hop. 

 

Figure 29: MS implementation example. 

• MS characteristic measurements: For STEP-M, it is necessary to profile each MS quality version 
prior to deployment, including characteristics such as statefulness, input/output data size, 
memory footprint, per-request CPU demand (in cycles), and migration downtime. In the current 
implementation, we assume that microservices rely solely on CPU for computation; therefore, 
the per-request CPU requirement is estimated as (processing time per request × CPU frequency). 

• MS configuration summary: The characteristics of all the MS should be measured in advance 
and saved in a configuration yaml file, which will be used by STEP-M algorithm during the 
runtime for MS deployment optimization. The structure of the configuration yaml file (named 
ms_config.yaml) as Figure 30 shows. Specifically, 

• Id: ID of the MS 
• Name: Name of the microservice without quality and instance index 
• Stateful: Statefulness setting of the MS (0: stateless, 1: stateful) 
• Shareable: Shareability setting of the MS (0: non-shareable, 1: shareable) 
• Packet_size_in: Payload size of the input request, in bytes 
• Packet_size_out: Payload size of the output response, in bytes 
• Version: List of available versions of the microservice 

• Quality: MS quality index 
• Req_mem: Request memory size, in bytes 
• Req_cpu: Request CPU cycles to process one request, in cycles 
• Downtime: Migration downtime of the MS. 
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Figure 30: MS configuration example. 

• Application configuration 
The STEP-M algorithm obtains the Apps’ configurations from a yaml file named 
“app_config.yaml” during the runtime, which includes the information as shown in Figure 31. 
Specifically, 

• App_id: Id of the App 
• Name: Name of the App 
• Request_ms: Sequence of the MS Id that compose the App 
• Entry_ms: Entry MS id 
• Entry_point: Endpoint of the entry MS that form the App 
• Delay_req: Maximum tolerable response delay of the App 
• Downtime_req: Maximum tolerable migration downtime of the App 

 

Figure 31: App configuration example. 

• Edge server configuration 
The STEP-M algorithm obtains the edge servers’ configurations from a yaml file named 
“edge_config.yaml” during the runtime, which includes the information as illustrated in Figure 
32. Specifically, 

• Server_id: Id of the edge server 
• Name: Name of the edge, corresponding to the edge node name in Kubernetes cluster 
• Server_x, Server_y: Location of the edge server 
• Coverage: Coverage radius of the edge server’s wireless base station 
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• Server_cpu: CPU frequency of the edge server 
• Server_mem: Available memory of the edge server 
• Server_wireless_max: Maximun wireless bandwidth of the edge server 
• Server_inter_max: Maximum inter-server communication bandwidth matrix 
• Server_rb: Total number of wireless RBs of the edge server’s wireless base station. 

 

Figure 32: Edge configuration example. 

• User configuration 
The STEP-M algorithm obtains the users’ configurations from a yaml file named 
“user_config.yaml” during runtime, which includes the information as depicted in Figure 33 
Specifically, 

• User_id: Id of the user 
• Init_x, init_y: Initial position of the user (used only in simulation mode) 
• Max_x, Max_y, Min_x, Min_y: Moving area of the user (used only in simulation mode) 
• Speed_x, Speed_y: Moving speed of the user (used only in simulation mode) 
• Used_apps: List of Apps the users use 

• App_id: Id of the App 
• Load: Request load to the App, in units of requests/s 
• Payload: Size of the request payload 

 

Figure 33: User configuration example. 

• Microservice deployment and migration implementation 
To deploy microservices in the Kubernetes testbed, each MS is containerized as an image and 
pushed to a remote registry (e.g., Docker Hub). At runtime, the STEP-M updates the 
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orchestration-related fields in the MS deployment manifest (as shown in Figure 34) and applies 
the updated configuration to the cluster using kubectl. In particular, the deployment parameters 
controlled by STEP-M include: 

• nodeName: Name of edge server node where to deploy the MS 
• request-cpu: Number of milli CPU cores allocated to the MS 
• request-memory: Amount of memory allocated to the MS 

When migration is required, STEP-M modifies the nodeName field and re-applies the manifest, 
prompting Kubernetes to automatically redeploy the microservice—providing stateless 
migration by default. For stateful microservices, the state should be properly preserved and 
restored across nodes (this is work in progress). 

 

Figure 34: MS deployment manifest. 

3.4.3.2 STEP-M testbed implementation 

STEP-M testbed is implemented in two different working modes: simulation and real-world 
management. In both modes, the edge servers are clustered as a Kubernetes cluster and handled by a 
manager server. The STEP-M loads the system config file (i.e., ms_config.yaml, app_config.yaml, 
edge_config.yaml, and user_config.yaml) during initiation, and manages the edge system based on the 
STEP-M algorithm in three user events: user join, user leave, and user handover connection to a different 
base station. STEP-M optimizes the deployment solution to minimize the deployment cost and 
guarantees the user requirement. 

Emulation mode with simulated users and Microservices: As Figure 35 shows, in the emulation 
testbed, there are 6 major types of components, 

• User simulator: Simulate the user movement and estimate the wireless connection 
bandwidth to the base station based on 3GPP TS38.306 standard. We assume that a user 
always connects to the base station with the highest Channel quality indicator (CQI).  

• STEP manager: Runs the STEP-M algorithm to obtain the optimal deployment solution 
and deploy the microservices using kubectl tool. It exposes two RESTful APIs: 

o North-bound interface (NBI) POST {http://step-orchestrator/service-info}, 
which receives the service requirements from the verticals 

o South-bound interface(SBI) POST {http://step-orchestrator/user-info}, which 
receives the user events and the corresponding user information from the user 
simulator (e.g., the user connected BS and the real-time wireless bandwidth). 

• Request generator: Generates user requests to the applications according to the 
simulated user information. It exposes three RESTful APIs: 

• POST {http://<Requst generator name>/init}, which receives the initiation 
request from the user simulator and starts the generation of user requests to the 
application  
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• POST {http://<Requst generator name>/update}; which receives the user info 
update request form the user simulator to update the user real-time bandwidth 

• POST {http://<Requst generator name>/stop}; which receives the stop request 
from the user simulator to stop the request generation of a specific user. 

• Mongo DB: Collects request response latency experienced by the user. 
• System performance monitor: Uses Prometheus to monitor edge system resource 

usage and display with Grafana. 
• Simulated microservices (MSs): Simulated microservices generated by customized 

HydraGen microservice simulator. 

 

Figure 35: STEP-M testbed in emulation mode with simulated users and Microservices. 

Orchestration mode with real-world users and microservices: As Figure 36 shows the real-world 
STEP-M testbed, which includes, 

• STEP manager: Runs the STEP-M algorithm to obtain the optimal deployment solution 
and deploy the microservices using kubectl tool. It exposes two RESTful APIs: 

o North-bound interface (NBI) POST {http://step-orchestrator/service-info}, 
which receives the service requirements from the verticals 

o South-bound interface(SBI) POST {http://step-orchestrator/user-info}, which 
receives the user events and the corresponding user information from the real-
world user (e.g., the user connected BS and the real-time wireless bandwidth). 

• System performance monitor: Uses Prometheus to monitor edge system resource 
usage and display it with Grafana. 

• MSs): Real-world microservices following the implementation requirement mentioned 
in Section 3.4.3.1. We remark that the MSs deployed in the Kubernetes cluster is exposed 
to the real-world users via node port service. 

• Users: Real-world users connect to the base stations of the edge servers. Each user 
periodically updates the STEP manager about their working states (e.g., base station 
connection, real-time bandwidth, and location). 
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Figure 36: STEP-M testbed in orchestration mode with real-world users and Microservices. 
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4 Native AI Integration 
The Native AI toolkit supports the NCF by providing algorithms that manage resource intent, primarily 
through intent translation. It also offers a method for CCL to automate both intent generation and the 
Intent Lifecycle. In this chapter, we will describe the approach used to implement and integrate the 
Native AI toolkit within the NCF. 

4.1 Resource Intent Translation 

4.1.1 Description 

The NCF receives a Resource Intent from the DMO, which specifies a description of the target LMO where 
to perform the task, the action to be performed, and the configurations associated with the said action. 

This information is received via the Intent API following the TM Forum 921 API[8]  and it contains a 
Resource intent in Turtle (TTL) format. This resource intent follows the specifications defined by TM 
Forum (TMF) for Intents namely the TMF TR290[5] , TR291[6]  and TR292[7] The resource Intent needs 
to be extracted from the JSON payload received from the Intent API and then fed into the Intent Manager, 
which is responsible for the different aspects of the Lifecycle management of the Resource Intent. In this 
case, we focus mainly on intent fulfilment, the first task it needs to perform, and which is performed by 
the Intent Handler. The Intent Handler will take in the Resource intent and try to generate an action to 
be performed in a target LMO.  

The Intent Handler has an Intent Manager entity that is responsible for the translation of the Resource 
Intents into a configuration to be performed at the designated LMO. 

The main idea behind the Resource Intent translation is to translate the information available in the 
Turtle format into a format that is compatible with the different LMOs. For now, we have proceeded 
with the implementation of the translation that supports an Edge LMO. For simplification purposes, we 
will consider this Edge LMO a Kubernetes cluster. This translation process is done using an LLM, and 
the process is detailed in Figure 37. 

 

Figure 37: Resource Intent Translation in the NCF. 

4.1.2 Technological Tools adopted  

For the implementation of Resource Intent Translation, we have mainly adopted the use of the Python 
Language for the definition of the procedures. We made use of the following external libraries: 

• PyYAML 
• rdflib 
• python-dotenv 
• langchain-mistralai 
• langchain-openai 
• langchain-community 

The langchain libraries allow for the integration of external APIs of the LLMs that we used in the first 
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version of our concept. In specific, we adopted 2 commercial LLMs: Mistral AI and Open AI.  

We considered for our implementation the Edge LMO, where we adopted the use of K3s for testing the 
deployment of the configurations generated by our module. PyYAML and rdflib are used to validate the 
syntax of the resource intent and the Kubernetes manifest file. Figure 38  Shows the flow of interaction 
during the resource intent generation. 

 

Figure 38: Interaction between tools and components. 

4.1.3 Implementation Details of Resource Intent to Kubernetes Manifest 
Translation 

Through the adoption of these different libraries, we were able to build a module that takes in a TMF 
Intent that follows the format defined by TMF TR 290[5] , TR 291[6]  and TR 292[7] , and generates a 
matching Kubernetes file for deploying the Applications that are needed.  

The Resource intent is received by our module, and it is validated. Afterwards, a request is made to one 
of the LLMs, after they are fine-tuned with Kubernetes manifest files, examples of the type: Deployment, 
for the generation of a Kubernetes file that suits the needs of the user. The generated Kubernetes file is 
based on the information present in the Resource Intent and considers the templates used in the fine-
tuning. 

The last step of this translation work is the validation of the generated Kubernetes Manifest. This will 
then lead to generation of the intent report that is handled back to the user when the validation fails. If 
validation succeeds, the deployment request is sent to the LMO (in our case, a K3s cluster). Operational 
validation (success or failure of the deployment) is performed by the LMO, which executes the manifest, 
verifies runtime outcomes, and then returns the status and metrics via its reporting channel (consumed 
by Observability). 

4.2 Zero-Touch CCL Operations Agent 

4.2.1 Description 

The Zero‑Touch Closed‑Loop Operations Agent constitutes the Native AI component that 
operationalizes intent compliance, remediation, and optimization within the Network Compute Fabric 
(NCF). Centered on Kubernetes domains, it is triggered by detected SLA violations whose thresholds are 
derived from intents expressed using the TM Forum Intent Ontology (TIO)[7] . The agent automates the 
observe–reason–act–verify cycle [10] to restore compliance: it translates TIO‑aligned objectives into 
concrete actions, validates outcomes, and produces structured operational summaries. The agent 
integrates with NCF components and can interoperate with external orchestrators such as ECCM 
through adapters, while maintaining a clear separation between intent handling, telemetry context, 
actuation, and reporting. 
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4.2.2 Technological Tools adopted  

The agent uses a small set of tools and supports multiple LLM providers; it has been tested with models 
from Google, Anthropic, OpenAI, and xAI. LLMs power the reasoning and controller steps, while 
Kubernetes and Prometheus are accessed through Model Context Protocol (MCP) tools to standardize 
execution and telemetry. FastAPI[9]  provides the public API, and the components are modular so they 
can be extended to other domains if needed. The tools are listed below and Figure 39 showcases the 
interactions between them. 

• Python (async) for orchestration and service endpoints 
• FastAPI and Pydantic for the public API and job lifecycle models 
• LangGraph/LangChain for modular reasoning and tool-bound controllers, configured via 

KubernetesAgentConfig 
• Kubernetes actuation via Model Context Protocol (MCP) client. 
• Prometheus access via MCP tools for timeseries, node metrics, and service topology supporting 

closed‑loop decisions. 

 

Figure 39: Interaction between tools and components. 

4.2.3 Implementation Details of Zero-Touch CCL Operations Agent 

The agent implements a closed‑loop controller specialized for Kubernetes. The agent orchestrator 
composes four cohesive stages: (i) reasoning, which forms and evaluates a plan; (ii) controller, which 
selects the appropriate tool for the current step; (iii) tool execution, which dispatches actions through 
the ToolsRouter; and (iv) summarize, which generates a structured operational summary. The 
ToolsRouter binds decisions to execution backends exposed through MCP, including Kubernetes 
(kubectl family, plus node management) and Prometheus for telemetry retrieval. A lightweight 
containerized service exposes the agent as an API for NCF integration and external orchestration: 

Table 2: Zero-Touch CCL API agent interfaces with the NCF. 

REQUEST TYPE ENDPOINT DESCRIPTION 

GET /health  liveness endpoint 

POST  /agents/run  accepts {intent (TIO-aligned, adapted by a lightweight 
pre-processor), snapshot? object, timeout_seconds? 
int}, schedules an asynchronous run, and returns a 
job_id 

GET  /agents/{job_id}/status  returns queued | running | succeeded | failed | timeout 
| cancelled, with timing and error metadata 
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GET  /agents/{job_id}/result  returns the list of actions taken and the final 
operational summary upon completion (or error 
details) 

To ensure safe operations, the closed‑loop uses guardrails that are implemented via the tool execution 
path: allowed operation lists, namespace scoping, capped timeouts aligned with MCP constraints, basic 
rate limiting, and optional dry‑run before actuation. A human‑in‑the‑loop mode is also supported: the 
agent proposes a plan and dry‑run output, requests approval for higher‑impact actions (e.g., node drain, 
scale‑down beyond a threshold), and then executes only upon approval; operators can override, defer, 
or cancel. All decisions and outcomes are captured in the operational summary (Figure 40). The 
summary also includes a simple fault taxonomy to aid analysis, distinguishing configuration issues, 
capacity or resource pressure, connectivity problems, readiness/availability failures, and unknown or 
transient conditions. 

 

Figure 40: Example of an Operational Summary produced by the agent. 
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5 Conclusions 
This Deliverable is the first stone towards the integration and implementation phase of the NCF 
enablers, which have been introduced in D4.1 and D4.2. We reported the initial design, implementation, 
and results of the enablers and their integration to the NCF. 

The findings of this deliverable are highly promising, indicating that these approaches are ready for 
integration into WP5 and, consequently, for use in the project’s Proof of Concept (PoC). Feedback from 
WP5 tests and integration will be used to improve the solutions included in this deliverable.  

In D4.4 planned at M30, we aim to expand the development of the components towards the integration 
between the components of the NCF as part of the work in WP4. The Cross-domain Integration 
framework will be expanded so that the ECCM can support the O-RAN, SD-WAN & JCAS LMOs.  
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