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1 Executive Summary  
As part of Work Package 3: Native AI Toolkit for Zero-Touch Operations, Deliverable D3.2 – Initial 
Report on DMO Implementation and Native AI Integration – presents the initial implementation and 
integration efforts within the 6G-INTENSE project. This deliverable focuses on the tenant Domain 
Manager and Orchestrator (t-DMO) and the Domain Manager and Orchestrator (DMO), which are key 
elements of the 6G-INTENSE architecture. Mainly, this deliverable relies on the initial innovations and 
algorithms devised in D3.1 supporting the Native AI toolkit to be integrated in t-DMO and DMO.  

The t-DMO serves as the interface for 6G-INTENSE consumers, including tenants and verticals. It enables 
users to define 6G services using natural language, which are then translated into business intents that 
comply with TMForum and ETSI specifications. In contrast, the DMO is responsible for converting these 
business intents into resource intents, which are subsequently deployed on the 6G infrastructure via the 
Network Compute Fabric (NCF). 

T-DMO and DMO are leveraged with the Native AI toolkit to support AI-native intent orchestration. To 
this end, both include the Native AI Toolkit supporting the functions of the Intent Handler and the 
Closed-Control Loop (CCL), enabling the autonomous network vision envisioned by TMForum.  

In this deliverable, we present the initial implementation and integration strategies developed in Task 
3.4, with a primary focus on the Intent Handler function, specifically, the processes of intent translation 
and validation. Translating natural language intents into TMForum or ETSI NFV specifications presents 
significant challenges. To address these, our work follows two main directions: 

- We describe the implementation and validation of two distinct approaches for translating 
natural language intents into ETSI NFV and TMForum 921 standards. Both approaches utilize 
state-of-the-art large language models (LLMs). 

- We outline a general implementation methodology for translating intents across both the t-DMO 
and DMO. 

For each solution, we provide detailed implementation information and, where available, present 
results that demonstrate the efficiency of the proposed approaches and their integration into t-DMO and 
DMO. Our objective is to validate their readiness for integration into WP5, thereby facilitating proof-of-
concept (PoC) execution and validation. 

The final deliverable of Task 3.3 will include the implementation and integration details for t-DMO and 
DMO, mainly focusing on other functions such as CCL and Service workflow.  
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2 Introduction  
The primary objective of the 6G-INTENSE project is to propose a new system architecture for 6G, 

positioning it as a “Smart Service Execution Platform.” Within Work Package 3 (WP3), the 6G-INTENSE 

consortium seeks to define the necessary enablers, algorithms, and their integration to achieve the 

following: 

- Develop a novel automation architecture featuring a native AI toolkit. This toolkit facilitates 

intent declaration, negotiation, and automated decision-making across autonomous domains, a 

concept referred to as Distributed Intent-driven Management and Orchestration (DIMO). 

- Separate service and resource management by building on the concepts of tenant-DMO (t-DMO) 

and DMO. 

- Establish a tenant management layer to ensure scalable and hierarchical zero-touch service 

management (ZSM), introducing the t-DMO principle. 

- Define the required functions for intent management within the native AI toolkit, including: 

- Intent lifecycle handling, utilizing large language models (LLM) and reasoning functions. 

- Closed Control Loop (CCL) operations, leveraging reinforcement learning with human feedback 

(RLHF). 

To date, the initial architectures for t-DMO and DMO have been described in Deliverable D2.3, while 

Deliverable D3.1 has presented a set of enablers for intent handling and CCL, comprising algorithms and 

solutions that support the native AI toolkit. This deliverable presents the initial implementation and 

integration efforts related to t-DMO and DMO, with a particular focus on integrating and implementing 

the native AI toolkit algorithms developed in D3.1. It marks a significant milestone in the 6G-INTENSE 

architecture design, demonstrating how the conceptual models established in earlier phases have been 

realized as functional building blocks and early software modules. 

This deliverable is organized to reflect the logical sequence of tasks conducted in WP3. It starts by 
revisiting the theoretical and conceptual foundations of intent-based and zero-touch management. Next, 
it describes the components utilized and integrated within the overall architecture. Finally, it provides 
an outlook on future work. The results presented in D3.2 establish the technological foundation for the 
AI-native orchestration paradigm envisioned by 6G-INTENSE, achieving readiness for large-scale 
integration and demonstration in the next phases of the project. 

 

2.1 Mapping 6G-INTENSE Outputs 

The purpose of this section is to map 6G-INTENSE Grant Agreement commitments, both within the 
formal Deliverable and Task description, against the project’s respective outputs and work performed. 

 

Table 1: Adherence to 6G-INTENSE GA Deliverable & Tasks Descriptions 

6G-INTENSE Task 
No. and Title 

6G-INTENSE GA Task 
Description 

Respective 
Document 
Chapter(s) 

Justification 

DELIVERABLE 

D3.2 ‘Initial report DMO implementation and Native AI integration’  

TASK    

Task 3.4 Domain 
Manager and 
Orchestrator 

This task will implement the 
6G-INTENSE DMO, as an 

All the document This deliverable outlines 
the initial integration and 
implementation of the 
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(DMO) 
implementation 
and Native AI 
integration 

overarching orchestration 
entity which operates as an 

Autonomous Domain 
responsible for the handling of 
intents coming from Tenants, 
and mapping service requests 
to 

southbound resource pools. 
Leveraging on a mature set of 
Monitoring Analytics, and 
Decision Engines coming from 

previous research initiatives, 
this task will integrate the 
novel architectural blocks 
derived from T3.1 – T3.3 that 
deal 

with MR-based intent 
decomposition and Reasoning, 
explainable AI, and RLHF 
blocks for conflict resolution 
and 

renegotiation, as well as the 
Domain Intelligence module 
that addresses Knowledge 
management and context 
building. 

The DMO intent handler loop is 
responsible for the topological 
mapping of verticals in the 
form of cloud-native Service 

Meshes (e.g., ISTIO), addressing 
intents from tenants (e.g., 
vertical owners, and resource 
pool owners). Task execution 

is performed via the Domain 
Control Loop Management 
functionality from the DMO 
Decision Engine (DE). 

Native AI toolkit functions 
related to the Intent 
Handler. It details the 
development and 
integration of key solutions 
for intent translation and 
management, which will be 
incorporated into both t-
DMO and DMO systems. 

 

2.2 Deliverable Overview and Report Structure 

It begins with an Executive Summary, providing an overview of the deliverable’s purpose, scope, main 
contributions and their relevance to the broader 6G-INTENSE objectives. 

Section 2 introduces the deliverable, its context and scope, and clarifies how it contributes to WP3. It 
also presents the methodological approach followed and explains how this document complements the 
conceptual work previously delivered in D3.1 with the implementation-focused content reported here. 

Section 3 provides the relevant background and conceptual grounding, including the principles of intent-
driven management, the DIMO architectural concept, and the role of the DMO/t-DMO. It also establishes 
the conceptual linkage between the Native AI Toolkit and the orchestration mechanisms required for 
autonomous network control. 
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Section 4 is the core technical section of the report, presenting the initial implementation and integration 
activities for the DMO and Native AI Toolkit. It details the implemented functionalities, describes how 
the components interface with the 6G-INTENSE architecture, and reports on the technical integration 
progress achieved to date. 

Section 5 concludes the deliverable by summarising the current implementation status, reflecting on the 
technical maturity reached so far, and outlining the planned work for subsequent development, 
integration, and validation phases. 
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3 Background and Conceptual Foundations  

In this chapter, we present the background for the DIMO framework devised in 6G-INTENSE and the 
conceptual Foundations behind it. In specific, we detail the components that are currently under 
development and integration in WP3, namely the tenant-Domain Manager and Orchestrator (t-DMO), 
and the Domain Manager and Orchestrator.  

3.1 Overview of the DIMO Framework and Role of DMO/t-DMO 

The DIMO framework is the 6G-INTENSE approach to a novel 6G architecture that separates service 
management from resource management. It relies on intents to specify requirements and constraints 
across different autonomous domains and features a native AI toolkit. The DIMO framework, as defined 
in deliverable D2.3[1] , is depicted in  Figure 1. 

 

Figure 1: 6G-INTENSE general architecture 

Both the t-DMO and the DMO address the service ordering and service management in the 6G-INTENSE 
architecture. Specifically, t-DMO is a platform that allows Vertical Service Definition by the Verticals or 
tenants. The DMO is the component responsible for the Service Composition, Deployment, and 
Monitoring.  

3.2  Intent-driven Management and Zero-Touch Principles  

Intent-Based Networking (IBN) is a concept of network management that utilizes high level intents with 
the purpose of automatically translating them into actionable network configurations.  This approach 
transitions the complexity of the network management model to a declarative one where the operators 
will simply have to specify through an intent, what they want their network to achieve, rather than how 
to implement it. Originally, these high-level intents have been defined using structured human-readable 
data formats like JSON or YAML; however, this form of intent expression still requires significant effort. 
To overcome this, the use of LLMs has been suggested to allow the expression of intents in Natural 
Language (NL) and enable the translation of the intents into network configurations [1] . 

Furthermore, IBN is now being substituted to a newer concept called Intent-driven Management, which 
focuses on the adoption of Intents to drive the management and the orchestration of Networks. This 
concept is gaining traction being adopted by 3GPP, with influences from the work being done in TM 
Forum Autonomous network project and ETSI ZSM [2] . 

Building upon the automation potential introduced by IBN, Zero-Touch principles enable end-to-end 
automation of network and service management aiming at minimal to no human intervention. This is 
made possible with the use of Closed-Control loop (CCL) automation. According to ETSI [3] , a CCL is a 
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control mechanism that continuously monitors and manages a set of entities to achieve a desired 
objective. Conceptually, a CCL can be broken down into multiple stages, with each stage responsible for 
a specific part of its overall functionality. Most popular CL paradigms are the OODA composed of the 
stages Observe, Orient, Decide, Act and the MAPE-K composed of the stages Monitor, Analyse, Plan, 
Execute and Knowledge. Zero-Touch principles face the increasing complexity of 6G networks by 
introducing self-management and self-healing capabilities. This enables end-to-end automation of 
network and service management, allowing the network to analyse its state, interpret it, and 
autonomously execute reconfigurations through intelligent closed-loop control [4] . 

While Zero-Touch principles focus on automating network operations, Intent-Driven Management 
(IDM) expands the scope of IBN beyond mere network configuration to encompass the entire service 
lifecycle management, including compute, storage, and application resources across multi-domain and 
multi-stakeholder environments. IDM leverages pervasive AI as well as Zero-Touch principles such as 
closed-loop automation to continuously assure a business or service-level outcome [4] . 6G-INTENSE 
integrates these principles, as it has been showcased in previous deliverables D2.2 [5]  and D2.3 [1]  
though the alignment with relevant standardization initiatives like TM Forum and ETSI ZSM. This 
deliverable demonstrates how these principles are applied within the t-DMO and DMO through the 
integration of Native AI algorithms that were presented in D2.2 [5]  

3.3  Overview of Related Work and Reference Architectures  
As part of the activities in WP2 and WP3, we have designed and begun implementing the t-DMO and 
DMO components based on a defined set of requirements. Specifically, in WP2, two deliverables were 
dedicated to the definition of the requirements of the Architecture components and Zero-touch 
automation, detailed initially in D2.2 [5] , and later revised in deliverable D2.4 [6] . In deliverable D2.4, 
we have adopted the MoSCoW prioritization, which considers the following categories for defining the 
adoption of features: “Must have”, “Should have”, “Could have”, “Won’t have”. We have employed the 
MoSCOW methodology for defining all the functional and non-functional requirements of the 
components of the DIMO framework. The definition of the requirements alongside the initial 
architecture for the project, detailed in deliverable D2.3 [1] , was an essential step for the development 
of Native AI toolkit and its related innovations detailed in D3.1 [7] . The Native AI toolkit is an essential 
component of the t-DMO and the DMO. It houses both the LLM-based translation of Intents and the 
Closed control-loop Operations essential for automating the Business and the Service Autonomous 
Domains, that the t-DMO and the DMO address. 

To recall the t-DMO and DMO architectures, based on D2.3 [1] ,  we include Figure 2, Figure 3.  

 

Figure 2: Initial t-DMO architecture 
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Figure 3: Initial Architecture of the DMO 

In this deliverable, we build on the architectural requirements and innovation developments discussed 
in previous deliverables. We present the initial components for implementing DMO and Native AI 
Integration. Specifically, we describe the implementation of various components of the Native AI toolkit, 
taking into account the t-DMO and DMO architectures introduced in Deliverable D2.3 [1] , and explain 
how these components are integrated into both t-DMO and DMO. 
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4 Native AI Toolkit Implementation  

The need for Native AI arises from the need to make use of AI tools to move towards fully autonomous 
network management and orchestration. As explained in section 3.2 the adoption of Intent-driven 
Management and Zero-Touch principles enables the implementation of the autonomous network 
domains concept both for the Business and Service Domains of the 6G-INTENSE architecture, the t-DMO, 
and the DMO, respectively. 

4.1 Mapping to the 6G-INTENSE Architecture   

In chapter 4, we present the different components that bridge in the different components of the t-DMO 
and the DMO. We detail now how the different components described in this chapter correspond to the 
components of the architecture presented in Figure 2 and Figure 3 , defined in Section 2.3. 

In section 4.2, we detail the adoption of different innovations detailed in Deliverable D3.1 associated 
with the Intent Translation and Refinement. The Intent Translation innovations are essential for the 
automatization of the Lifecycle of the intents at the t-DMO and DMO. Subsection 4.2.1, presents how 
LLM-based translation can be used for the generation of Network Service Descriptors for configuring a 
Beyond 5G / 6G infrastructure using an agentic paradigm.  

Subsection 4.2.2 presents how the Natural Language from a Vertical gets successively translated into a 
Service Intent. The request is translated from Natural Language to Business Intent, and from Business 
Intent into Service Intent. 

Subsection 4.2.3 focuses on the concept of using different LLM translators across the t-DMO and DMO 
with the purpose of generating a resource intent to be forwarded to the NCF. Later, the NCF is expected 
to use an LLM trained in a federated manner for the translation of the Resource intents into 
configurations to be performed at the LMOs. 

4.2 Intent Translation and Refinement 

Focusing on the adoption of the Intent-driven management and the adoption of the TMF 921 for the 
communication between the t-DMO and the DMO, as well as for interfacing with the user, it was decided 
that the use of Intents should be enforced. For this reason, we now present the different components 
developed and their integration in the 6G-INTENSE Framework, targeting the t-DMO and the DMO. 

4.2.1 LLM Translation to Network Service Description  

As part of the work developed in WP3, EURE’s intent translation system is powered by a LLM, enabling 
experimenters to specify intents in natural language. 

These intents are then translated into low-level configurations, specifically, Network Service 
Descriptors (NSDs) for the Edge/Cloud and Core Network (CN) domains, and RAN Descriptors (RANDs) 
for the RAN domain, following the ETSI Network Function Virtualization (NFV) standard. The generated 
structures are subsequently processed by the Local Management Orchestrator (LMO) to activate the 
intents within the EUR testbed. 

4.2.1.1 4.2.1.1 Concept 

Figure 4 illustrates the high-level design of the 6G-INTENSE translation system implemented at EURE, 
which covers two domains: RAN and Cloud/Edge.  

The LLM-based intent translator consists of two main components: (i) Intent Decomposition, where the 
t-DMO Intent Handler (tDIH) decomposes a natural language intent into multiple natural language sub-
intents, one for each technological domain (RAN and Edge/Cloud); and (ii) Intent Translation, where 
each sub-intent is translated into NSDs or RANDs by the DMO Intent Handler (DIH), which are then 
enforced in the infrastructure by the respective LMOs. 
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Figure 4: EUR’s Intent Translation design. 

4.2.1.2  Implementation 

Implementation details are illustrated in Figure 5 which shows the internal structures of both the tDIH 
and the DIH. 

 

Figure 5: 6G-INTENSE’s Intent Translation Implementation details. 

The first task of the intent handler is Intent Decomposition, which is managed by the tDIH (highlighted 
in blue on the left side of Figure 5). This task requires an understanding of natural language, which we 
implemented using an LLM. Since it is a domain-specific task that demands domain knowledge, we 
adopted a prompt engineering approach, specifically, in-context learning, to adapt existing open-source 
LLMs to this purpose.  More precisely, we built a knowledge base containing examples of 
decompositions and employed few-shot learning to include these examples in the LLM’s context, 
enabling it to learn the task dynamically. To select which examples to inject, we used a semantic 
similarity model, i.e., MPNet1￼, which identifies the four most relevant examples to the user’s high-level 
intent. This facilitates the LLM’s reasoning process by providing semantically similar examples in 
context, allowing it to generate more accurate decompositions. After the LLM generates a new 
decomposition, this new example is added to the knowledge base, which may later serve as a reference 
for future intents identified as similar by the sentence transformer model. 

The second task is generating a structure, i.e., an NSD or RAND, from a natural language intent, which is 
managed by the DIH (highlighted in orange on the right side of Figure 5). For this, we also rely on in-
context learning, employing few-shot learning to include examples of translations in the LLM’s context. 
Each example consists of a natural language intent and its corresponding NSD or RAND. Like the 

 
1 https://huggingface.co/sentence-transformers/all-mpnet-base-v2 
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previous task, we use the same sentence transformer model to select examples that are semantically 
like the user’s intent. This provides highly relevant NSDs or RANDs in context, making it easier for the 
LLM to generate the desired structure. Once the structure is generated, it undergoes a validation process 
by the validation agent, ensuring that the NSD or RAND is both structurally and semantically correct. 
Feedback is also incorporated by adding the newly generated NSD or RAND to the knowledge base for 
future use. 

For the LLM, we chose CodeLlama 34B2, using a single model for both the tDIH and DIH to minimize 
memory footprint. This LLM is shared between both tasks; only the prompt description and a few-shot 
examples differ. Using this approach, the LLM can be adapted to two different tasks, i.e., decomposition 
and translation, through prompt engineering and in-context learning. Additionally, quantization was 
applied to reduce the model size and memory requirements.  

LangChain3 was used to implement the intent handler’s prompt engineering mechanism (for both tDIH 
and DIH), whereas Ollama4 served the CodeLlama LLM on an Nvidia A100 GPU, and ChromaDB5 was 
employed for the knowledge base. 

4.2.1.3 Results 

The evaluation focuses on decomposition and translation of natural language Intents into two 
technological domains: Cloud/Edge and RAN. Volunteers were asked to express their Intents in natural 
language and interact with the chatbot, which was implemented as described above and deployed on an 
NVIDIA A100 GPU. The chatbot generated low-level configurations for both RAN and Cloud/Edge 
domains. Evaluation of RAN Intent translation is omitted due to space constraints; however, since both 
domains rely on NF-based components, the results obtained from the Cloud/Edge domain can be 
generalized to the RAN domain. To gather performance data, feedback was collected from 10 volunteers 
at EURE, each of whom submitted 10 Cloud Service (CS) requests and provided feedback on both Intent 
decomposition and Cloud/Edge Intent translation. 

To enable IBN, our system must accurately understand user Intents. We validated this understanding 
using a rating approach, where volunteers evaluated both decomposition and translation steps on a 
scale from 0 to 5, with 5 being the highest score. The average rating across the 10 CS creations is shown 
on the left side of Figure 6, which helps mitigate individual biases among users. Our approach 
demonstrated high efficiency in Intent Decomposition, with an initial average rating of approximately 
4.5. Users initially expressed some dissatisfaction with the Intent Translation component, requiring 
minor modifications before submitting NSDs to the LMO. Despite this, the average rating consistently 
exceeded 3.5, indicating that only minor adjustments were needed, mainly related to configuring 
unfamiliar parameters. Over time, the system learned from user feedback and past examples, eventually 
generating NSDs identical to those expected by the users.    

 

Figure 6: EUR’s Intent Translation experimentation results. 

The right side of Figure 6 illustrates the relationship between the number of requested Cloud/Edge 
applications and the time required to decompose Intents and generate a valid NSD. The Intent 
Decomposition process adds only a few seconds to the overall end-to-end (E2E) time, as it primarily 
involves splitting the Intent into smaller parts, which generates a roughly constant number of tokens 
per decomposition task. In contrast, as the number of requested applications increases, the Translation 

 
2 https://huggingface.co/TheBloke/CodeLlama-34B-Instruct-GPTQ 
3 https://www.langchain.com 
4 https://ollama.com/ 
5 https://www.trychroma.com/ 
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time rises significantly, e.g., for requests containing more than three Cloud/Edge applications, the E2E 
time exceeds two minutes due to the larger number of tokens generated in each NSD.  

Throughout all NSD generations, the validation agent was executed only once per generation. This 
demonstrates that the output of CodeLlama 34B consistently adheres to the NSD structure from the first 
iteration, highlighting the LLM’s effective learning from few-shot examples. This proficiency emphasizes 
CodeLlama’s ability to reliably generate correct structures, leveraging its pre-training on code-related 
data. 

4.2.2 NLP translation to Standardised TM Forum Intents  

As part of the work being done in WP 3, we have proposed in section 2.1.2 of deliverable D3.1[2]  an 
innovative LLM translation that translates Natural Language requests into TM Forum Intents. We now 
present in this deliverable how this innovation can be integrated into the architecture of the DMO.  

4.2.2.1 Concept 

In Figure 7 , we present how the t-DMO automates the process of Service Ordering, taking into account 
the user requests by the Verticals as described in [1] . The main idea is that the t-DMO should be able to 
handle the user requests and map them into a Service that the DMO has in its catalogue.  The process of 
creating a Service Intent follows a clear pipeline as described in Figure 8. First, the Vertical user presents 
a request either in Natural Language or as a TM Forum Business Intent. If the request arrives as a Natural 
Language request, the request is forwarded to Intent translation Block where the user request is 
translated into a Business Intent, upon validation. This Business Intent is then forwarded to the Intent 
Manager which is responsible for the translation to a Service Intent after validation. The final aspect of 
the work of the t-DMO is to send the generated Service Intent to a request encapsulated into a TMF 921 
request to be sent to the DMO. 

 

Figure 7: LLM Translation to TM Forum Service Intent 

Similarly, we have developed a process for the translation between Service Intents and Resource Intents, 
targeted at the DMO component, depicted in Figure 8. It considers that the DMO has a Service Catalogue 
of the available Services. When a Service Intent is received by the DMO it is forwarded to the Intent 
Manager, who tries to map it into one of the available Services supported by the DMO. Knowing the 
associated Service is essential for understanding what the associated resources are that such Service 
requires. Hence, a workflow orchestrator can be employed for aiding on the Service decomposition and 
identification of the resources. Afterwards, the LLM-based translator will consider a set of Resource 
Intent templates as examples for the generation of the needed Resource Intents. The LLM task is to 
create the Intents, which need to be validated prior to being sent to the NCF. 
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Figure 8: LLM Translation of Service Intents into Resource Intent 

4.2.2.2 Implementation 

The Natural-language translation, part of the Intent Translation block in Figure 7, converts a user request 
into standard TM Forum intents that machines can understand and process, as specified by TM Forum 
TR 290[8] , TR 291[9] , and TR 292[10] . It all starts when Users submit NL requests through the TMF-
921 Intent API [11] . This request is forwarded to a fine-tuned LLM that translates the NL request into a 
Business Intent in RDF/Turtle (.ttl) format. The LLM model is trained on pairs of NL requests and their 
target Business intents to ensure domain accuracy and conformity to TMF ontology[10] . Each generated 
Business intent is then validated for syntactic and semantic correctness using RDF parsing and 
constraint rules to detect errors before the intent moves further in the pipeline.  

The t-DMO also hosts a specialized translator for Service intent translation as part of the Intent Manager 
represented in Figure 7. Another LLM, trained to generate service-intents, produces a Service Intent 
either directly from the NL request or from an existing Business Intent.  

A similar process occurs when we are trying to generate the Resource Intent from a Service Intent at the 
DMO. The Intent Manager of the DMO hosts a specialized translator for the Resource Intent translation. 
It considers all the Resources that can be orchestrated from the Resource catalogue based on the 
requirements of the Services supported by the DMO. 

Both translators use deterministic decoding (greedy or very small beam) to produce stable, repeatable 
outputs. Prompting follows a strict output pattern (e.g., required `@prefix` block, fixed subject naming 
rules, and an allowed set of predicates), which reduces drift and supports reliable post-processing. This 
generation also considers the possible service types that can be orchestrated from the Service Catalogue. 

At each stage of the Business/Service/Resource Intent generation, a validation step is needed to ensure 
the quality of the generated Intent, and to ensure that no hallucinations occurred in the process. The 
Validators check for namespace usage, required predicates, literal types, and policy constraints; 
syntactically incorrect TTL representation is rejected, and a report is produced. All validated intents are 
stored and reported through the Intent API, enabling traceability and audit across the lifecycle and 
supporting closed-loop control. 

The Intent Management Entity coordinates the lifecycle and—when needed—refines or re-generates the 
Service Intent from NL or from the Business Intent, aligning objectives with capabilities and policies. It 
couples the translators with policy checks, conflict resolution, and intent assurance. Outputs that pass 
validation are forwarded to Vertical Service Design and Vertical Service LCM: the Design function turns 
Service Intents into deployable blueprints with monitoring and management functions, while LCM 
governs activation, change, and assurance using periodic service reports. 

We have adopted the Python language and employed LLMs such as Mistral AI and Open AI are fine-tuned 
with parameter-efficient methods to keep compute needs modest and to enable self-hosted deployment 
for privacy. We parsed and validated the TTL format files with ̀ rdflib` library and shape constraints (e.g., 
SHACL), and we enforce reliability with strict output patterns, deterministic decoding, timeouts, and 
post-generation normalization. All generated intents, logs, and validation results—are versioned for 
reproducibility and compliance. The pipeline for translating and validating Intents (NL request → 
Business Intent translation-> Service Intent translation at t-DMO → storage/reporting → Resource 
Intent translation at DMO)  is described in Figure 7 and Figure 8. 
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To validate the intent translation pipeline in a real operational environment, we deployed the system 
on Kubernetes (K8s), where the generated TMF Resource Intents were translated into deployment-level 
configurations such as Kubernetes manifests. These manifests were used to automatically deploy, 
migrate, scale, and abort network functions directly from natural-language commands. A user could 
request a low-latency service, modify deployment parameters, or trigger a migration purely through 
NLP, with the intents being generated, validated, and executed on a K8s cluster. Figure 9 and Figure 10 
shows the TMF921 intents generated by the t-DMO, which includes NLP to Intent translation detailing 
connectivity and latency requirements, the K8s manifest file generated from the TMF intents and the 
deployment on K8s platform. 

 

Figure 9: NLP request and corresponding Intent translation in TMF standard 
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Figure 10: K8S manifest generated from TMF intent and deployment 

To summarize, the process follows a clear pipeline: NL request → Business Intent translation-> Service 
Intent translation at t-DMO → storage/reporting → design and lifecycle. At the DMO the pipeline is 
similar, the Resource Intent translation occurs at DMO → storage/reporting → design and lifecycle. The 
validation of the generated intents occurs as part of the translation process.   

4.2.3 Specialized LLM Agents for LMO Roles  

4.2.3.1 Concept 

This solution addresses the need for intent translation across both the t-DMO and the DMO. Coupled 
with business, service, and resource intents templates, an LLM is tasked with the translation process 
using in-context learning. While traditional prompt engineering works for general tasks, translation of 
the intents across the various stages of the architecture requires specialized knowledge, which can be 
obtained either from rich contextual knowledge or a fine-tuning process. Since the translation of the 
intents across the t-DMO and DMO often follows a pattern governed by the TM Forum intent common 
model, we can use in-context learning without the need to fine-tune at this stage. The basic idea is to 
prompt the LLM with the task of generating the parameters and filling the values with a set of templates. 
In addition to that, we can make the context even richer with the means of some examples of such 
translation. We also showcase the model performance by comparing our contextual-based model with 
templates against few-shot prompting, which entails multiple calls to the LLM. 

4.2.3.2 Implementation 

Our implementation starts by choosing the Language model we will utilize for various stages of intent 
translation, Figure 11. After some initial comparisons, we chose a model from the Qwen3 family, 
specifically, Qwen3-14B. The model excels at various domains and tasks, and exhibits some reasoning 
capabilities, which might be crucial for our use case. At the t-DMO, given a natural language intent 
request from the user, submitted via the intent handler API, the model is tasked to produce a business 
intent, assisted by a set of templates from the business Intent template. The same process happens when 
converting the business intent into a service intent. Since this translation is mostly out of the model’s 
training data distribution, we prompt the model to follow some examples that are fed as a context also. 
Another important detail that we saw how it affects the output quality is the format that the model is 
tasked to generate. To make use of the high capabilities of the model of producing and consuming JSON-
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like structured files, we tasked the model to produce the values needed for the parameters of the 
templates. This allows us to programmatically map those key/value pairs into the TM Forum intent 
format. Another important aspect of this JSON-like structure is that it’s almost always the case that APIs 
consume and produce such structures, which makes it easier to feed the generated service intent 
through the API handler into the DMO. The next step is to feed this generated JSON-like structure into 
the model, giving it access to a set of templates for resource intents. The DMO takes as input this service 
intent, also in a JSON-like structure, to produce the resource intent, also based on a context served from 
a templates' database. 

 

Figure 11: The flow of the Intent through both the t-DMO and DMO 

To assess the model’s abilities to produce correct intermediate intents at both the t-DMO and the DMO, 
we measure its performance on synthetically-generated data of a specific domain (medical field) to 
investigate how accurate our prompt-following approach is. We assess the model based on three 
metrics, the BELU, which measure the accuracy of the number of overlapping n-grams of tokens, the 
ROUGE, which is concerned more about the recall, and the number of correct key/value pairs it outputs, 
which is more like what a human would score the output. As we can see from Figure 12, the model is 
able to generate the correct intents in almost 70% of the time on average with only a single prompt and 
no correction. In other cases, there is a need to prompt the model again with corrections of indicating 
where it failed. Still, in very rare cases, the model might fail to deliver the correct output in the first retry. 

 

Figure 12:The performance of the model based on three metrics 

In subsequent phases, specifically inside the NCF, the LLM, which has been trained in a federated 
manner, is tasked to take a resource intent and generate a configuration file to deploy a service that fits 
the requirement of the initial intent. The trained LLM should be able to generate this configuration file 
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with little guidance and prompting, since it has been fine-tuned to do this process from a curated set of 
examples.  
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5 Conclusion 

This Deliverable is the first stone towards the integration and implementation phase of the Native AI 
Toolkit enablers, which have been introduced in D3.1. We reported the initial design, implementation, 
and results of the enablers and their integration to the t-DMO and DMO.   

The results presented in this document demonstrate the effectiveness of the Intent Handler approaches 
developed in D3.1, especially those focused on using natural language to deploy a 6G service a key 
element of both t-DMO and DMO. The findings are highly promising, indicating that these approaches 
are ready for integration into WP5 and, consequently, for use in the project’s Proof of Concept (PoC).  
Feedback from WP5 tests and integration will be used to improve the solutions included in this 
deliverable.  

The final version of deliverable D3.4, scheduled for completion at M30, will include the remaining 
implementation and integration of the Native AI Toolkit enablers. Specifically, this will cover the Closed 
Control Loop (CCL) for both t-DMO and DMO, the service workflow, and business-to-service translation 
at the DMO level. 
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