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Executive Summary 
D3.3 (“Final report Native AI toolkit development”) is the result of the works of T3.1 (“LLM driven 
Machine Reasoning for intent decomposition”) and T3.2 (“Hierarchical Reinforcement Learning 
algorithms for intent propagation and conflict resolution”). Future networks promise high-performance 
and energy-efficient infrastructure for next-generation Internet and other services. New features and 
capabilities enable evolutions in how networks will be used and integrated into everyday lives. New 
approaches to communication service providers’ (CSP) infrastructure architecture, federation, and 
orchestration are required. However, that increases the network complexity, thus motivating 
advancements in automation. 6G-INTENSE aims to utilise pervasive AI-driven intelligence, in the form 
of a Native AI toolkit, previously presented in D2.3 (“Initial 6G-INTENSE overall architecture”)[1] , to 
address these challenges while managing complexity through standardised intent-driven concepts.  

The Native AI Toolkit is a novel concept developed under the 6G-INTENSE project. It allows for the 
realisation of the TM Forum Autonomous Operational Domains paradigm by improving the intent 
management procedures and provides the closed-control loops automation for optimisation procedures 
in each operational domain. It employs cutting-edge AI and machine learning (ML) technologies, 
including Large Language Models (LLMs), Reinforcement Learning (RL), and Hierarchical 
Reinforcement Learning (HRL), to ensure seamless and dynamic management of intents across the 
multiple operational layers of the architecture. In this deliverable, we describe our final Native AI 
solutions in the areas of intent management: translation, refinement, and conflict resolution, and we 
present some of the closed-control loops. Furthermore, we describe how domain knowledge and 
observability can enhance model training across the multiple operational domains of the system. For 
each AI-based innovation, we added an AI-ethics section that is based on the D1.3 [1]  to explain the 
accountability and trustworthiness of AI.  

Intent Management through Intent Translation and Refinement: The proposed solutions 
demonstrated the feasibility of automatically translating natural-language user requests into 
standardized ETSI- and TM Forum-compliant representations. Experimental evaluations showed high 
translation quality and user satisfaction, while validation and benchmarking mechanisms ensured the 
reliability and consistency of generated outputs. In addition, the intent-driven deployment framework 
successfully enabled the automated transformation of business intents into deployable service 
configurations, validating the practicality of intent-driven service creation and deployment. 

Closed-Control Loops Automation: The developed conflict-management mechanisms demonstrated 
the ability to support autonomous decision-maxking in complex multi-tenant environments. The 
preference-aligned learning framework enabled SLA-aware conflict resolution, while the XAI4C 
framework improved conflict-detection performance and transparency, achieving 30% higher detection 
accuracy and 41% lower detection latency than the selected baseline solution. 

Knowledge, Observability, and Training: The proposed distributed intelligence solutions 
demonstrated the effectiveness of privacy-preserving collaborative AI training and inference. Federated 
learning improved model performance and convergence compared with local-only training, while 
collaborative inference optimized resource utilization across edge environments. Furthermore, the 
LLMOps framework enabled automated lifecycle management of AI models, and GNN-based prediction 
mechanisms improved SLA compliance by reducing service violations across multiple network slices. 

In summary, the Native AI Toolkit delivered by 6G-INTENSE achieved significant progress towards 
autonomous 6G network management. The developed solutions demonstrated effective intent 
translation from natural language to standardized network representations, automated service creation 
and deployment, intelligent conflict resolution, explainable decision-making, collaborative intelligence, 
and proactive SLA management. Performance evaluations confirmed improvements in translation 
quality, model convergence, conflict detection accuracy, resource utilization, and SLA compliance across 
multiple operational scenarios. These results demonstrate the maturity and effectiveness of the 
proposed Native AI innovations and highlight their potential to serve as key enablers of future intent-
driven, zero-touch, and trustworthy 6G network operations. 
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1 Introduction  
The telecommunications industry is undergoing a transformative shift with the advent of 6G technology, 
which promises to deliver unprecedented levels of connectivity, speed, and intelligence. As networks 
become more complex and user demands grow, there is a pressing need for advanced automation 
solutions that can manage and optimise network operations efficiently.  

The 6G-INTENSE project embraces a Native AI paradigm and is architected in alignment with the TM 
Forum Autonomous Networks framework [2] and the European Telecommunications Standards 
Institute (ETSI) Zero-touch Network and Service Management (ZSM) architecture[3] . Its design is 
structured around three operational layers: Business Operations, Service Operations, and Resource 
Operations. These layers are managed respectively by the Tenant-Domain Management Orchestrator (t-
DMO), the Domain Management Orchestrator (DMO), and the Network-Compute Fabric (NCF). 

The 6G-INTENSE architecture is shown in Figure 1. Intents from vertical stakeholders are ingested at 
the t-DMO layer, propagated through the architectural stack, and transformed into concrete, domain-
specific actions executed by Local Management Orchestrators (LMOs).  

The 6G-INTENSE architecture adopts the Autonomous Domains paradigm as defined by TM Forum[4] . 
Following that approach, each operational level of the 6G-INTENSE architecture operates as an 
independent modular block. The communication between the different operational levels is done using 
the TMF Forum 921 API [5] , which uses the TMF Intent Ontology as a reference.  Deliverable D2.5 [6]  
introduced Native AI, which enhances the 6G-INTENSE DIMO framework across the different 
operational levels of the architecture, as can be seen in Figure 1. Each layer of the DIMO framework uses 
Native AI to process the Intents that arrive. The Native AI also integrates several cutting-edge AI and ML 
technologies to enable the automation of Intent lifecycle-management operations through closed-
control loop automation. Its design is structured around three operational layers: Business Operations, 
Service Operations, and Resource Operations. These layers are managed respectively by the t-DMO, the 
DMO, and the NCF. 

 
 

Figure 1 : 6G-INTENSE General Architecture [6] . 

This deliverable reports the final outcomes of the Native AI Toolkit development in 6G-INTENSE and 
demonstrates how the proposed innovations enhance intent-driven automation across the t-DMO and 
DMO layers. The developed solutions successfully automate key stages of the intent lifecycle, including 
intent translation, refinement, deployment, conflict resolution, observability, and knowledge-driven 
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optimization. Experimental evaluations show substantial improvements in intent-processing accuracy, 
SLA-aware decision making, conflict detection, and service automation. The proposed intent translation 
frameworks achieved high user satisfaction and translation accuracy, while the federated learning 
approach accelerated model convergence and improved intent-generation quality. The DPO-based 
conflict resolution framework enabled more consistent and SLA-aware decision-making in multi-tenant 
environments, and the XAI4C framework improved conflict-detection accuracy by 30% while reducing 
detection latency by 41% compared with baseline approaches. Furthermore, the collaborative inference 
and predictive intelligence solutions demonstrated improvements in resource utilization, SLA 
compliance, and operational efficiency. These results collectively validate the effectiveness of the Native 
AI Toolkit as a key enabler of autonomous, intent-driven 6G network management. 

The Native AI architecture for 6G-INTENSE, represented in Figure 2, utilises different innovative 
advanced AI/ML capabilities to enhance the LCM, mainly through LLM translation and Closed-control 
loops. The Native AI toolkit includes the use of LLMs, RL, and HRL to interpret, decompose, reconcile, 
and execute high-level intents. Each intent traverses a pipeline of procedures according to the Intent 
Lifecycle Management. For each step, we have gone beyond the state of the art and present different 
innovations.  Firstly, the intents need to be translated into structured directives via LLMs and then 
mapped to specific network domains. For this topic, we present six innovations on Intent Translation 
and Refinement, Section 2.1. Then the intents are deployed according to the intent LCM. For this, we 
present an innovation in Section 2.2.  At the enactment and validation phase, possible conflicts need to 
be solved through the closed-control loop framework; for this we present two innovations 
corresponding to Section 3.1 and 3.2. The LCM needs to ensure that each intent is continuously 
monitored and dynamically adjusted to maintain compliance with the user request. For this reason, we 
leverage data observability practices and create feedback loops to the underlying architectural layers, 
detailing three innovations in Sections 4.1, 4.2 and 4.3. The integration of the different Native AI 
components that were mentioned beforehand considers the information detailed in Deliverable D2.5 
[6]  and is shown in Figure 2. 

 
 

Figure 2: Native AI Integration Architecture over the 6G-INTENSE Operational Domains. 

A key innovative feature of this architecture is its ability to resolve conflicts and adapt to dynamic 
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conditions in real time, through closed-control loop automation as described in detail in Section 3 , 
paving the way towards Autonomous Operational Domains. Specifically, the IRF, in coordination with 
HRL/Multi-Agent Reinforcement Learning (MARL) agents, detects and addresses conflicting intents by 
adjusting policy hierarchies and coordinating sub-policies across layers. The KB, which stores rich 
contextual data including performance metrics, policy history, and conflict resolutions, underpins all 
decision-making processes. Additionally, the Workflow engine is tasked with creating chains of 
interdependent or sequenced actions that execute a given intent or sub-intent. To deliver the above 
outcome, it establishes closed loops and works closely with the Knowledge-Base & Observability, and 
Intent Decomposition Blocks. 

 

 
 

Figure 3: Processing of Intents through Native AI blocks across different levels of 6G-INTENSE architecture. 

Through this deeply integrated framework, the Native AI empowers 6G-INTENSE to deliver zero-touch 
automation that dynamically aligns real-world infrastructure and services with high-level business 
goals. Closed-loop orchestration, semantic enrichment, and conflict-aware actuation ensure that intents 
ranging from cost optimisation to strict service-level objectives are translated into actionable, 
coordinated behaviours across the t-DMO, DMO, and NCF domains. A key component in this multi-
layered orchestration is the production and propagation of intent reports by each autonomous domain, 
as defined by the TM Forum. These reports, generated at the Resource and Service Operations levels, 
provide structured feedback on the status, fulfilment, and any conflicts or deviations encountered 
during intent realisation. As they propagate upward through the hierarchy, these reports inform higher-
level layers, especially the t-DMO, about the effectiveness and compliance of intent execution, enabling 
the refinement of intent expressions, triggering adaptive decisions, or initiating corrective actions. This 
recursive flow of information forms a crucial feedback loop that sustains the self-optimising and self-
healing capabilities of the 6G-INTENSE system. 

Figure 3 shows a summary of the Native AI enhancements over the different Autonomous Operational 
domains of the 6G-INTENSE Architecture (t-DMO and DMO).  The deliverable presents the following 
Native AI enhancements: 

• Intent Translation, Decomposition and Refinement,  
• Domain Reasoning & Mapping, 
• Closed-control loop Intent Management.  
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These enhancements are applied at the t-DMO and the DMO, the focus of this deliverable. Each of the 
Autonomous Operational Domains produces and handles different types of TMF Intents. The t-DMO is 
responsible for the production of the Service Intent. For that purpose, the Native AI enhancements 
ensure the appropriate match between the produced Service intents and the original user requests or 
Business Intents. Similarly, the DMO will handle the incoming Service Intents, decompose them, and 
ensure the proper definition of the resources through different Resource Intents that compose the 
service. Extra Operations can be performed at the DMO level to ensure that the decomposed intent will 
be requesting the correct resources in an optimal way. This can be done through Domain Reasoning & 
Mapping, and with Closed-Control loops for Intent Management, e.g., HRL to optimize resource 
allocation. 

In the following Sections, we introduce beyond state-of-the-art Native AI innovations produced in the 
6G-INTENSE project for the realization of the Native AI toolkit. 

1.1 Mapping 6G-INTENSE Outputs  

The purpose of this section, as shown in Table 1 is to map 6G-INTENSE Grant Agreement commitments, 
both within the formal Deliverable and Task description, against the project’s respective outputs and 
work performed. 

Table 1: Adherence to 6G-INTENSE GA Deliverable & Tasks Descriptions. 

6G-INTENSE 
Task No. and 

Title 

6G-INTENSE GA Task Description Respective 
Document 
Section(s) 

Justification 

DELIVERABLE 

D3.1 - Initial report Native AI toolkit development 

Description of the initial solutions for LLM driven Machine reasoning, Hierarchical Reinforcement 
Learning for intent propagation and conflict resolution and federated domain edge intelligence 

Task T3.1 

LLM driven 
Machine 
Reasoning for 
intent 
decomposition 

This task will design, develop, test, and train 
the algorithms that underpin the operation of 
the AI-Native Toolkit, and are broadly 
applicable in all 6G-INTENSE Autonomous 
Domains. The TMF 921 intent model will be 
adopted as the baseline, appropriately 
extending it to support advanced capabilities 
such as supporting syntax close to human 
language, that captures hard constraints, but 
also soft requirements and prioritizations. 
Building on the toolkit design performed 
within T2.3, as well as the SoTA survey and 
gap analysis, this task will deliver Machine 
Reasoning models that leverage on LLM 
techniques to perform decomposition of 
intents into primitive tasks, to be actuated by 
domain-specific Decision Engines (DEs). To 
this end, open source LLMs (e.g., LLAMA, 
Pythia, etc.) will be adopted as the baseline. 
Emerging LLM model finetuning and 
distillation processes will also be applied to 
enhance performance and precision in the 
problem domains addressed (Tenant, Service, 
Resource). Moreover, in the context of 
machine reasoning for telecommunications, 
XAI can facilitate the identification of causal 

Section 1. 2 

Section 2.1 

Section 2.2 

Section 2 describes 
the Native AI Toolkit 
Architecture, 
detailing the design 
and interfaces of 
Native AI Toolkit 
features such as 
operational 
algorithms for intent 
decomposition. 

Section 3.1 details the 
processes of 
translating natural 
language to both 
executable 
configurations, such 
as Network Service 
Descriptors (NSDs) 
and formal 
standardised models 
such as TM Forum 
specification, through 
the use of LLMs. The 
section concludes with 
an investigation into 
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relationships between network inputs and 
outputs, thereby enabling operators to 
comprehend better the factors contributing 
to specific outcomes (causal reasoning) but 
also focusing on abductive reasoning (i.e., 
optimization of task planning). 

intent translation 
evaluation. 

Section 3.2 and 
Section 3.2.1 detail 
innovations related to 
the intent 
decomposition using 
LLM and instantiation 
of intents. 
Furthermore, it 
presents how the 
instantiation of 
intents can use 
workflows and how 
this is handled across 
operational domains 

Task T3.2 - 

Hierarchical 
Reinforcement 
Learning 
algorithms for 
intent 
propagation 
and conflict 
resolution 

This task will adopt RLHF as the main 
algorithmic framework, which is leveraged in 
the Native-AI toolkit to resolve conflicts and 
align them with the desired human results 
(e.g., leveraging approaches such as the 
Proximal Policy Optimization) in the context 
of Autonomous Domains. More specifically, 
this task will deliver designs and validations 
of RHLF at the Tenant domain, focusing on 
human intent ingestion and adaptability of 
RL agent objectives with regard to human 
and system-generated feedback, which will be 
helpful in reaching convergence and 
prioritizing (or selecting) tasks, in case of 
conflicts. Then this task will validate the 
adaptability of the solution to changes in 
system behaviour, changes in the quantity 
and quality of the load of the system. 
Moreover, this task will extend RLHF towards 
a Hierarchical Reinforcement Learning (HRL) 
architecture, to achieve coordination and 
convergence of decision-making policies 
across Autonomous Domains (i.e., Tenant 
Service and Resource domains), to offer 
Native (or pervasive) AI capabilities. To this 
end, HRL algorithms that recursively 
decompose sub-tasks coming from the RLHF 
conflict resolution process into vertical 
actions (i.e., across Autonomous Domains) 
will be proposed, and validated in terms of 
convergence of decision-making policies. 

Section 3.1 

Section 3.2 

Section 3.1 proposes a 
conflict resolution 
framework utilising 
Reinforcement 
Learning from Human 
Feedback (RLHF) for 
intent-driven 
orchestration. 

Section 3.2 also 
proposes a conflict 
resolution framework 
that aims to leverage 
explainable AI (XAI). 

Task T3.3 - 

Federated 
domain edge 
intelligence 
and 

This task will offer mechanisms for the 
management and dynamic provisioning of 
analytics models across administrative 
domains, implementing novel, decentralized 
Federated Learning techniques, termed as 
Composable AI. These will support the 
efficient and secure sharing of multi-party 

Section 4.1 

Section 4.2 

Section 4.3 

Section 4.1 proposes a 
federated learning 
approach to 
management and 
provisioning, allowing 
communication 
across producing a 
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knowledge 
optimisation 

and multi-purpose analytics models among 
Autonomous Domains and will deliver a 
functionality similar to the concept of 
distributed MLOPS. This will be supported via 
a control layer that enables cooperative, 
energy-efficient interactions of AI agents over 
the Edge and will be able to interact with any 
domain and any entity of the mobile network 
platform, and will ensure an efficient sharing 
of both data and ML models among the 
system components. Additionally, to reduce 
energy consumption, innovative techniques of 
knowledge distillation techniques adopting 
“student models” will be considered, as well 
as novel model quantization and pruning, 
aiming for on-device ML at the Deep Edge. 
Finally, this task will address efficient 
knowledge representation and synthesis, 
considering LLM-based Transformers, as an 
evolution of Graph Neural Networks. 

translator across 
layers. 

Section 4.2 aims to 
address distributed 
interfaces in 6G-
INTENSE. Allowing 
for an efficient and 
sustainable 
collaborative 
inference, adapting to 
varying tasks and 
resource conditions 
e.g., available 
bandwidth, 
processing power, and 
energy constraints 

Section 4.3 details a 
structured and 
automated process for 
tracking, versioning, 
deploying, and 
monitoring LLMs 
across heterogeneous 
infrastructures while 
enabling continuous 
model improvement 
based on real-time 
performance 
feedback. 

Section 4.4 details 
resource consumption 
prediction through 
the use of GNNs and 
its utility in SLA and 
QoS compliance 
scenarios. 

 

1.2 Deliverable Overview and Report Structure  

In this section, the document structure is provided with a brief description of each Section: 

• Section 1: This Section introduces the deliverable and describes the key elements of the Native 
AI Toolkit architecture as detailed in D2.3, highlighting the dynamic and automated capabilities 
of 6G-INTENSE. 

• Section 2: This Section explains the intent lifecycle, breaking it down into two parts: (i) 
Translation and Refinement, (ii) Intent Deployment and Intent Lifecycle Management. 

• Section 3: This Section presents Closed-Control Loop solutions proposed in 6G-INTENSE for 
automation/optimization of the Intent Lifecycle  

• Section 4: This Section discusses how 6G-INTENSE addresses privacy, cost, resource demands, 
performance monitoring, and pre-emptive adaptation. It highlights approaches such as 
collaborative interfaces and Graph Neural Networks. 

• Section 5: This Section concludes the deliverable. 
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2 Intent Lifecycle Management  
This Section explores the comprehensive lifecycle management and orchestration of IBN systems, 
emphasizing the integration of LLMs and XAI to enhance automation, reliability, and user trust in 
network management. Furthermore, this section presents how different closed-control loops can be 
used for the automation and optimisation of the intent management operations. 

Section 2.1 details 6 innovative approaches related to intent translation and refinement using LLMs. One 
of the innovations allows for effective orchestration in the Edge/Cloud domain, adhering to ETSI 
standards. It involves four stages: i) retrieval of few-shot examples, ii) validation, iii) user feedback, and 
iv) Network Service Descriptor (NSD) generation. The users, such as vertical owners, might not be able 
to express their requests in Intent format; for that reason, another innovation presents a fine-tuned LLM 
that can be used to translate user requests into structured formats. Furthermore, the innovation 
considers intent validation through benchmarking, which ensures reliability and compliance. Other 
innovations focus on training LLMs to generate intents compliant with TM Forum standards, ensuring 
interoperability and accuracy. Finally, to aid the users during the Service Order/Request process, we 
proposed an innovative LLM Chatbot that aids in the construction of the user request, providing the user 
with feedback.  

Section 2.2 discusses an innovative solution for intent decomposition and deployment within the 6G-
INTENSE architecture, translating high-level user intents into standardized representations for network 
deployment. The proposed process follows TM Forum standards, enhancing automation of management 
and orchestration procedures with workflow orchestration. The proposed workflow aims to 
automatically manage the intent lifecycle, including different functionalities, such as intent profiling, 
validation, translation, domain classification, and deployment via APIs.  

2.1 Intent Translation and Refinement  

This section describes our innovative approach to intent translation and its refinement to enable 
effective intent-driven orchestration through LLM agents. All the solutions presented below are 
innovative, as they introduce novel ways of leveraging LLMs to translate natural language user requests 
into standardized model specifications within the Edge/Cloud domain. This approach adheres to ETSI 
standards, specifically Network Function Virtualization (NFV) and Multi-access Edge Computing (MEC), 
while significantly simplifying the orchestration process through natural language interaction. 

• The process is outlined in a four-stage approach using three tools: a retriever for few-shot 
learning, a validation process, and a user feedback system, which are detailed in section 2.1.1.  

• An Agentic AI framework is proposed in section 2.1.2 for intent translation and negotiation with 
end users. 

• The training of LLMs to generate intents compliant with TM Forum standards is detailed in 
section 2.1.3, ensuring interoperability and accuracy in network configurations. The LLM 
Chatbot is also described in this section, which facilitates user interactions and translates 
requests into structured formats for the t-DMO.  

• A context-aware AI intent translation framework placed in the t-DMO is detailed in section 2.1.4.  
• A federated learning approach to LLM optimisation is detailed in section2.1.5, allowing for fine-

tuning open-source LLMs for effective translation of user intents into resource intents and 
configuration files.  

• Intent validation through benchmarking is described in section 2.1.6, highlighting the 
importance of reliability, accuracy, and compliance in the translated outputs.  

• Intent deployment and lifecycle management are presented in section 2.1.7, detailing the 
deployment process within the 6G-INTENSE framework, which maps business service requests 
into structured representations following TM Forum’s 921 standards and the decomposition of 
user requests into service deployments and resource intents. 

2.1.1 LLM Translation to Network Service Description  

In this subsection, we focus on the intent translation agent for one technological domain, namely the 
Edge/Cloud domain, supporting ETSI NFV and MEC. Specifically, ETSI, through these two groups, has a 
well-defined descriptor to deploy a Network Service (NS) and its composition. To this aim, the ETSI NFV 
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group has defined the NSD, which describes the composition of the NS in terms of the application and 
network functions composing it and their interconnection [7] . An NSD contains the list of network 
functions and applications using descriptors (Virtual Network Function Descriptor – VNFD and 
Application Descriptor – AppD) and how they are interconnected using a VNFFG (VNF Forwarding 
Graph)[8] .  One of the LMOs considered by 6G-INTENSE handles the deployment of Intent on 
Edge/Cloud technological domain, in accordance with ETSI standards, using NSDs in the form of JSON 
structures. These descriptors define a set of applications and the requirements for each within the JSON 
structure. To recall that this translation is done at the t-DMO. The issued NSD is encapsulated into the 
TM Forum 921 format [9]  to be passed to the DMO.  

This intent translation agent is deployed at the t-DMO and operates through a structured four-stage 
process that we designed specifically for this system. This novel process leverages three custom-
designed tools: a retriever that uses a few-shot learning approach for improved accuracy, a validation 
mechanism, and a user feedback system to continuously refine translation quality. Figure 4 illustrates 
this process, and it is described in more detail below: 

 

Figure 4: The Translation Agent Workflow [10] . 

2.1.1.1 Few-Shot Examples Retrieval (Retriever Tool) 

To generate accurate NSDs, the translation agent first retrieves relevant historical examples from the 
KB. This is achieved using a retriever tool that employs a sentence transformer model to compare the 
user's intent query with stored queries in the KB. The similarity is calculated using cosine similarity [11] 
. 

The sentence transformer model’s objective is to retrieve relevant examples from the KB, where each 
entry is organized in a tuple structure (𝑄𝑖 , 𝐴𝑖). Here, 𝑄𝑖 represents the queries corresponding to 
historical vertical user intents, and 𝐴𝑖 consists of NSDs previously generated by the LLM, which have 
been validated either through manual insertion or positive Human Feedback (HF).  

The retrieval of relevant examples involves measuring the cosine similarity between the new input 
query 𝑄𝑢 and each query 𝑄𝑖 within the KB. The cosine similarity indicates the degree of similarity 
between the queries and is calculated as: 

𝑆(𝑄𝑢 , 𝑄𝑖) =
𝑄𝑢 ⋅ 𝑄𝑖
|𝑄𝑢||𝑄𝑖|
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where ⋅ represents the dot product of the query vectors, and | ⋅ |  denotes the vector's Euclidean norm. 
Subsequently, the AI model extracts a set of 𝑛  tuples, denoted as Top𝑛 , representing the most similar 

historical examples. These tuples, in the form (𝑄𝑗 , 𝐴𝑗), are then forwarded to the next stage. 

2.1.1.2 NSD Generation 

Using the retrieved examples (the similar examples from the aforementioned step), the agent constructs 
a structured prompt for the LLM, which follows an instruction such as: “Your task is to generate an NSD 
based on the provided intent and examples.” 

The prompt includes predefined rules, the retrieved few-shot examples, and the new user intent. Given 
the structured nature of NSDs, the LLM used for this task is optimised for code generation. In our case, 
we leverage Code Llama [12] , a model trained on structured data with a large context window to handle 
multiple examples effectively. 

2.1.1.3 Validation Process (Validation tool) 

Once the NSD is generated, the Validation Process, one of the translation agent’s tools, ensures its 
correctness through a structured three-step validation process: 

• Syntax validation: Ensures the NSD adheres to JSON format and schema compliance. 
• Semantic validation: Checks parameter types, regular expressions, and logical correctness. 
• Correlation validation: Verifies interdependencies, ensuring that referenced parameters exist 

before use. 

Additionally, the validation tool enforces compatibility with DMO APIs, ensuring necessary conditions 
such as lowercase names and proper interface structuring. If errors are detected, the agent 
automatically prompts the LLM to correct them before sending the NSD forward. 

2.1.1.4 User Feedback System (Feedback tool) 

The User Feedback System serves as the last tool of the translation agent, allowing vertical users to 
refine the generated NSDs. Users can: 

1. Accept the NSD and submit it for deployment. 
2. Modify errors manually and submit a corrected NSD. 

If modifications are made, the corrected version is stored in the KB, enriching future few-shot retrievals. 
This system acts as an indirect reinforcement learning mechanism, improving future translations 
without modifying the LLM’s weights. With these three tools, the translation agent ensures high 
accuracy in translating natural language intents into deployable configurations. 

2.1.1.5 Performance Evaluation 

The experiments were conducted on two machines: 

• Machine 1: A 36-core Intel Xeon Silver 4314 CPU (2.40GHz), running a Kubernetes-based test 
cluster and the Edge/Cloud LMO. 

• Machine 2: The same CPU and one Nvidia A100 GPU (40GB vRAM), hosting the Intent Translator 
Agent. 

We used the LangChain1 framework and ChromaDB2 for KB embedding storage. Multiple open-source 
LLMs were tested; the Code Llama Instruct 34B model showed the best accuracy in generating valid 
NSDs on the first attempts. We used MPNet v2 for semantic similarity and configured the LLM with: 

• Maximum tokens: 3000 
• Few-shot examples (n): 4  

 
1 Langchain: https://www.langchain.com/ 
2 ChromaDB https://www.trychroma.com/ 

https://www.langchain.com/
https://www.trychroma.com/
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• Temperature: 0.1 

Example system application: We provide a live demonstration3 where a vertical user creates a UAV GPS 
tracking service composed of two apps: a northbound GPS tracker and a MongoDB backend. The Intent 
is written in natural language, translated into an NSD, and deployed via the LMO on an edge cluster. 

User satisfaction: Ten users each generated 10 NSDs using our platform, with no prior knowledge of NSD 
internals. After each NSD generation, users rated the output (0–5) and submitted their corrected 
versions. Figure 5 shows the average rating and cosine similarity between generated and corrected 
NSDs. Initial ratings were above 3.75 with similarity over 0.9, improving to ~5 and 1.0 over time, 
showing that most corrections were minor, and the system adapted quickly to user input. 

 

Figure 5: Mean user satisfaction and similarity score over NSD generations. 

NSD generation time: As shown in Figure 6, the NSD generation time increases with the number of 
requested applications, exceeding 1 minute for more than 3 applications. This latency stems from the 
LLM inference time. Future work may incorporate task decomposition to optimise performance. 

 

Figure 6: Effect of varying number of applications on NSD generation time. 

2.1.1.6 AI Ethics  

The system addresses transparency and explainability by structuring the intent translation process into 
clearly defined stages: retrieval, generation, validation, and feedback; each of which is explicitly 
described and interpretable. The use of a retriever based on cosine similarity, the inclusion of few-shot 
examples, and the rule-based prompt construction contribute to making the decision process of the LLM 
more understandable and traceable.  Additionally, the validation tool introduces explicit checks (syntax, 
semantic, and correlation validation), which help clarify why certain outputs are accepted or corrected. 
This layered design reduces the “black-box” nature of the AI system by providing observable 
intermediate steps and verifiable outputs. Finally, the user feedback system reinforces human oversight, 
allowing users to review, correct, and validate the generated NSDs before deployment. This ensures that 
final decisions are not fully automated and that human users retain control over the system’s outputs, 
enhancing both accountability and trustworthiness. 

 
3  Demo: LLM-based Intent Translation in the EURECOM 5G Facility, https://youtu.be/SDyBge8WMt0  

https://youtu.be/SDyBge8WMt0
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2.1.2 LLM Translation and Negotiation with Agentic AI  

In 6G-INTENSE, we also perform intent negotiation with a framework that operates between users and 
management tools, providing a natural-language interface for IBN and translating high-level user intents 
into actionable network operations. The framework is organized around a central Intent Manager agent, 
which serves as the main entry point of the system. It communicates with users in natural language, 
interprets their intents, and coordinates the overall operation of the framework. All agents share two 
types of memory to facilitate intelligent coordination. Short-term memory stores session information 
and recent interactions, enabling the system to maintain context during ongoing operations. Long-term 
memory contains persistent information, including knowledge of low-level management tools, 
infrastructure-level configurations (e.g., NSDs – following the ETSI NFV-MANO management 
framework), and other configuration data. This allows the framework to retain expertise over time and 
support reasoning across multiple sessions. Some agents also leverage external tools to interface with 
management systems, perform automated actions, or retrieve required data. This modular, agent-based 
design enables the framework to act as an intelligent intermediary, effectively bridging the gap between 
high-level user intents and low-level network management operations.  Figure 7 illustrates the overall 
architecture of the framework, with further details on the agents, memory mechanisms, and external 
tools provided in the corresponding subsections. 

 

Figure 7: Intent translation and negotiation design. 

2.1.2.1 Agents 

Intent translation and negotiation consist of the following agents:  

Intent Manager: The Intent Manager is the entry point of the platform and coordinates the full intent 
fulfilment workflow. It receives the user’s natural-language request, the short-term session context, and 
intermediate outputs produced by other agents. The component is implemented using an LLM guided 
by prompt engineering that encodes the workflow stages and routing rules, ensuring that decisions are 
based on structured agent feedback rather than ad-hoc generation. Its output consists of a user-facing 
response—such as questions, confirmations, or explanations—and a routing decision specifying which 
agent should be invoked next and what context should be passed. In most cases, the next step is the 
Validation Agent. After validation, the Intent Manager orchestrates the progression of the workflow 
through decomposition, completion, optional negotiation, translation, and activation, while looping 
back whenever user revisions or clarifications are required. 

Validation Agent: The Validation Agent acts as the first quality control stage by determining whether a 
user message represents a valid telecommunications network intent within the 5G/6G domain. It 
receives the raw user request, optionally accompanied by minimal contextual information, and 
evaluates whether it contains meaningful intent signals. These signals may include references to 
network components such as radio access network (RAN) elements (e.g., gNB or UE), core network 
functions (e.g., NRF, UDR, UDM, AUSF, AMF, SMF, or UPF), or MEC deployments. The agent is 
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implemented as an LLM-based validator constrained by a prompt that enforces a binary decision, along 
with a concise justification. Domain-specific criteria are provided through structured instructions and 
examples rather than through model retraining during execution. The output is a verdict—either 
“VALID” or “INVALID”—accompanied by a brief explanation. If the verdict is “VALID,” the request is 
forwarded to the Decomposition Agent. Otherwise, the Intent Manager asks the user to clarify or restate 
the intent. 

Decomposition Agent: The Decomposition Agent transforms a validated high-level intent into a 
structured representation organized by networking domain. It takes as input the validated user intent 
along with any clarifications gathered during earlier interactions. The agent decomposes the request 
into three main categories: (i) RAN intents, (ii) CN intents, and (iii) MEC intents. Implementation relies 
on an LLM guided by a schema-oriented prompt that enforces a strict information preservation policy: 
all user-provided information must be retained, and no new components or parameter values may be 
introduced. The output is a domain-partitioned structure that clearly distinguishes between 
information explicitly provided by the user and details that remain unspecified. This structured 
representation is then passed to the Completion Agent, which evaluates whether additional information 
is required. 

Completion Agent: The Completion Agent identifies any missing specifications necessary to transform 
a decomposed intent into an executable request. It receives the structured RAN/CN/MEC representation 
along with domain-specific completeness criteria defining the mandatory parameters for each 
referenced component. The agent is implemented as an LLM operating under a checklist-style prompt 
that restricts it to requesting only the missing values for components already mentioned in the intent. 
It is explicitly prohibited from introducing new components or making assumptions about unspecified 
parameters. The output is a structured list of missing fields, or alternatively, a signal indicating that the 
intent is already complete. When information is missing, the Intent Manager interacts with the user to 
collect the required data and re-evaluates completeness. If all required fields are present, the workflow 
proceeds either to the Negotiation Agent—if feasibility constraints exist—or directly to the Translation 
Agent. 

Negotiation Agent: The Negotiation Agent manages situations in which the requested intent cannot be 
fulfilled due to system constraints. It receives a completed intent, along with feasibility evidence from 
the target environment, such as available resources, quota limits, placement constraints, or policy 
restrictions. The agent is implemented using an LLM guided by a negotiation protocol prompt that 
requires the transparent presentation of the constraints and the generation of feasible alternative 
options. The design prevents unsupported modifications or fabricated resource values. The output 
consists of a revised specification approved by the user, or a set of feasible alternatives accompanied by 
a brief explanation of the associated trade-offs. Once agreement is reached, the workflow continues with 
the Translation Agent. If the user rejects the proposed alternatives, the process returns to the Intent 
Manager for further refinement or termination. 

Translation Agent: The Translation Agent converts the finalised intent into a machine-readable JSON 
specification that can be consumed by downstream orchestration systems. It takes as input the 
completed intent structure—optionally updated through negotiation—and a strict schema that 
organizes parameters into RAN, CN, and MEC sections. The agent is implemented as an LLM-based 
schema mapper constrained through prompt engineering and, optionally, JSON validation mechanisms. 
These constraints ensure that the generated configuration strictly adheres to the schema while 
remaining faithful to the user-approved values, preventing the introduction or modification of 
configuration parameters. The output is a JSON document that complies with the framework schema 
and is ready for deployment. The Intent Manager then presents the generated specification to the user 
for confirmation before forwarding it to the Activation Agent. 

Activation Agent: The Activation Agent is responsible for deploying the translated intent onto the 
target infrastructure and reporting the outcome of the operation. It receives the user-confirmed JSON 
specification together with the deployment context required by the orchestration platform, such as 
target environment identifiers and access parameters. This component is primarily implemented as a 
tool-driven module that interacts directly with management and orchestration systems to apply the 
generated configuration and monitor execution through platform feedback. At this stage, an LLM is used 
mainly to summarise deployment results and assist with workflow routing decisions. The output 



D3.3 Final report Native AI toolkit development 

©6G-INTENSE  Page | 23  

includes the deployment status—success or failure—and diagnostic information in case of errors. The 
Intent Manager then communicates the results to the user and may redirect the workflow back to the 
Negotiation or Completion stages depending on the nature of the failure. 

2.1.2.2 Tools 

Intent translation and negotiation use the following tools:  

Exposure: The Exposure API represents the framework’s “view” into the network. It provides a unified 
interface for querying capabilities and available resources across different domains, enabling the 
Negotiation Agent to base its decisions on the actual capabilities of the underlying system. In the RAN 
domain, exposure may be provided through the RIC and xApp ecosystems, which can report radio 
conditions and capacity indicators such as spectrum availability, bearer options, and UE connectivity 
status. In the core network, capability exposure can be realized through the 3GPP Network Exposure 
Function (NEF), which provides access to information such as available Quality of Service (QoS) profiles 
and service capabilities. Within the MEC domain, exposure mechanisms report edge infrastructure 
status, including available nodes, compute capacity, and deployment constraints. By consolidating these 
sources of information, the Exposure API enables the framework to evaluate the feasibility of user 
intents using real infrastructure data. 

Orchestrator: The Orchestrator API functions as the execution interface of the framework. It receives 
the JSON-based intent specification generated by the Translation Agent and applies it to the underlying 
infrastructure to instantiate the requested services across the RAN, CN, and MEC domains. In the RAN 
domain, the orchestrator configures radio resources, slice parameters, and UE connectivity settings. In 
the core network, it provisions network functions, applies QoS configurations, and establishes service-
level parameters required for the requested functionality. In the MEC environment, it deploys edge 
applications, allocates compute and storage resources, and manages placement constraints across 
available edge nodes. Beyond the initial deployment phase, the orchestrator also supports LCM creation, 
modification, and termination. It applies the necessary low-level descriptors and configuration artifacts 
required by the target platforms and provides operational feedback such as deployment status and 
monitoring information. Through this unified orchestration interface, the Activation Agent can deploy 
and manage intents consistently across heterogeneous network domains. 

2.1.2.3 Memory 

Short-Term Memory: Short-term session memory maintains the context of an ongoing interaction with 
the framework within a single session. The intent progresses through a state transition workflow 
composed of several stages: Waiting (awaiting user input), Validating (intent verification), Decomposing 
(structuring the intent by networking domain), Completing (collecting missing specifications), 
Negotiating (resolving feasibility and resource constraints), Translating (converting the finalised intent 
into JSON), and Activating (deployment). Transitions between these states are controlled by the Intent 
Manager, which determines the next step based on feedback received from the specialized agents. 

The session memory stores recent user interactions and intermediate artifacts generated during the 
workflow. These include the validation verdict, the structured intent produced by the decomposition 
stage, lists of missing fields identified during completion, negotiated adjustments to the intent, the 
translated JSON specification, and deployment feedback from the activation stage. By maintaining these 
artifacts, short-term memory ensures coherent multi-turn interactions and enables the Intent Manager 
to guide the user efficiently throughout the intent fulfilment process. 

Long-Term Memory: Long-term memory provides a reusable knowledge layer that supports 
consistent agent behaviour across multiple sessions by storing persistent domain knowledge and 
reusable intent-processing assets. In this framework, this knowledge layer includes three primary 
elements. First, it contains curated telecom intent patterns and examples that assist the Validation Agent 
in recognizing legitimate 5G/6G network requests while filtering out out-of-domain inputs. Second, it 
stores domain-specific completeness requirements, such as mandatory fields associated with RAN, CN, 
or MEC components, which the Completion Agent uses to systematically identify missing specifications. 
Third, it includes translation resources such as JSON schemas, required parameter names, and 
configuration templates that guide the Translation Agent in producing consistent and well-structured 
machine-readable outputs. 
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2.1.2.4 Performance Evaluation 

We conducted a comparative evaluation of the framework using two LLMs as the engines for its agents: 
Mistral and GPT-5.2. The evaluation was performed on a dataset of 20 network deployment intents—
10 valid and 10 invalids—representing realistic 6G scenarios. Two types of assessment were conducted: 
quality and cost, illustrated in Figure 8 and Figure 9, respectively. For the quality evaluation, metrics 
were selected according to each agent’s role: the Validation Agent measured input conformance and 
error detection accuracy; the Decomposition Agent assessed structure completeness, field coverage, and 
semantic preservation; the Completion Agent considered resource quality, nesting depth, and output 
completeness; the Negotiation Agent evaluated resource quality, constraint adherence, and field 
coverage; and the Translation and Activation Agents measured format consistency and field 
preservation. All quality scores were normalized to the [0,1] range. For the cost evaluation, the primary 
metric was execution time, measured in seconds per agent. 

The quality evaluation results in Figure 8 show the performance of GPT-5.2 and Mistral across the 
different agents. The Validation Agent achieved similar performance for both models, with a score of 
0.75. In this test, highly ambiguous intents were intentionally included, leading both LLMs to 
occasionally classify invalid intents as valid, revealing a shared limitation under extreme ambiguity. The 
Decomposition Agent saw GPT-5.2 attain a quality score of 0.850 compared to 0.814 for Mistral (+3.6%), 
indicating a stronger ability to break down complex network intents into domain-specific sub-intents. 
Both models achieved a perfect score of 1.0 on the Completion Agent, demonstrating comparable 
capability in translating high-level intents into deployment configurations. For the Negotiation Agent, 
GPT-5.2 scored 0.826 versus 0.753 for Mistral (+7.3%), reflecting a more precise understanding of 
resource requirements. Interestingly, the Translation & Activation Agents favoured Mistral, which 
scored 0.657 compared to 0.587 for GPT-5.2 (−7.0%). This outcome is expected, as the framework’s 
prompts were optimised for Mistral, indicating that the performance difference primarily arises from 
prompt tuning rather than inherent model superiority. 

 

Figure 8: Quality assessment. 

The execution time analysis in Figure 9 demonstrates significant efficiency gains for GPT-5.2 across all 
agents. Speedups ranged from 3.9× to 11.0× relative to Mistral. Specifically, the Validation Agent 
achieved a 4.1× speedup (Mistral: 5.31 s vs GPT-5.2: 1.30 s), the Decomposition Agent a 3.9× speedup 
(Mistral: 24.79 s vs GPT-5.2: 6.39 s), the Completion Agent a 9.8× speedup (Mistral: 31.17 s vs GPT-5.2: 
3.19 s), the Negotiation Agent a 6.1× speedup (Mistral: 26.52 s vs GPT-5.2: 4.32 s), and the Translation 
& Activation Agents an 11.0× improvement (Mistral: 21.29 s vs GPT-5.2: 1.93 s). Overall, the average 
pipeline execution time decreased from 109.08 seconds with Mistral to 17.13 seconds with GPT-5.2, 
representing an 83.7% reduction. These results highlight the trade-off between local deployment 
flexibility and the optimised performance achievable with high-end cloud inference infrastructure. The 
efficiency advantage of GPT-5.2 stems from high-performance inference capabilities and optimisation 
techniques such as key-value caching, whereas open-source deployment on edge AI devices is limited 
by inference bandwidth. 
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Figure 9: Cost assessment. 

2.1.2.5 AI Ethics  

Accountability and human oversight are addressed in this approach by embedding human interaction 
and control at multiple stages of the intent lifecycle. The Intent Manager continuously involves the user 
through clarifications, confirmations, and negotiation steps, ensuring that decisions are not fully 
automated but remain under human supervision. Critical points such as validation, completion of 
missing parameters, negotiation of constraints, and final confirmation before activation explicitly 
require user input or approval, preventing unintended or incorrect deployments. Additionally, the 
modular agent-based architecture enforces accountability by clearly separating responsibilities across 
specialized agents (e.g., validation, decomposition, negotiation), each producing traceable outputs such 
as verdicts, structured intents, and explanations. This traceability ensures that decisions can be audited 
and understood. Furthermore, the Exposure API grounds decisions in real infrastructure data, and the 
Activation Agent reports deployment outcomes and errors, reinforcing a feedback loop that supports 
responsible system behaviour. Together, these mechanisms ensure that the system remains 
controllable, auditable, and aligned with user intent, thereby promoting responsible AI-driven network 
management. 

2.1.3 NLP Translation to Standardised TM Forum Intents 

In 6G-INTENSE, we also perform the translation of natural language user requests into standardised TM 
Forum Intents using LLMs.  In contrast to NSDs, TM Forum Intents are defined following the Resource 
Description Framework (RDF) format. TM Forum has defined the TM Forum Intent Ontology (TIO) [13] 
and the Intent Common Model (ICM) [14] , to specify how an Intent should be built. The translation 
process, using LLMs, allows for accurate translation of user-defined service requests expressed in 
natural language into structured, actionable representations of services. 

 

Figure 10: Translation of NLP requests into TM Forum compliant intents. 

In this case, presented in Figure 10 the LLMs are specifically trained to generate intents compliant with 
both the TM Forum Intent Ontology (TIO) framework [13] and the TM Forum ICM [14] , which was 
defined as part of the work of the Autonomous Networks project. We used a set of TM Forum intents as 
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examples to train the LLMs for the translation of Intents. The generated intents are machine-readable 
and can subsequently enable the automatic creation of precise network configuration files. 

For translating user requests, we tested several advanced LLM models, e.g., GPT-4.0, GPT-3.5-Turbo [15] 
, tinyLLAMA [16] , LLAMA [17] , etc. In this case, the LLM model is responsible for the effective 
interpretation and translation of these intents into detailed business intent TMF-921-compliant 
configurations [9] . This process follows the established standards detailed in Deliverable D2.2 [18] , 
specifically the ETSI ZSM Intent Management Framework [19]  and TM Forum specifications to ensure 
consistency, interoperability, and clarity across the architecture. The initial tests used GPT-3.5-Turbo, 
which was more available at the time, as the underlying LLM for semantic processing; however, later 
tests confirmed that other LLMs can be used to achieve the same goal. The preliminary results regarding 
the latency of the translation of  NLP user requests into TM Forum Intents are presented in Figure 11. 
We tested this innovation in a simulated environment to validate it. The environment setup included 
GPT-3.5 Turbo to process NLP requests and generate TM Forum service intents. We used the TM Forum 
Ontology as a database to fine-tune the GPT-3.5 model. The entire pipeline was implemented using 
Python, and the system was tested on an ASUS TUF Gaming F16 FX607JV Laptop running Ubuntu 22.04.4 
LTS.  In deliverable D3.2 [20] , we presented the results that assess the quality of the generated intents.  

 

Figure 11: Latency associated with Business Intent-Generation from NLP user request [21] . 

A user request, presented in natural language and describing a network state, can then be translated 
into the TMF-921 intent representation. As shown in Figure 12, user requests are translated into Turtle 
representations aligned with TM Forum standards, suitable for precise querying and effective utilisation 
by network devices and software components. To facilitate the generation of user requests, we have also 
created an LLM Chatbot. This Chatbot serves as a user-friendly interface for vertical users. Specifically, 
it is designed for intuitive interactions between users and the underlying complex 
infrastructure. Notably, this interface helps users specify their requests. The use of LLMs for direct 
interaction with possible Vertical users allows capturing and refining high-level user requests. 
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Figure 12: Translation of the User Request into a Business Intent TMF Representation [21] . 

 

 

Figure 13: Interaction between the Chatbot and the t-DMO. 

The chatbot is powered by an advanced LLM trained on domain-specific user interactions, captures user 
requests, and facilitates communication with the t-DMO. Its primary purpose is to interpret user 
requests, understanding their semantics, and formatting these requests, as shown in Figure 13. 

As shown in Figure 14, the chatbot is equipped with a user-friendly web-based Graphical User Interface 
(GUI), which enables seamless expression of requests by users. The integrated LLM evaluates the nature 
of the request and determines whether it can be managed by the t-DIMO. Upon validation, the chatbot 
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leverages APIs integrated with the chatbot to encapsulate and forward the message to the t-DIMO. In 
addition, it periodically or on demand retrieves updates from the t-DIMO and provides status updates 
to users. This tool was developed using Flask for the web-based GUI development, an LLM model for 
semantic processing, and Python for backend logic and API interactions.  

The performance of the algorithms of the chatbot will be evaluated in a later deliverable, focusing on its 
ability to correctly understand user requests and to reject unrelated or unnecessary ones before they 
reach the t-DMO. The evaluation metrics will include the number of irrelevant requests successfully 
filtered out by the bot and the number of valid requests accurately forwarded to the Intent Translator. 

 

Figure 14: LLM Chatbot User Interface. 

2.1.4 RAG for Enhancing Intent Translation and Refinement  

Recently, LLMs based on transformers such as ChatGPT, Gemini, etc. have shown great potential in 
improving IBN performance [22]  [23] [24] [25]  due to their powerful capabilities in performing NLP 
tasks such as understanding, generating, and classifying text data. The studies in [22] [23] [24] [25]  
adapted LLMs and MR in intent translation frameworks. These frameworks rely on classifying intents 
and extracting actions based on keywords in the expressed intents. The authors assume that the user 
intents are provided by technical experts and that the user’s intents contain the required technical 
information to configure the network, which does not generalize these frameworks for non-technical 
user intents. Besides, it may induce inaccurate and outdated information in network configuration, as 
LLMs rely on their trained data. 

We propose a context-aware AI framework that can interpret different intents from various applications 
and translate them into a common language understood by the network service provider. The 
framework is placed in the t-DMO in the 6G-INTENSE architecture to translate different application 
intents to common language understandable by the service provider. The framework utilises application 
domain context, retrieval augmented generation (RAG), a LLM with reasoning capabilities, and Few-
shot learning (FSL) to reason over high-level application language intents (i.e., technical and non-
technical) and translate them into a service intent. The RAG technique is considered a class of LLM 
applications that use external data to augment the LLM’s context. It helps augment knowledge-intensive 
tasks and ensures that LLMs have up-to-date knowledge. LLM models with reasoning capabilities can 
provide accurate translation and reasoning over the domain language of different applications. Few-
shot learning is a framework that trains the LLM through a very small number of examples via a prompt. 
It overcomes the hallucination issue and improves the LLMs’ responses without retraining or fine-
tuning, as retraining or fine-tuning the LLM is costly and consumes a lot of resources.  

The proposed context-aware AI framework is shown in Figure 15, and is called Intent-RAG. The 
framework works as follows: First, a knowledge database is created by collecting technical documents 
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necessary for the intent translation of the target application. These documents are then chunked, 
embedded, and stored in a vector database. Second, the user application sends its high-level generic 
intent to an intent refinement functional block, which converts it into a well-defined intent (i.e., the 
intent contains essential information to search the network knowledge database and retrieve accurate 
application’s relevant information). Third, a structured intent creator block extracts the relevant 
information from the knowledge database for a well-defined intent, ranks them based on high similarity, 
and generates a service intent [21] . 

The framework consists of the following functional entities:  

• Knowledge Database: It prepares the network knowledge domain to be queried and retrieved. Since 
the technical documents have special formats, optimizing the processing of these documents and 
storing them in a database is very critical to the performance of the AI framework; thus, here we 
show the details of this functional block: 

1) Documents Loader: We implement the unstructured documentation [26]  to load the technical 
documents of the target application domain and identify the different modalities in their context, 
such as text, tables, images, etc. For better retrieval performance, we also implement a 
summarisation model for each modality, where, after separating each module, we create a 
summary of it. 

2) Text Splitter: It chunks the text modalities into small nodes/pieces to be queried and 
retrieved. 

3) Embedding Model: It generates a numerical representation of each modality to perform a 
similarity/semantic search. It also embeds the well-defined intent before the search operation. 

4) Vector Store Index: It stores the vector embedding representations of the technical 
documents and databases so that different types of searches, such as semantic, similarity, etc., 
can be applied immediately to retrieve relevant technical information related to the received 
intent. 

• Intent Refinement: It is responsible for refining the generic user application intent to a more clearly 
defined intent for a specific service domain. It reduces ambiguity in the generic expressed intents 
through guidance from the service domain. It acts as an intent classifier by analysing the application 
user’s intent to specify the application type and need. It consists of three functional blocks:  

1) Query Engine: It is responsible for querying the network knowledge database (i.e., stored in 
the vector store index) and providing guidance instructions to clarify ambiguous intents based 
on the service domain instruction. 

2) Prompt: The prompt takes two inputs: the user application’s natural language (NL) intent and 
the NL intent guiding instructions. The user application’s NL intent is expressed in natural 
language in the domain of the service consumer (i.e., it can be technical or non-technical). The 
guided instruction is given by the service provider domain based on the scope of the requested 
services to handle ambiguous intents. 

3) LLM: The LLM has reasoning capabilities and takes the prompt as input and produces a well-
defined intent that can be used to query the network knowledge database to extract the proper 
configuration and execution plans for application services. A well-defined intent is a statement 
containing essential technical information to query the network knowledge database. 

• Structured Intent Creator: It retrieves information from the network knowledge database based on 
the well-defined NL intent and creates a structured network intent:  

1) Retriever: It retrieves relevant context from the vector store index when a well-defined intent 
is given as input. The retriever’s performance highly depends on the chunking method used to 
chunk the technical document and the embedding model. 

2) Re-Ranking: It reorders the retrieved context information from the retrieval based on 
relevancy. The top-ranked contexts are then input to the LLM through the prompt. 
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3) Prompt: It takes the well-defined intent and the top-ranked retrieved relevant contexts as 
input and then guides the LLM to output a service intent. 

4) LLM: It takes the prompt as input and produces a service intent. 

  

 

Figure 15: Proposed Intent-RAG Framework for Enhancing Intent Translation and Refinement[1] [2] . 

2.1.4.1 RAG performance evaluation 

To evaluate the performance of the proposed framework, the experiment is conducted on an intent 
interpretation use case, where a set of network user applications expresses their intents in their own 
domain’s language to the network. Each user application generates an expectation/demand for the 
network in a human-readable language. The network interprets and translates the application intents 
into structured network intents through the proposed framework. To evaluate the performance of 
Intent-RAG and Vanilla-RAG frameworks for our use case, we use both human evaluation and the RAGAS 
evaluator [27] .  The dataset4 for evaluation includes both technical and non-technical user intents. The 
evaluation is presented in Table 2, where the ground truth is extracted manually from the technical 
documents. For the RAGAS evaluator, the evaluation metrics, namely context precision, context recall, 
and context entity recall, reflect the performance of the retrieval part in the framework, where context 
precision measures how relevant the retrieved context is to the user intent, whereas context recall 
measures the retriever’s ability to retrieve all the necessary information required to construct the 
network intent. Context entity recalls measures the recall of the retrieved context, based on the number 
of entities present in both the ground truths and contexts relative to the number of entities present in 
the ground truths alone. The evaluation metrics of answer relevancy, correctness, and faithfulness 
reflect the performance of the generative part of the framework. The answer relevancy measures how 
relevant the framework responds to the user intent. The answer correctness measures the accuracy of 
the generated response when compared to the ground truth. The evaluation metric, faithfulness, 
measures hallucinations in the framework.  

Figure 16 shows the comparison between vanilla-RAG and intent-RAG performance, focusing on the 
retrieval part using the RAGAS evaluator. As we can observe, the intent RAG outperforms vanilla-RAG 

 
4 Evaluation Dataset: https://github.com/SalwaMostafa/RAG-Enabled-Intent-Reasoning-for-Application-
Network-Interaction/blob/main/dataset 

https://github.com/SalwaMostafa/RAG-Enabled-Intent-Reasoning-for-Application-Network-Interaction/blob/main/dataset
https://github.com/SalwaMostafa/RAG-Enabled-Intent-Reasoning-for-Application-Network-Interaction/blob/main/dataset
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in retrieving the relevant context for an expressed intent. The reason is that the intent RAG efficiently 
processes the network documents using unstructured [26] compared to vanilla RAG. Moreover, the re-
ranking model re-evaluates the retrieved context and reorders it based on relevancy compared to 
vanilla RAG.  Figure 17 illustrates a comparison between the performance of vanilla-RAG and intent-
RAG, focusing on the generative part using the RAGAS evaluator. As we can see, both frameworks give 
close performance since the same LLM model is used in the generative part. We also compare it to an 
LLM (no-RAG) model, where only a prompt and an LLM are used to translate the intent. We find that in 
the no-RAG model, the answer correctness was 0.29, indicating very poor performance. Table 2 shows 
the response from different frameworks. As we can see, intent-RAG outperforms vanilla-RAG in 
matching the ground truth, while the LLM (no-RAG) gives irrelevant answers.  

 
Figure 16: Retrieval part performance of vanilla-RAG and intent-RAG. 

 

 
 

Figure 17: Generative part performance of vanilla-RAG and intent-RAG. 

Table 2: Comparison between LLM (no-RAG), Vanilla-RAG, and Intent-RAG based on Human Evaluation. 

User Intent 4K On-Demand Video I want to play a virtual reality game without feeling 
motion sickness 
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Vanilla-RAG 
Output 

Scenario Type: 4K On-Demand Video 

Key Performance Factors: - Data 
Rate/Throughput (downlink): 30 Mbps 

- Delay: RTT < 50 ms - Frame Rate: 60 

fps - Resolution: 4K (3840 ×      2160) 

- Operation Response Delay: 50 ms - 
Coverage Quality CSI SINR: -2 dB 

Scenario Type: Cloud VR Interactive VR Games 

Key Performance Factors/Performance 
Recommendations: Bandwidth: 100 Mbps 
(downlink), Packet Loss Rate: < 0.01% (UDP), 
Network Delay: < 25 ms, MTP Delay (ms): < 80 ms 
(good experience), Coverage level CSI RSRP: -107 
dBm, Coverage level CSI SINR: 2 dB. 

Intent-RAG 
Output 

Scenario Type: 4K On Demand Video, 
Key Performance Factors: Data 
Rate/Throughput (downlink): 30 Mbps, 
Delay: RTT < 100 ms, Packet Loss Rate: 

10−3, Resolution: 4K, Coverage Level 
CSI RSRP: -113 dBm, Coverage Quality 
CSI SINR: -2 dB. 

Scenario Type: 3K Cloud VR (Game), Key 
Performance Factors: Data Rate/Throughput 
(downlink): 100 Mbps, Delay: RTT < 25 ms, Packet 

Loss Rate: 10−5 (TCP), 10−4 (UDP), Resolution: 3K, 
Coverage Level CSI RSRP: -107 dBm, Coverage 
Quality CSI SINR: 2 dB. 
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LLM (no-
RAG) 
Output 

Scenario Type: 4K On-Demand Video 

Key Performance Factors: 

1. Video Quality: The video quality 
should be at least 3840x2160 pixels to 
ensure a true 4K experience. 

2. Buffering Time: The buffering time 
should be minimal to provide a seamless 
viewing experience. 

3. Playback Speed: The video should 
play at a consistent speed without any 
lag or delays. 

4. Audio Quality: The audio quality 
should be clear and synchronized with 
the video. 

5. User Interface: The user interface 
should be user-friendly and easy to 
navigate. 

6. Content Selection: The platform 
should offer a wide variety of 4K content 
to attract and retain viewers. 

7. Device Compatibility: The platform 
should be compatible with different 
devices to reach a larger audience. 

8. Customer Support: The platform 
should have a reliable customer support 
system in place to address any technical 
issues. 

9. Subscription Options: The platform 
should offer flexible subscription 
options to cater to different user 
preferences. 

10. Data Usage: The platform should 
optimize data usage to prevent 
excessive data consumption for viewers. 

Scenario Type: Virtual Reality Gaming 

Key Performance Factors/Performance 
Recommendations: 

1. Frame Rate: The frame rate of the game should be 
at least 90 frames per second to ensure smooth and 
realistic movement in the virtual environment.  

2. Latency: The latency, or delay, between the 
player's actions and the game's response should be 
minimal to avoid disorientation and motion sickness.  

3. Field of View: The field of view should be set to a 
comfortable level, typically between 90-110 degrees, 
to avoid a feeling of tunnel vision and motion 
sickness.  

4. Motion Blur: Motion blur should be minimized or 
turned off completely to reduce the strain on the 
player's eyes and prevent motion sickness.  

5. Head Tracking: The game should have accurate 
head tracking to ensure that the virtual environment 
moves in sync with the player's head movements, 
reducing the risk of motion sickness.  

6. Comfort Settings: The game should have options 
for comfort settings, such as reducing camera 
movement or adding a virtual nose, to help alleviate 
motion sickness for players who are more sensitive.  

7. Graphics Quality: The graphics quality should be 
optimized to ensure a smooth and realistic 
experience without causing lag or stuttering, which 
can contribute to motion sickness.  

8. Audio: The game's audio should be synchronized 
with the visuals to avoid any discrepancies that can 
cause disorientation and motion sickness.  

9. Breaks: The game should have built-in breaks or 
prompts for players to take breaks and rest their eyes 
to prevent eye strain and motion sickness.  

10. User Feedback: The game should have a system 
for users to provide feedback on their experience, 
allowing developers to make necessary adjustments 
to reduce the risk of motion sickness. 

Ground 
Truth 

Scenario Type: 4K On-Demand Video 

Key Performance Factors: Data 
Rate/Throughput (downlink): 30 Mbps, 
Delay: RTT < 100 ms, Packet Loss Rate: 

10−3, Resolution: 4K, Coverage Level 
CSI RSRP: -113 dBm, Coverage Quality 
CSI SINR: -2 dB. 

Scenario Type: 3K Cloud VR (Game),   

Key Performance Factors: Data Rate/Throughput 
(downlink): 100 Mbps, Delay: RTT < 25 ms, Packet 

Loss Rate: 10−3(TCP) 10−2 (UDP), Resolution: 3K, 
Coverage Level CSI RSRP: -107 dBm, Coverage 
Quality CSI SINR:2 dB 

 

Table 3 demonstrates the average translation time over the dataset. As we can observe, vanilla RAG has 
the shortest time in translation at the trade-off of accuracy, while intent-RAG has a slightly longer 
translation time but with higher accuracy. The slightly longer time in intent-RAG compared to vanilla 
RAG is due to the additional processing required in the intent-RAG framework stages. On the other hand, 
the LLM (no-RAG) has the longest time due to the time required to search the public database. 
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Table 3: Translation Time (Seconds). 

Vanilla-RAG Intent-RAG LLM (no-RAG) 

2.16 2.62 3.33 

 

2.1.4.2 AI Ethics 

Ethical considerations in the proposed framework are addressed through a design that emphasizes 
transparency, accountability, and human oversight across the intent translation lifecycle. By leveraging 
application-domain context and RAG, the system grounds LLM reasoning in relevant, traceable 
knowledge sources, reducing the risk of hallucinations and misinterpretation of both technical and non-
technical intents. The use of few-shot learning further supports explainability, as intent translations are 
guided by explicitly curated examples that can be inspected, updated, and governed over time. The 
modular pipeline—comprising retrieval, reasoning, generation, and validation—exposes interpretable 
intermediate decisions, enabling auditability and ethical traceability of the translated service intents. 
Together, these measures ensure that the framework maintains ethical alignment by keeping users in 
control, supporting responsible use of LLMs, and ensuring that automated intent translation remains 
transparent, accountable, and aligned with operational constraints. 

2.1.5 Specialized LLM Agents for LMO Roles  

While the DIMO architecture typically splits the translation of natural language into Kubernetes 
configuration files across several stages, we’re streamlining the process. By using LLMs to translate 
service and resource intents directly into final configurations, we can deploy a consistent model across 
every architectural layer (t-DMO, DMO, NCF). While enterprise APIs are an obvious choice for this 
deployment, they carry two major deal-breakers: privacy risks regarding sensitive intent data and 
spiralling token costs. Switching to an open-source LLM solves these issues but introduces a 
performance gap, which is the fact that standard models often struggle with complex configuration 
translations. To bridge this, we propose fine-tuning the open-source model, ensuring it delivers 
enterprise-grade accuracy without the privacy or price tag concerns. More specifically, we finetune the 
8-billion parameter version of Llama 3 model family. 

Instead of centralizing the fine-tuning of such a model, we can make use of the fact that different DMOs 
can communicate with each other through the east-west interfaces and leverage a distributed privacy-
preserving technique, federated learning, that leverages local client computation and collaborative 
cross-client aggregation to enhance the LLM capabilities. Our setting consists of different DMOs, each 
equipped with a pretrained LLM (pretrained on general internet data). In addition to that, DMOs have 
access to a local dataset in the shape of a tuple consisting of (intent, Service Intent, Resource Intent, K8s 
configuration). To mitigate the computational burden of fine-tuning LLMs, we leverage (Low-Rank 
adaptation) LoRA [29] , a parameter-efficient technique that enables fine-tuning LLMs by devising a new 
set of parameters that are far less than the gigantic model size of a typical LLM. 

Traditional federated learning techniques aim to learn a single global model that will be distributed to 
all clients. This is a sub-optimal strategy, since we need this model to be as personalised as possible to 
each DMO, because it is not guaranteed that the data distribution of each DMO (the distribution of the 
words in the intents) is the same across all DMOs. For example, if the cluster management software, 
which is used across the clients, differs in version, it might be difficult to learn a single model that 
performs well across all the DMOs. To overcome these issues, we propose a Federated Multi-Task 
Learning (FMTL) technique that personalises the learning process per DMO. We assume that all DMOs 
have the same pre-trained open-source LLM at the beginning of the process.  The knowledge of each 
DMO is a combination of both local data and models; to leverage this knowledge, we model clients in a 
weighted undirected graph that weighs the connection between each DMO and other DMOs.  The setting 
is depicted in Figure 18. 
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Figure 18: A conceptual view of the FL settings under the distributed DMO architecture. 

At each communication round t, we randomly select one DMO to act as the server. At each client, we 
perform R rounds of updates to update the LoRA matrices (A and B), while keeping the original LLM 
intact. After that, we only communicate the B matrix, not the A and B matrices, to the parameter server 
(PS). At the parameter server, a three-step process takes place as follows: First, since the PS itself has 
local LoRA matrices, we can combine the sent matrices B and the local matrix A to get a full LoRA model. 
Doing so for all the sent clients’ models, we obtain m different LoRA models for m clients. After that, we 
use the local data of the PS DMO to assess how similar those models are, and hence those clients. To do 
so, we employ Cosine similarity measurement on pairs of DMOs outputs (also known as Logits or raw 
model outputs), quantifying how close they are. The PS uses those measurements to form an undirected 
graph, such that the edge weights between two DMOs are the cosine similarity between the two DMOs ' 
model outputs. Finally, the PS performs a community detection procedure over the constructed graph 
to exploit the underlying structure and cluster DMOs that are more likely to benefit from collaboration 
with a subset of the DMOs over the graph. 

Community detection is a family of methods under the branch of network analysis that is commonly 
used in social network analysis. The objective of such methods is to partition a network into a set of 
clusters, where the edge weights between the cluster nodes are strong but weak with outside nodes. We 
leverage the Louvain Method to perform the community detection method.  Figure 19 explains the three-
step process performed at the PS. 

 
Figure 19: The three-stage process the PS performs to enable cross-client collaboration. 

Finally, within each community of DMOs, we perform an aggregation mechanism based on the Laplacian 
regularization technique as follows: 
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The Laplacian regularization update above is performed for each client and ensures that we are making 
use of other DMOs' knowledge, while still personalizing the resultant model. The aggregated model is 
sent back to each client to continue for the next communication round. We repeat this process for t = 
200 communication rounds until convergence. 

2.1.5.1 Experimental results 

To validate our proposed algorithm, we measure the performance of our method against the local-only 
approach, where there is no communication or aggregation across the DMOs. In particular, we report 
both the accuracy and the Perplexity for the two approaches, capturing both the statistical and 
behavioural aspects of the two approaches. Concretely, we use a synthetically generated dataset of 
(service Intents, resource intents) pairs to train the federated and local-only methods. We also hold 
some samples as a test set to measure the performance of the two approaches. The results of the two 
proposed methods are shown in the right side of Figure 20  and the convergence of the two algorithms 
is depicted in the left side of the same figure. As shown in the loss curve, the federated learning approach 
possesses faster convergence compared to the local-only approach. Around the communication round 
25, we can see that the federated method is starting to converge, while the non-federated method needs 
more rounds to do so. On the other hand, the accuracy (percentage) of the output of the generated 
intents from the federated method reaches around 73% correctness, while the local-only approach 
reaches 65%. The same trend holds for the perplexity, where the federated method is better (lower is 
better in perplexity), making the output from the federated version more statistically coherent. Those 
experiments confirm that the federated method has a superior performance compared to the local-only 
approach, which can be attributed to the aggregation mechanism and the fusion of the different models. 

 

Figure 20: Performance comparison and loss convergence of the two approaches. 

2.1.5.2 AI Ethics 

To align our approach with the core tenets of AI ethics, specifically environmental sustainability and 
equitable resource distribution, addressing the energy footprint of fine-tuning Large Language Models 
(LLMs) via Federated Learning (FL) is paramount. While FL inherently promotes data privacy and 
reduces central bandwidth consumption by training models collaboratively across distributed operator 
premises, fine-tuning massive LLMs across edge nodes risks decentralizing and multiplying carbon 
emissions if left unmanaged. Adhering to ethical AI principles requires a deliberate shift toward energy, 
especially efficient federated orchestration. By combining FL with parameter-efficient fine-tuning 
(PEFT) and model compression (such as quantization), boundaries between the device and cloud, our 
approach can drastically minimize the localized power drain. Furthermore, ethically responsible 
federated orchestration must incorporate energy-aware scheduling that prioritizes edge nodes utilizing 
renewable energy or idle capacity. Ultimately, quantifying and mitigating the energy overhead of 
distributed LLM fine-tuning ensures that the decentralized intelligence of 6G does not come at the cost 
of environmental degradation, fulfilling AI’s ethical obligation to support global climate goals. 
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2.1.6 AI Assurance and Explainability 

This section presents three complementary contributions to AI-driven network management, each 
addressing a different layer of the challenge of making autonomous systems accurate, interpretable, and 
trustworthy. 

The first contribution is the Intent Benchmarking Tool, which provides an objective, repeatable method 
for evaluating how well a large language model generates structured network intents that conform to 
the TM Forum Intent Ontology. The second is a Graph-Based Explainable AI pipeline, which applies 
graph neural networks and explainability methods to real indoor positioning data, enabling anomalous 
network behaviour to be detected and interpreted at the level of individual access points. The third 
synthesises findings from across the project on the technical measures partners are applying to reduce 
hallucinations in LLM-powered systems, identifying the patterns and combinations of controls that are 
proving most effective in practice. 

Together these contributions form a coherent approach to AI assurance: benchmarking ensures models 
produce correct outputs before deployment, explainability ensures their decisions can be understood 
and acted on during operation, and hallucination mitigation ensures the reliability of the language 
models that underpin both. 

2.1.6.1 LLM Benchmarking and Context Scoring  

Intent management depends on expressing network and service requirements in a machine-readable 
form rather than through manual configuration. The TM Forum Intent Ontology (TIO) provides this 
foundation: a federated, extensible ontology that combines the Intent Common Model, the Intent 
Management Base Ontology, and any number of intent extension models, all grounded in RDF and 
identified by unique IRIs. An intent itself is a structured TTL file that captures what an operator needs 
rather than how to configure it. In practice, an operator describes a requirement in natural language, 
and that description is translated into a TIO-compliant intent that an intent management system can 
interpret, negotiate, and act on directly, without human intervention in the configuration layer. To make 
this possible we are collaborating with IQU, who have trained an LLM to generate TIO v3.6.0 compliant 
intent files from natural language input. Our contribution is the Intent Benchmarking Tool: the system 
that objectively measures how well that model performs. 

 

Figure 21: Two Layer Validation Architecture 

The tool evaluates generated intents through a two-layer validation architecture shown in Figure 21. 
The system is built on TIO-SHACL, a validator for TIO v3.6.0. The two layers are defined as Gate 1 and 
Gate 2. Gate 1 is the first validation every generated intent must pass; it checks that the intent uses only 
valid ontology terms, correct property domains, and proper RDF syntax. Gate 2 then applies a paired 
SHACL shapes file that checks whether the intent captures the correct business values, such as the right 
KPIs, service tier, interaction model, and security scheme. The tool holds 108 natural language requests, 
each paired with a SHACL shapes file that encodes the correct expected output. A new model version is 
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scored by sending every request, collecting the generated TTL, and running each response through the 
two-gate pipeline, which produces a validity score from Gate 1 and a context score from Gate 2. 

The full Intent Benchmarking Pipeline is shown in Figure 22 demonstrating the processing of 108 test 
cases of the benchmark collection. The benchmark collection covers the full intent stack for the 
localisation use case, comprising 36 business, 36 service, and 36 resource intent requests. Each set spans 
three service levels and twelve request styles, ranging from formal operator specifications to 
deliberately under-specified stress tests. The validity score measures how consistently the model 
produces structurally correct TIO v3.6.0, where failures indicate vocabulary or syntax issues. The 
context score measures how faithfully the generated intent captures the values in the original request, 
where failures indicate the wrong service level, KPI values, or interaction model. A full benchmark run 
produces both a validity score and a context score for each intent layer. 

 

Figure 22: Intent Benchmarking Pipeline 

The results for resource intent generation were strong. Ten of the twelve request styles produced 
perfect context scores across the full range of input, from formal operator specifications to terse single-
line requests. The IQU LLM demonstrated exceptional accuracy in identifying conditions, expectations, 
and values and mapping them correctly into TIO v3.6.0 compliant resource intents. Of the remaining 
two cases, one produced only a minor, warning-level issue: a single timestamp was omitted from the 
client information block, while all KPI values, service level parameters, application definitions, and 
structural properties were correct. The other was intentionally under-specified by design, and the tool 
correctly rejected it rather than accepting a partial result as a pass, confirming that the benchmarking 
pipeline behaves as intended. On this basis the Intent Benchmarking Tool would evaluate the IQU LLM 
as production-ready for resource intent generation in localisation use cases, with the single area for 
improvement being the consistent population of all client information fields. 

These results also illustrate why benchmarking against the ontology matters. The term 
icm:valuesOfTargetProperty is valid and defined in the TIO v3.6.0 ontology, whereas the companion 
document TR290A references icm:valuesOfTargetProperties, a plural variant that does not exist in the 
ontology. A model trained on TR290A would learn the incorrect form and fail Gate 1, despite the intent 
appearing correct to a human reader. Specification documents are valuable context, but the TIO v3.6.0 
ontology files are the ground truth, and supervised training against the ontology combined with Intent 
Benchmarking is what catches this class of discrepancy before it reaches management systems. 

The Intent Benchmarking Tool is packaged as a Docker container and runs locally today. The immediate 
next step is a Docker Compose configuration so that partners can deploy the tool directly onto their own 
Kubernetes infrastructure, making the benchmarking pipeline a portable, self-contained service that 
integrates into Native AI infrastructure. The collection currently covers the full localisation use case 
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across all three intent layers and three service levels, and additional use cases and integrations can be 
adopted easily: REST APIs allow ontologies and shapes to be onboarded at runtime, enabling the same 
end-to-end benchmarking for each new scenario. The role of the tool is to provide an evaluation 
checkpoint for LLMs at both development and runtime, producing repeatable scores at every model 
iteration across the full range of supported use cases. 

2.1.6.2 Graph-Based Explainable AI (XAI)  

As AI-driven network systems become increasingly autonomous, the ability to understand and trust the 
decisions those systems make is as important as the accuracy of the decisions themselves. Operators 
and engineers cannot be expected to act on model outputs they cannot interpret, particularly in dense 
radio environments where overlapping coverage, uneven signal strength, or a misbehaving access point 
can degrade performance in ways that are difficult to diagnose from raw measurements alone. 
Explainable Artificial Intelligence (XAI) addresses this challenge directly, providing the transparency 
needed to make AI-assisted network management operationally viable. Rather than treating 
explainability as an optional enhancement, the architecture described in this section positions it as a 
core component of the system, supporting not only anomaly detection but also the interpretation and 
validation of the underlying network behaviour. 

XAI provides human-readable insight into the outputs of the complex models used to monitor these 
networks. Its purpose is to bridge the gap between black-box models, which are accurate but opaque, 
and rule-based systems, which are interpretable but fragile. In operations, this is particularly valuable 
for monitoring and anomaly detection, enabling engineers to understand why a model flagged a given 
network element and what the likely cause is, rather than simply being told that something is wrong. 

The work described here was carried out on a real-world indoor positioning use case, using a dataset 
provided by CNIT and explainability was developed with the support of ICOM. This collaboration was 
central to the work: it allowed the pipeline, which had previously only been exercised on synthetic data, 
to be validated against genuine measurements captured from live hardware, and the partnership 
between the teams shaped both the data preparation and the interpretation of the results presented 
below. 

 

Figure 23: Indoor Positioning Measurement 

The dataset consists of real-time indoor positioning measurements shown in Figure 23 and captured 
from a single user device moving through a room referred to as the "gym". Each measurement record, 
stored as an individual JSON file, captures the device's estimated 3D position at a moment in time, 
together with a ranked list of the Access Points (APs) that detected it, a confidence score for the position 
estimate, and timestamps for the first and last AP to respond. Across the capture window, the device 
was tracked by a network of six fixed APs (ap1 through ap6) over an approximately 60-second session, 
travelling diagonally across the floor from coordinates (20.2, 13.5) down to (3.0, 3.0). Confidence levels 
ranged from 85 to 95, indicating reliable position fixes throughout. 
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The pipeline is presented in Figure 24. The first is the Data Layer (Grey), which gathers and aligns the 
heterogeneous measurement data required for model training and explanation, drawing on the 121 
measurement files captured during the session. The second layer, the Feature and Graph Builder 
(Green), converts these measurements into a network topology: each AP becomes a node carrying 
attributes derived from the measurements, namely its estimated average 3D position, how many times 
it was observed, and how many distinct devices it detected. 

 

Figure 24: Graph Explainability Pipeline 

Each time the device moved between two APs within a single measurement window, captured by the 
APIDFirst and APIDLast fields, a weighted edge was drawn between them, with more frequent co-
observation producing a heavier edge. The result is a compact undirected graph of six nodes and fifteen 
edges, saved as a standard GraphML file; the busiest corridor, ap4 ↔ ap6, was observed fourteen times. 
The third layer is the Model Layer (Blue), which employs a graph-based model built with Graph 
Convolutional Network layers. The model learns a compressed embedding of each node that takes into 
account not only its own features but also those of its neighbours, and then uses a decoder to predict a 
set of target KPI values from that embedding. Two KPI targets were used: normalised x and y position 
values derived from the node features. The model trained for 110 epochs before early stopping. Once 
trained, it was used to identify which APs were hardest to predict accurately: a node that behaves 
consistently with its neighbours produces a low prediction error, while one that is unusual in position, 
connectivity, or activity produces a higher error. 

 

Figure 25: GNNExplainer and SHAP Results 

Above this sits the XAI Layer, which provides interpretability for the model's outputs. Two 
complementary explainability methods were applied to the top-ranked anomaly, ap1. GNNExplainer 
identified which input features most influenced the model's prediction, finding that the spatial 
coordinates drove the result, with avg_y the clear dominant feature, while observation count and UE 
count contributed nothing. SHAP complemented this, showing that all three spatial features pushed the 
prediction in the same direction, with avg_y the single largest contributor (0.5154), followed by avg_x 
(0.3221) and avg_z (0.0729). Taken together, these results presented in Figure 25 suggest that ap1 sits 
in an area with unusually sparse or uneven coverage relative to the other APs, making its y-coordinate 
the primary signal the model uses to identify it as an outlier. The Output and Operations Layer then 
compiles this into an actionable summary for each flagged AP, describing the top contributing features, 
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the interpretation of the likely physical cause, and a recommended follow-up, such as investigating 
coverage in the affected area of the floor. 

 

Figure 26: Model Training Loss and Accuracy Curve 

The results of this work are significant. The model trained to 92.6% accuracy as shown in Figure 26 on 
the position-prediction task and successfully isolated the network's anomalous behaviour, flagging ap1 
as the top anomaly with ap4 scoring almost as high, the two separated by less than 5%, followed by ap3 
in third place. Where previous synthetic datasets produced a single AP that stood out clearly, the gym 
data identified a tightly ranked cluster of two anomalies, which may indicate a shared issue in that area 
of the space, such as overlapping coverage zones or inconsistent signal strength. Crucially, with 121 
measurements underpinning each node's feature estimates, the SHAP and GNNExplainer outputs are 
considerably more reliable than in earlier synthetic testing, giving real confidence in the explanations 
the system produces. 

One characteristic of this particular capture is that all six APs share an identical observation count, 
because only a single device was tracked; as a result, the load-related KPI carried no useful variation 
and was dropped before training. The next step is therefore to introduce multiple UEs moving through 
the space simultaneously, which would create genuine load variation across the network and unlock the 
full set of KPI targets. Longer term, the pipeline can be run in real time, automatically flagging APs whose 
behaviour deviates from learned norms as new measurement files arrive, turning what is currently an 
offline analysis into a live monitoring and explanation capability. 

2.1.6.3 Technical Measures to Reduce LLM Hallucinations (Partner-Aligned) 

The project adopts a layered approach to mitigating hallucinations, spanning model configuration, 
decoding control, retrieval grounding, prompt design, and validation pipelines. Analysis of the partner 
checklist shows clear convergence across several partners, particularly around deterministic decoding, 
schema enforcement, and retrieval-based grounding. A survey was conducted across project partners 
to understand the techniques and architectural patterns being applied to reduce hallucinations in LLM-
powered network intent systems. The following summarises the key findings. Partners broadly reported 
a defence-in-depth approach, with controls applied across the full LLM lifecycle rather than relying on 
any single technique. 

A common baseline is the use of frontier LLMs, which provide stronger reasoning and instruction-
following capabilities. This is complemented by explicit control of the generation stochasticity, adopting 
low-temperature settings while additionally constraining top-p sampling. These decoding controls 
reduce the probability of low-confidence token generation, effectively pushing the model toward more 
deterministic and stable outputs, which is particularly important in structured or safety-critical use 
cases. 

The most consistently implemented mitigation layer is structured output enforcement applying JSON 
schema constraints and validate outputs during generation, while extending this with automatic retry 
mechanisms when validation fails. This combination transforms generation into a bounded process 
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where outputs must conform to predefined structures, and invalid responses are rejected and 
regenerated. The inclusion of retry loops is especially important in preventing partially hallucinated 
outputs from propagating downstream. 

RAG is another key strategy, implemented by several partners. These systems ground model outputs in 
external data sources, though partners differ in what they retrieve. These include focus on intent schema 
definitions, retrieving service catalogue data, and targeting network topology information. This 
variation highlights that effective grounding depends not just on retrieval itself, but on selecting the 
appropriate level of abstraction. By injecting structured and domain-relevant context into prompts, 
these approaches reduce reliance on parametric memory and enforce context-bounded reasoning. 

Prompt design is used as a complementary control layer. The application of vocabulary constraints to 
restrict the output space, while using few-shot examples to anchor responses in known intent patterns. 
Partners also include explicit anti-fabrication instructions and further strengthen grounding by 
requiring outputs to reference schema elements. Together, these techniques reduce hallucinations by 
narrowing the semantic space of valid responses and reinforcing alignment with known structures and 
examples. 

Finally, some partners extend mitigation beyond generation through post-processing. The application 
of semantic filtering to detect outputs that are structurally valid but semantically inconsistent, 
introducing an additional safeguard layer. Across the checklist, a clear pattern emerges: the most robust 
implementations, combine deterministic decoding, schema constraints, retrieval grounding, and 
validation loops. Overall, the findings reinforce that hallucination mitigation is not achieved through a 
single technique or the integration of a benchmarking tool, but through a coordinated system design 
that integrates probabilistic control, structural constraints, external grounding, and continuous 
validation. 

2.1.7 Intent-Driven Service Creation and Deployment 

The process of intent-driven service creation and deployment within the 6G-INTENSE framework 
involves mapping business service requests into structured representations following TM Forum’s TMF 
921 standards: service and resource intents. This process begins with intent profiling, where user 
requests, in the business intent format, are systematically decomposed and transformed into service 
deployments and resource intents. In the findings presented in prior demonstrations [21] , the project 
validated the feasibility and effectiveness of decomposing abstract intents into different actions to be 
performed, for example, the creation of Kubernetes (K8S) deployment manifests, which are structured 
configuration files that enable automated orchestration of cloud-native applications. These 
configuration files are written in YAML or JSON. In Figure 27, it is shown how the interactions between 
the different operational domains of the 6G-INTENSE architecture can be done with intents. 

It is possible to methodically map TM Forum intents into precise actions utilising structured K8S 
deployment manifests. These K8S manifests show resource requirements and deployment parameters 
necessary for cloud-native or virtualised infrastructure execution. The structured mapping enhances 
automation and ensures compliance with the standardised TIO and ICM frameworks. Ensuring 
compliance with the ICM and TIO significantly enhances the deployment process and reduces manual 
intervention. The intent-driven service creation and deployment pipeline is composed of the following 
specialised components: 

Intent Generator: This initial component processes the user’s natural language business requests into 
the TMF-921 intent representation [9] .  

• Validation: This component ensures that the TMF-generated intent is syntactically and 
semantically correct and validates its feasibility for deployment. It verifies the intent structure, 
removing errors and discrepancies before further lifecycle processing. 

• Domain Agent: This agent classifies the domain of extracted requests to perform efficient 
routing and processing. For instance, service intents identified as maintenance tasks are 
forwarded directly to the maintenance manager for execution. 

• Deployment API: Using the parameters provided by the intent extractor, this API deploys 
generated configurations onto experimental platforms, monitors execution, resolves conflicts, 
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activates intents, and communicates feedback to users. It also collects real-time telemetry and 
responses from deployment infrastructures such as Kubernetes deployments, to help users 
monitor the status of experiments and communicate these updates back to the user promptly. 

 

 

Figure 27: Intent-Driven Service Creation and Deployment into an Edge (simplified 6G-Intense architecture) 
adapted to the concept of Intent Management in the ETSI ZSM Framework. 

An initial intent decomposition pipeline and intent lifecycle management process have been created, as 
shown in Figure 27. Figure 28 illustrates the resulting Kubernetes manifest file, generated with the help 
of the intent extractor and other APIs from the validated TMF intent representationa. 

The Service creation and deployment procedure was evaluated through a simple proof-of-concept 
pipeline presented in Figure 29. Specifically, we measured the time needed for the generation of the 
video streaming service since it was requested by the user. This considers the user request to intent 
translation and the intent translation into a Kubernetes manifest [21] . After 50 runs of this simple 
scenario, we measured that the actual time to deploy the service, since the user request takes around 
20 seconds [18] . 

 

Figure 28: Intent-driven Service Creation and Deployment. 
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Figure 29: Generated K8S deployment file based on the provided Business Intent. 

2.2 Intent Deployment & Intent life-cycle Management 

The decomposition and propagation of intents from business intents into service intents and resource 
intents ensure a seamless transition from abstract user-defined goals to actionable tasks deployable in 
network and cloud domains.  

In this section, we focus on the role of intent deployment and the intent life-cycle management. The 
deployment of intents across operational domains plays a main role within the intent lifecycle 
management of the 6G-INTENSE architecture. It is part of the process defined by TM Forum for intent-
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based operations in Autonomous Domains. This type of process allows for the automation of the 
autonomous domains and improves resource management by mapping intents into diverse network 
elements. In this section, we present how Intent lifecycle management can be automated using workflow 
orchestration.  

The orchestration of workflows is an essential step towards autonomous networks. Using workflows, it 
is possible to recreate the closed loop corresponding to the intent lifecycle management in each 
autonomous domain of the 6G-INTENSE Architecture (t-DMO, DMO, NCF).  This new practice will ensure 
the smooth transition of the intents from planning to operational deployment within each autonomous 
domain. Within 6G-INTENSE, workflow orchestration is performed using a dynamic workflow engine, 
which generates Directed Acyclic Graphs (DAGs) representing the sequence and dependencies of tasks 
involved in fulfilling user intents. These tasks need to consider the different aspects of the native AI 
integration architecture. 

Upon receipt of structured intents, the workflow engine assesses the availability of the service or 
resources mentioned in the intent and generates adaptive workflows accordingly. These workflows are 
executed through a workflow controller, which actively manages the implementation, monitoring, and 
potential termination of tasks. The use of structured workflows for orchestration facilitates robust 
handling of successful task completions and failures, ensuring timely notifications and adaptive 
responses to changes. Consequently, this innovation aims to improve the overall reliability and 
responsiveness of intent-driven services within the 6G-INTENSE architecture. 

 

Figure 30: Proposed Workflow Orchestration Concept in 6G-INTENSE (adapted from the Inten management entity 
concept from ETSI ZSM. 

In Figure 30, the workflow orchestration concept is presented. For the implementation of this concept, 
we have evaluated different workflow controllers that support DAGs. The main options that were 
considered are portrayed in Figure 31. After the evaluation of Argo Workflows, Apache Airflow, and 
Prefect are selected for adoption. All of them allow for the declarative definition of DAGs in YAML or 
Python. However, we continued to study and consider applications in our case, only Argo Workflows 
and Airflow, as they both are open-source and free to use.  

In terms of the working mode, Argo Workflows allow the use of tasks that are mapped into K8s 
containers; therefore, it can support K8s containers out of the box. The Airflow, on the other hand, makes 
use of controllers to manage K8s containers.  
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Figure 31: Popularity of Workflow Orchestration Projects in GitHub, since their release. 

In 6G-INTENSE, we will isolate the different actions that compose the intent life cycle and treat them as 
small tasks that are part of the DAGs. These tasks need to be defined by the workflow engine. Specifically, 
the workflow engine generates a plan to be used as a DAG, associated with the Business Intent it is trying 
to fulfil.  As an example, for the DMO, the following set of actions can occur when trying to fulfil a 
Business Intent for a video streaming communication service:  

1. The workflow engine will process the business intent and come up with a plan. 
2. The workflow engine will pass the DAG to the workflow controller for processing. 

3. The workflow controller will instantiate the DAG in the K8s cluster following the intent life cycle: 

a. Translation of the business service into a service intent. 
b. Validation of the generated service intent. 

c. Post-processing using HRL to improve the service conditions. 

d. Intent extraction. 
e. Delivery of the service intent via the intent handler to the NCF. 

The performance of the workflow orchestration innovation and its impact in terms of Service Creation 

and Deployment are addressed in D3.4, focusing on the following KPIs: 

1. Latency: Measure the time since the Service Intent is requested until the different needed 

Resource Intents are requested. 

2. Number of requests per unit of time: Measure the number of requests that can be handled by 
the workflow orchestrator within a certain timeframe. 

a. Evaluate simultaneous requests. 

b. Evaluate the number of successful/unsuccessful requests. 
3. Accuracy: Evaluate the accurate adoption of an LLM-generated plan till the execution of the 

service to be orchestrated. 
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3 Closed-loop Control Automation 
The management of high-level business intents and resource conflicts presents significant challenges in 
future networks. This Section introduces two innovative frameworks designed to address these issues, 
ensuring optimal network performance and compliance with stringent Service Level Agreements 
(SLAs). 

In Section 3.1, RLHF-inspired Preference-Aligned LLM Agents for proactive Intent Conflict Resolution, 
is presented. Multi-tenant environments in 6G networks are characterised by diverse and competing 
business intents driven by stringent SLA requirements such as latency, reliability, bandwidth, and cost-
efficiency. Conflicts often arise when these intents compete for limited system resources, leading to 
scenarios where not all SLA goals can be simultaneously met. Traditional static policy-based approaches 
lack the adaptability to dynamically adjust to changing conditions and tenant priorities, resulting in 
suboptimal resource allocation and SLA violations. To address these challenges, we propose a conflict 
resolution framework based on DPO using LLMs as decision agents at the t-DMO layer. Instead of relying 
on traditional RLHF and continuous HF, the approach leverages a preference pair dataset generated 
from rule-based scenarios to learn desirable conflict resolution strategies. This enables scalable, 
consistent, and SLA-aware decision-making, allowing the t-DMO to perform autonomous and efficient 
conflict resolution in dynamic multi-tenant 6G environments. 

In Section 3.2, an XAI-based resource conflict management framework is presented. In the dynamic 
landscape of 6G networks, managing resource conflicts among autonomous ML (aML) agents is crucial 
for maintaining optimal network performance. These agents, responsible for tasks like traffic 
management and interference control, must coordinate effectively to avoid conflicts over shared 
resources such as radio spectrum and processing power. Traditional AI models often operate as "black 
boxes," making it difficult for network operators to interpret or trust their decisions. To address these 
challenges, XAI techniques, such as SHAP (Shapley Additive Explanations), are employed to provide 
transparency and interpretability to AI-driven decisions. The proposed XAI4C framework leverages 
SHAP to detect and mitigate conflicts among ML agents, ensuring efficient, adaptive conflict resolution 
and long-term network resilience. By offering real-time, interpretable insights into decision-making 
processes, XAI4C addresses key challenges such as interpretability, computational intensity, scalability, 
and post-action conflict detection limitations, thereby enhancing trust and facilitating effective conflict 
management in 6G networks. 

In Section 3.3, we discuss how increasing network complexity, driven by heterogeneous infrastructures 
and diverse service requirements, makes network management and orchestration more challenging. To 
address the limitations of traditional heuristic approaches, it motivates the use of ML, particularly Deep 
Reinforcement Learning (DRL), to improve decision-making in network orchestration tasks. The work 
proposes a DRL-based admission control framework that leverages service intents and GNNs to capture 
network topology and state. By combining DRL with graph-based representations, the framework aims 
to balance SLA compliance and efficient resource utilization, extending beyond prior work by 
specifically focusing on intent-aware admission control within the DMO’s Native AI Intent LCM module. 

3.1 RLHF-inspired Preference-Aligned LLM for Intent Conflict Resolution at 
t-DMO  

In multi-tenant 6G environments, stakeholders express high-level business intents through SLA-driven 
goals such as latency constraints, reliability guarantees, bandwidth demands, or cost-efficiency 
objectives. Even without direct visibility into the underlying infrastructure or real-time resource 
metrics, conflicts can arise when multiple intents compete for limited system capacity, leading to 
scenarios where not all SLA requirements can be simultaneously satisfied. 

For example, an intent seeking ultra-reliable, low-latency connectivity for an XR-based application may 
conflict with another intent targeting cost-efficient execution for background analytics, both mapped to 
the same domain, yet infeasible to fulfil together under existing SLA constraints. Similarly, a continuous 
HD video streaming service with real-time object detection may conflict with a critical healthcare intent 
requiring secure, low-latency video calls for remote patient consultations. Both demand time-sensitive, 
high-bandwidth access to edge resources, and prioritising one may directly lead to SLA violations in the 
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other. These business intent-level conflicts are especially challenging to manage in dynamic, 
heterogeneous domains, where system conditions and tenant priorities evolve over time.  

Approaches relying on fixed rules or reactive policies, typically imperative and centrally controlled, lack 
the adaptability and foresight needed to reason effectively about competing intents and to make 
proactive, context-aware trade-offs. Intent-based management, which abstracts high-level goals from 
low-level configurations and supports decentralized, device-level processing, offers greater flexibility 
and scalability to address these challenges. This need for more autonomous and flexible orchestration 
mechanisms, which is mentioned in recent studies [30] , emphasizes that traditional static policy-based 
approaches fall short in managing complex, evolving multi-tenant environments. This is because static 
policies are unable to dynamically adjust to changing system states or evolving tenant priorities, often 
resulting in suboptimal resource allocation, SLA violations, and limited capacity to balance competing 
business goals in real time. 

In our previous deliverable D3.1 [28]  of Section 3.1, we proposed an RLHF-inspired conflict resolution 
framework, wherein LLMs act as proactive decision agents. These agents are trained not only to identify 
and resolve business intent-level collisions based on observed SLA requirements, but also to align their 
actions with human-centric priorities, such as fairness, proportionality, and long-term utility. RLHF 
enables these agents to internalise nuanced conflict resolution strategies through iterative feedback, 
learning from both human preferences and system outcomes [31] . But in a traditional RLHF pipeline, 
policy optimization techniques such as Proximal Policy Optimisation (PPO) are typically used to align 
model outputs with HF through a reward model and iterative reinforcement learning updates. While 
effective, such approaches introduce significant computational overhead due to the need for reward 
model training, policy rollouts, and multiple optimization stages. This complexity can make RLHF with 
PPO computationally expensive and operationally challenging, particularly when scaling to large models 
or when rapid experimentation is required. 

Moreover, incorporating humans in the loop during training or evaluation is often complex/impractical 
in large-scale network management environments. Real-world orchestration systems may generate 
thousands of intent conflicts across multiple tenants and domains, making continuous human feedback 
difficult to scale. In addition, evaluating conflict resolution strategies requires specialized domain 
expertise, which is costly and not always readily available. Consequently, relying on human-in-the-loop 
mechanisms can significantly slow down model training and deployment in operational settings. 

To address these limitations, this research work adopts DPO as a more computationally efficient 
alignment strategy. Unlike traditional RLHF approaches, DPO removes the need for a separate reward 
model and complex reinforcement learning loops. Instead, it directly optimizes the language model 
using preference pairs, where each pair represents a preferred and less preferred resolution strategy 
for a given intent conflict scenario [3] . In this work, these preference pairs are constructed offline from 
curated datasets representing desirable conflict resolution behaviours in multi-tenant network 
environments, rather than relying on real-time HF during training. 

By reformulating preference learning as a direct optimization objective over paired responses, DPO 
significantly simplifies the alignment pipeline while maintaining the ability to learn nuanced decision 
strategies. This approach provides several advantages for intent conflict resolution in multi-tenant 
systems. First, it reduces computational complexity, as it eliminates the need for reward model training 
and reinforcement learning rollouts. Second, it improves training stability by relying on deterministic 
preference comparisons rather than potentially noisy reward estimates. Third, it enables efficient 
scaling to large language models, allowing alignment to be performed using relatively modest 
computational resources. Finally, by learning from structured preference datasets that encode domain-
specific priorities—such as SLA adherence, service criticality, and fairness across tenants—the model 
can internalise effective strategies for resolving competing intents in a consistent and policy-aligned 
manner. 

As a result, the proposed DPO-based alignment framework provides a computationally efficient 
mechanism for training LLM-driven decision agents capable of resolving business intent conflicts in 
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dynamic multi-tenant environments, while aligning model behaviour with predefined operational 
priorities and system-level objectives. 

In the context of the 6G-INTENSE architecture, the proposed innovation will operate at the t-DMO layer, 
specifically within the Validation, Refinement, and User Confirmation component, as depicted in Figure 
32. At the t-DMO layer, stakeholders submit high-level intents, such as ultra-reliable XR streaming or 
cost-efficient analytics, that are often in conflict due to shared domain constraints (consider DMO as a 
domain) or lack of knowledge about the running services in the domain. The t-DMO layer, responsible 
for interpreting and managing these tenant-specific intents, integrates LLMs to act as proactive conflict-
resolution agent. This agent generates resolution strategies based on SLA requirements and domain 
constraints learned through preference-based training. Within this setup, LLMs propose actions such as 
intent reprioritisation, SLA adaptation, or partial fulfilment, guided by learned preferences for fairness 
and resource efficiency, without relying on a reward model or continuous HF. 

 

Figure 32: Tenant Intent Conflict Resolution through DPO-based RLHF. 

Within this setup, the alignment process is part of the Native AI capabilities but operates offline during 
training, rather than through a closed-loop, human-in-the-loop mechanism. During runtime, the t-DMO 
uses the trained model to perform consistent and scalable conflict resolution, ensuring that decisions 
remain aligned with SLA requirements and operational policies. Specifically, it can be embedded within 
the Validation Refinement and User Confirmation component of the 6G-INTENSE intent management 
process.  

Thus, the proposed DPO-based conflict resolution framework enables the t-DMO to make informed 
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trade-offs and resolve tenant intent conflicts without requiring direct access to underlying domain 
resources. By relying on structured preference learning rather than iterative HF, the system achieves 
improved scalability, reproducibility, and computational efficiency. Consequently, the t-DMO evolves 
into a more autonomous and context-aware orchestration layer capable of handling dynamic, multi-
tenant 6G environments. 

Moreover, to support this approach, the t-DMO utilises key southbound system interfaces, IF-DMO-1 
and IF-TDMO-2, to interact with the underlying DMO, as specified in Deliverable D2.3 [1] . These 
interfaces facilitate the enforcement of resolved intents, lifecycle control of services, and the collection 
of critical feedback signals (e.g., monitoring metrics, service acceptability, and rejection reasons), 
thereby enabling continuous refinement of the DPO-based orchestration policies. 

As we defined in our previous Deliverable D3.1  [28]  of Section 3.1, the traditional RLHF pipeline 
typically consists of three key stages: supervised fine-tuning, reward model training, and policy 
optimisation [33] . However, recent developments in alignment methods have shown that similar 
preference alignment objectives can be achieved through more computationally efficient approaches 
that avoid the complexity of reward model training and reinforcement learning optimisation. In this 
work, we adopt a DPO-based framework that simplifies the RLHF pipeline while preserving the ability 
to align model behaviour with domain-specific preferences. 

To address tenant intent conflicts in multi-tenant 6G orchestration environments, we propose a 
preference-aligned training framework based on Supervised Fine-Tuning (SFT) followed by DPO with 
Jensen–Shannon Divergence (JSD) regularization. The framework enables an LLM to learn effective 
conflict resolution strategies by leveraging structured preference comparisons between alternative 
responses while maintaining stable policy updates relative to the initial supervised model. 

The overall training pipeline consists of three stages: (i) supervised fine-tuning, (ii) Preference Pair 
Construction, and (iii) Preference-based policy alignment through DPO with JSD regularisation.  

 (i) Supervised Fine-Tuning  

In the first training stage, a general-purpose LLM (e.g., Mistral-based models) is adapted to the domain 
of network intent management and conflict resolution through SFT. The model is trained on prompt–
response pairs representing tenant conflict scenarios and corresponding resolution strategies 
generated through the rule-based dataset construction process. Instead of using manually curated 
datasets or continuous human annotation, the training data is generated through a rule-based scenario 
generation process. Predefined templates simulate realistic multi-tenant intent conflicts involving 
different service requirements, such as latency-sensitive XR applications, reliability-critical IoT services, 
or bandwidth-intensive workloads. These scenarios capture typical network constraints, including 
limited edge resources and conflicting SLAs. Based on predefined orchestration rules and SLA 
prioritisation logic, corresponding resolution strategies—such as resource reallocation, service 
prioritisation, or partial degradation of non-critical services—are automatically generated, ensuring 
scalable and reproducible dataset creation. 

For example, a generated scenario may describe a situation where: 

“Tenant A requests ultra-low latency XR streaming, while Tenant B requires highly reliable IoT 
telemetry at the same edge location, but limited network capacity prevents both SLAs from being 
simultaneously satisfied.” 

During this stage, the model learns foundational reasoning patterns for resolving tenant conflicts, 
including recognizing SLA priorities, identifying resource constraints, and proposing feasible resolution 
strategies. This initial alignment ensures that the model acquires domain-relevant behaviour before 
preference-based optimisation is applied. The resulting supervised model serves as the reference policy 
for subsequent preference alignment.  

(ii) Preference Pair Construction 

To enable preference-based policy alignment, the dataset is further transformed into preference pairs. 
Each pair consists of a preferred (chosen) response and a less preferred (rejected) response 
corresponding to the same conflict scenario. These pairs represent alternative resolution strategies that 
differ in their adherence to operational priorities. 
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The preference ordering reflects domain-specific criteria such as SLA compliance, fairness across 
tenants, service criticality, and efficient resource utilisation. For example, a preferred response may 
prioritize mission-critical IoT telemetry while reallocating less critical services to alternative edge 
nodes, whereas a rejected response may violate SLA priorities or allocate resources inefficiently. 

By representing conflict resolution strategies as comparative preference pairs, the dataset provides a 
structured signal that allows the model to learn which responses better satisfy operational 
requirements. 

(iii) Policy Alignment Using Direct Preference Optimisation with JSD Regularisation 

The final stage aligns the policy model using DPO. Unlike traditional RLHF approaches that rely on 
reward model training and reinforcement learning algorithms such as PPO, DPO directly optimizes the 
model based on preference comparisons between chosen and rejected responses. This reformulation 
simplifies the alignment pipeline while preserving the ability to learn nuanced decision strategies. 

In DPO training, the policy model is optimized to increase the likelihood of generating preferred 
responses relative to less preferred ones for the same conflict scenario. This enables the model to 
internalize domain-specific preferences encoded in the dataset without requiring explicit reward 
modelling or reinforcement learning rollouts. 

To improve training stability, we extend the standard DPO objective by incorporating a JSD 
regularisation term. The JSD measures the divergence between the probability distributions of the 
updated policy model and the reference model obtained after supervised fine-tuning. Compared to 
Kullback–Leibler (KL) divergence, JSD is symmetric and bounded, which helps maintain stable 
optimisation behaviour when constraining the updated policy relative to the reference model. 

By adding the JSD regularization term to the DPO loss function, the training process discourages 
excessive deviations from the reference policy while still allowing the model to learn improved conflict 
resolution strategies from preference comparisons. This regularization is particularly important in 
multi-tenant environments, where overly aggressive policy updates could bias resource allocation 
toward specific tenants or services. 

The proposed algorithm shown in Figure 33 presents the proposed DPO-based LLM alignment 
framework for resolving tenant intent conflicts in a multi-tenant 6G orchestration environment. The 
objective of the algorithm is to train a policy model capable of generating conflict resolution strategies 
that respect SLAs, ensure fairness among tenants, and efficiently utilise network resources. 

The process begins with rule-based dataset generation, as discussed earlier and illustrated in Step 1 of 
the algorithm. In this stage, predefined templates and orchestration rules are used to generate realistic 
tenant intent conflict scenarios. The resulting prompt–response pairs form a supervised dataset that is 
used for the initial adaptation of the model through supervised fine-tuning. 

The generated supervised dataset can be represented as: 𝐷𝑆𝐹𝑇   =  {(𝑝𝑖 , 𝑟𝑖)}𝑖=1
𝑁  

where 𝑝𝑖 denotes the generated conflict prompt describing a tenant intent scenario and 𝑟𝑖 represents a 
corresponding response that reflects a feasible resolution reasoning derived from predefined 
orchestration policies and SLA priorities. This dataset enables the model to learn the general structure 
of tenant conflict scenarios and potential resolution patterns. 

Using this dataset, the base pre-trained model, ℳ𝑏𝑎𝑠𝑒 is adapted to the domain of network intent conflict 
management through supervised fine-tuning: 

ℳ𝑜 =  𝐹𝑖𝑛𝑒𝑇𝑢𝑛𝑒(ℳ𝑏𝑎𝑠𝑒 ,  𝐷𝑆𝐹𝑇) 

where ℳ𝑜 represents the domain-adapted reference model. This step allows the model to acquire 
foundational reasoning capabilities for interpreting tenant intent conflicts and generating plausible 
resolution responses before preference-based optimisation is applied in later stages. 
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Figure 33:  DPO-Based LLM Alignment for 6G Tenant Intent Conflict Resolution. 

Following supervised fine-tuning, the model is further aligned using a preference-based optimisation 
approach. Instead of relying on HF during training, a preference dataset is constructed by forming paired 
responses for each conflict scenario. Each pair contains a preferred response 𝑟𝑖 +  and a less preferred 
response 𝑟𝑖 − , reflecting operational priorities such as SLA compliance, fairness among tenants, and 
efficient resource utilization. The resulting preference dataset can be represented as: 

𝐷𝑝𝑟𝑒𝑓 =  {(𝑝𝑖 ,  𝑟𝑖+,  𝑟𝑖 −)}𝑖=1
𝑀  

Where 𝑝𝑖 denotes the conflict prompt, 𝑟𝑖 + represents the preferred resolution strategy, and 𝑟𝑖 − 
represents the less preferred alternative. 

The policy model, ℳ  is then optimized using DPO. The objective of DPO is to increase the likelihood of 
the preferred response relative to the rejected one. Given the policy model ℳ and the reference model 
ℳ𝑜, the DPO loss for each preference pair is defined as: 

𝐿𝐷𝑃𝑂  =   − 𝑙𝑜𝑔𝜎  {[log
𝜋ℳ( 𝑟𝑖  

+  ∣∣  𝑝𝑖 )

𝜋ℳ𝑜
( 𝑟𝑖  

+  ∣∣  𝑝𝑖 )
  −   log

𝜋ℳ( 𝑟𝑖  
−  ∣∣  𝑝𝑖 )

𝜋ℳ𝑜
( 𝑟𝑖  

−  ∣∣  𝑝𝑖 )
]} 

where 𝜋ℳ denotes the probability distribution of the current policy model, 𝜋ℳ𝑜
represents the reference 

model obtained from supervised fine-tuning, β is a temperature parameter controlling preference 
strength, and σ(⋅) is the sigmoid function. 
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To improve training stability, a Jensen–Shannon Divergence (JSD) regularisation term is incorporated. 
This term constrains the divergence between the updated policy model and the reference model: 

𝐿𝐽𝑆𝐷 =  2
1𝐷𝐾𝐿(𝜋ℳ   ∥  𝜋𝑚) +  2

1𝐷𝐾𝐿(𝜋ℳ𝑜
  ∥  𝜋𝑚) 

where  𝜋𝑚 =  2
1(𝜋ℳ + 𝜋ℳ0

) represents the average distribution between the policy model and the 

reference model. The final optimisation objective combines the preference-based loss with the JSD 
regularisation: 

𝐿  =  𝐿𝐷𝑃𝑂 + 𝜆𝐿𝐽𝑆𝐷  

where λ controls the strength of the regularisation. This formulation ensures that the policy model 
learns to prefer higher-quality conflict resolution strategies while maintaining stable updates relative 
to the reference model. Through this optimization process, the model becomes capable of generating 
conflict resolution strategies that balance competing tenant intents while respecting SLA constraints 
and resource limitations in multi-tenant 6G orchestration environments. 

3.1.1 Performance Evaluation 

After training, the aligned model is evaluated on a set of unseen conflict scenarios representing diverse 
multi-tenant service requests. The evaluation assesses the model's ability to generate resolution 
strategies that satisfy key operational objectives, including SLA compliance, resource constraint 
awareness, fairness among tenants, and avoidance of unrealistic or infeasible solutions. 

To quantify these aspects, multiple evaluation metrics are considered, including faithfulness to network 
constraints, SLA satisfaction, and constraint compliance. Additionally, qualitative comparisons between 
the SFT and the DPO-aligned models are performed to analyse how preference-based optimisation 
improves the quality and reliability of generated conflict resolution strategies. The SFT model is 
included as a baseline to represent the initial instruction-following capability of the model without 
preference alignment, providing a stable reference for evaluating improvements introduced by 
alignment techniques. The standard DPO model is considered a strong preference-based optimisation 
method that directly aligns model outputs with desired behaviours using preference pairs. Comparing 
against these two models enables a comprehensive assessment of the proposed approach, highlighting 
the impact of preference optimisation DPO and the additional benefits of distributional regularisation 
(JSD) in improving stability, consistency, and generalization of conflict resolution decisions. 

 

     

Figure 34: Training Convergence and Alignment Performance Comparison of SFT, DPO, and DPO+JSD Models. 
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Table 4: Quantitative Comparison of Preference Optimization Metrics. 

 

 

 

 

 

 

 

 

 

The results of Figure 34 illustrate that DPO-based models consistently improve alignment with these 
objectives compared to the SFT baseline. Specifically, both standard DPO and the proposed DPO models 
achieve higher faithfulness and SLA satisfaction scores, reflecting better adherence to network 
constraints and prioritization requirements. Among the evaluated methods, the proposed DPO 
approach demonstrates the most consistent performance across scenarios, particularly in SLA-critical 
conflicts, where it produces more stable and context-aware decisions. 

Quantitative analysis of  Table 4 further shows that, while the standard DPO model attains higher 
reward accuracy (0.94) and reward margin (0.94), it exhibits more aggressive preference optimisation, 
which occasionally leads to inconsistent prioritisation. In contrast, the proposed DPO model achieves 
lower reward accuracy (0.66) and a reduced reward margin (0.47), indicating a less overconfident 
separation between preferred and rejected responses. However, it maintains comparable KL divergence 
(~0.81), reflecting controlled deviation from the reference policy and improved generalization. Also, the 
chosen and rejected log-probabilities reflect the confidence of the model in assigning a higher likelihood 
to preferred responses compared to rejected ones. The standard DPO model assigns a higher probability 
to chosen responses and a significantly lower probability to rejected ones, resulting in a larger 
separation. In contrast, the proposed DPO model produces a more balanced probability distribution, 
reducing overconfidence while maintaining alignment with the reference policy.  Overall, this trade-off 
results in more balanced decision-making and reduced variability across different conflict scenarios. 

Qualitative analysis of Table 5 further shows that the SFT model generates simple and direct responses, 
whereas DPO enhances reasoning depth and SLA justification. The proposed DPO model effectively 
combines these strengths, producing decisions that are both operationally actionable and robust to 
varying constraints. 

Table 5: Prompt-Level Response and Observation Comparison. 

      Prompt        Model  Response  Observation 

 

 

 

 

 

 

 

 

SFT Model 

 

"Priority: Give emergency 
IoT the edge. Action: 
Postpone XR streaming 
until the edge is free. 

Trade-off: XR may 
experience degraded 
service, but safety is 
paramount.", 

 

Produces a correct 
decision by prioritizing 
emergency IoT, but lacks 
explicit SLA reasoning 
(e.g., reliability vs latency) 
and justification depth. 

Metric Standard DPO  Proposed Method 

Reward Accuracy 0.94 0.66 

Reward Margin 0.94 0.47 

Chosen logprob -0.91 -1.06 

Rejected logprob -1.85 -1.53 

KL Divergence 0.82 0.81 
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"Conflict scenario: Tenant A 
requires XR streaming with 
latency below 5 ms. Tenant B 
requires emergency IoT 
telemetry with 99.999% 
reliability. Only one edge 
node is available, and both 
SLAs cannot be satisfied 
simultaneously. 

Give a concise conflict 
resolution decision in exactly 
3 lines: 

Priority: 

Action: 

Trade-off:" 

 

Proposed 
DPO 

 

"Priority: Tenant B's 
emergency IoT telemetry 
due to its critical nature 
and higher reliability 
requirement. 

Action: Allocate the 
available edge node to 
Tenant B, and Tenant A 
will have to accept a 
higher latency. Trade-off: 
Tenant A's XR streaming 
experience may be 
degraded, but Tenant B's 
critical IoT telemetry is 
ensured." 

Generates a well-
structured and SLA-aware 
decision, explicitly 
incorporating reliability 
requirements and clearly 
articulating the trade-off, 
leading to more consistent 
and realistic conflict 
resolution. 

Standard 
DPO 

 

"Priority: Given the 
stricter SLA for Tenant A, 
it takes higher priority. 

Action: To resolve the 
conflict, allocate more 
edge resources to Tenant 
A. 

Trade-off: This decision 
may impact the reliability 
of Tenant B's IoT 
telemetry, but the 
emergency nature of its 
traffic justifies the 
prioritization. To mitigate 
the impact, consider 
dynamic resource 
allocation or scheduling 
techniques to provide 
more resources to Tenant 
B when Tenant A's traffic 
demand decreases." 

Shows inconsistent and 
incorrect prioritization 
(favouring XR over 
emergency IoT), along 
with verbose and less 
structured output, 
indicating weaker 
alignment with critical 
SLA requirements. 

Table 5 illustrates a representative example of the conflict resolution outputs generated by the SFT, 
proposed DPO, and standard DPO models for a multi-tenant SLA conflict scenario. As observed, while 
the SFT model produces a reasonable decision, it lacks explicit SLA-aware reasoning. The proposed DPO 
model, in contrast, generates a more structured and consistent response, explicitly incorporating 
reliability constraints and clearly articulating the trade-off. The standard DPO model exhibits 
inconsistent prioritisation and produces verbose outputs, indicating weaker alignment with critical 
service requirements. 

Table 6: Summary of Qualitative evaluation. 

Summary 

Average SFT Score   3.40 

Average DPO Score 3.20 
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Average Standard DPO Score 2.80 

Average DPO Improvement -0.20 

Average Standard DPO Δ -0.60 

To generalize these observations, a qualitative evaluation was conducted across five representative 
conflict scenarios. The results, summarized in Table 6, show that the SFT model achieves the highest 
average score (3.40), followed by the proposed DPO (3.20) and standard DPO (2.80). Although the 
proposed DPO exhibits a slight decrease (−0.20) compared to SFT, it consistently demonstrates 
improved SLA-awareness, structured decision-making, and more reliable prioritization across 
scenarios. In contrast, the standard DPO shows a larger performance degradation (−0.60) and less 
consistent behaviour. 

It is important to emphasize that the evaluation score is based on a heuristic keyword-driven metric 
that rewards the presence of elements such as priority identification, SLA parameters (e.g., latency, 
reliability), constraint awareness, and resolution strategies. Consequently, the SFT model often attains 
higher scores by including more explicit keywords or pattern-based responses, even when the 
reasoning is less consistent or less aligned with realistic SLA-driven decision-making. The proposed DPO 
model, on the other hand, prioritizes structured reasoning and consistent trade-off articulation, which 
may not always maximize keyword coverage but leads to more meaningful and practically aligned 
decisions. 

Overall, these results indicate that the proposed DPO-based alignment approach improves decision 
consistency, SLA-awareness, and robustness in intent-level conflict resolution, despite marginal 
differences in heuristic scoring. This highlights the limitation of keyword-based evaluation and the need 
for more semantically grounded assessment methods. 

As future work, we plan to extend the evaluation framework by incorporating LLM-as-a-Judge 
techniques to assess decision quality based on semantic correctness, reasoning consistency, and SLA 
compliance. Additionally, we will expand the evaluation to a larger and more diverse set of conflict 
scenarios to improve statistical significance and better capture real-world variability in multi-tenant 6G 
environments.  Through this evaluation process, the proposed framework demonstrates its ability to 
support intelligent and preference-aligned conflict resolution in dynamic multi-tenant 6G orchestration 
environments. 

Due to current resource constraints and limited availability of large-scale, high-quality datasets, the 
present study adopts a simplified experimental setup. Future work will focus on scaling the dataset, 
increasing training complexity, and conducting more extensive experiments to further improve model 
performance, robustness, and generalization.    

3.1.2 AI Ethics 

In alignment with the AI Ethics plan described in Section 2 of Deliverable D1.3 [6]  ,fairness and non-
discrimination are integrated into the proposed RLHF-inspired conflict resolution framework through 
structured dataset design, preference-based model alignment, and evaluation mechanisms. At the data 
level, preference pairs are generated using SLA-driven rules that prioritize critical services (e.g., 
emergency or industrial traffic) over non-critical ones, preventing arbitrary or biased decision patterns. 
At the model level, DPO aligns decisions with these structured preferences, while the proposed model, 
which addresses JSD regularisation, constrains policy updates to avoid overfitting and ensures more 
consistent behaviour. 

Fairness is further enforced during evaluation through rule-based metrics, which verify that decisions 
are justified by SLA requirements and resource constraints rather than implicit biases. Overall, the 
framework operates within policy-defined boundaries, ensuring transparent, explainable, and non-
discriminatory conflict resolution aligned with system-level objectives. 
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3.2 XAI for Resource Conflict Resolution 

Besides addressing conflicts at the level of business intent, it is essential to address conflicts that may 
arise among ML agents acting within DMO resource management. Each ML agent is optimized to 
perform specific tasks, such as traffic management, interference control, etc. However, it must also 
coordinate with others to avoid conflicts, particularly when sharing critical resources such 
as radio spectrum or processing power.  Thus, decentralized orchestration and management 
approaches play a critical role in supporting the functionality of ML agents in 
network management. Although decentralized decision-making approaches enhance agility and reduce 
the risk of single points of failure, they also introduce challenges in managing resource conflicts and 
ensuring system-wide optimization. ML agents rely primarily on localized information and may make 
suboptimal decisions that negatively impact network performance or escalate 
conflicts. Moreover, the dynamic and adaptive nature of 6G networks may further complicate the 
system, as ML agents must continually adjust to evolving network conditions, leading to potential 
clashes in behavior. Thus, incomplete or inaccurate information can exacerbate these challenges, as 
agents may fail to fully understand each other’s actions or objectives.   

Traditional AI models often operate as “black boxes,” making it difficult for network operators to 
interpret or trust the decisions produced by these systems. On the other hand, understanding agents’ 
actions is particularly challenging when AI powers their decision-making. Therefore, in this context, XAI 
plays a pivotal role in enabling understanding, monitoring, and validation of the decisions made by 
autonomous agents. XAI encompasses various ML techniques designed to make AI decision-making 
processes more transparent and interpretable to humans. By providing insights into the rationale 
behind AI-driven actions, XAI enhances trust and facilitates the detection of anomalies, the resolution of 
conflicts, and network performance optimisation.  

Conflicts may arise at various levels whenever decision-making is performed using an ML-
driven approach, depending on the time granularity with which ML agents act. Specifically, conflicts may 
arise as follows:    

• Horizontal conflicts among ML agents acting at lower protocol layers: Multiple agents 
may attempt to modify the same control parameters simultaneously or update different 
interdependent control parameters that ultimately affect the same network metrics. Such 
uncoordinated actions can negatively impact network performance. For instance, an agent 
might adjust antenna tilt while another modifies cell offsets, resulting in operational 
inefficiencies. Additionally, ML agents rely on shared data, and inconsistencies in how they 
interpret or act on this data further contribute to conflicts. Resource competition, e.g., for 
processing power, memory, and bandwidth, exacerbates these issues, leading to 
ML agents’ underperformance and negatively impact on overall network functionality.   

• Horizontal conflicts among ML agents acting at the upper protocol layer: Such conflicts arise 
particularly when overlapping services manage the same resources. These 
conflicts exacerbate priority differences, where one ML agent might prioritise low latency, while 
another focuses on maximising throughput. Moreover, since ML agents may be developed by 
different vendors, version mismatches and implementation inconsistencies can introduce 
compatibility issues.   

• Vertical conflicts between ML agents acting at different layers: Despite operating on different 
timescales, ML agents acting at different protocol layers may conflict with each other, as their 
performance frequently depends on the same data or resources. For instance, while a low-layer 
ML agent may prioritise latency-sensitive tasks, a higher-layer ML agent may optimise for long-
term throughput, resulting in contradictory network commands. Mismatched interpretations of 
shared data can also lead to misaligned actions, while differences in interface standards or 
protocols between these applications can cause operational conflicts.   

Conflicts can then manifest in the following ways: (i) direct conflicts, i.e., multiple applications or 
controllers directly compete for the same control parameters or resources; (ii) indirect conflicts, i.e., 
applications independently adjust parameters that indirectly affect each other, leading to degraded 
KPIs; and (iii) implicit conflicts, i.e., different ML agents optimise unrelated metrics, which lead to 
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unintended side effects. The dynamic nature of 6G networks amplifies the likelihood of conflicts, as 
network updates, configuration changes, and the introduction of new components can lead to resource 
allocation issues or degrade QoS. Timely conflict detection and resolution are therefore essential 
to maintaining optimal network performance.   

Within the project, we designed a conflict management module that follows three key 
processes: (i) detection, (ii) resolution, and (iii) avoidance. Conflicts are detected through KPI-based 
monitoring, which analyses performance metrics like throughput or latency. While effective 
for identifying performance issues, it is reactive and typically slow to respond. In contrast, the control 
message exchange method detects conflicts by analysing real-time communication between the radio 
interface components, providing faster detection. However, it can introduce coordination complexity, 
message overhead, and potential misinterpretations, making it less reliable in some cases. Once conflicts 
are detected, resolution is achieved by reconfiguring settings, reallocating resources, or applying AI/ML-
based optimisations. Conflict avoidance uses historical data and patterns to proactively prevent 
conflicts.   

Existing approaches for conflict management can be broadly categorised into three main types: static, 
dynamic, and collaborative.  

• Static Conflict Management: Traditional methods rely on predefined rules, protocols, and 
policies tailored to resolve conflicts in predictable scenarios. They are relatively 
straightforward to implement and provide deterministic behaviour with minimal 
computational and communication overhead. However, they are limited in handling dynamic 
interactions or unpredictable events, as they lack the flexibility to adapt to changing network 
conditions or unforeseen dependencies. An example is the hybrid priority-optimisation scheme 
combining priority-based schemes with optimisation-based approaches to create a hybrid 
system where high-priority objectives are satisfied first, and remaining objectives are optimised 
afterwards.   

• Dynamic Conflict Management: It overcomes the limitations of static methods by adapting to 
changing network conditions through model-based and rule-based decision-making. 
Techniques like graph-based schemes and AI/ML-driven strategies enable nuanced conflict 
detection and resolution. For instance, PACIFISTA [34]  combines statistical data from ML agents 
with hierarchical graphs to map relationships between control parameters and KPIs, enabling 
conflict resolution. Similarly, Model Predictive Control (MPC) integrated with ML enhances 
multi-objective optimisation in dynamic systems like self-organised networks, predicting 
network performance from historical data to resolve conflicts. Graph-based ML frameworks 
such as EXPLORA [35]  further advance conflict management by constructing attributed graphs 
over observation windows, enabling detailed insights into wireless behaviour through context 
encoding, hierarchical actions, and multi-modal control parameters. This transparency supports 
more robust DRL-based control agents. While dynamic strategies offer significant flexibility and 
adaptability, they face challenges in managing highly variable or complex scenarios due to 
computational overhead, the need for accurate real-time data, and potential latency in decision-
making. Nevertheless, they are essential to 6G AI-native networks where traditional methods 
fall short in addressing the demands of evolving and unpredictable environments.   

• Collaborative Conflict Management: It promotes cooperation among network components or 
agents to resolve conflicts. It emphasises shared decision-making and distributed intelligence, 
though challenges like synchronisation, scalability, and efficient information sharing can limit 
its performance in large-scale or dynamic environments. An example is team learning, such as 
the DQL-based method in [7] , where cooperating xApps optimise decisions. While effective for 
small-scale scenarios, this method struggles with scalability, as its decision logic must adapt to 
the number of cooperating ML Agents. A more advanced approach uses higher-level controllers 
for global objectives and lower-level agents for localised decisions, effective in 
scenarios modelled as Partially Observable Markov Decision Processes (POMDPs). For example, 
in radio resource management, a POMDP in [36]  helps minimise SLA violations by 
dynamically allocating resources at both upper and lower levels, improving efficiency and SLA 
compliance despite uncertainties. Another prominent example is Federated Learning (FL), 
which enables decentralised model training by allowing agents to train models locally while 
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sharing aggregated updates through centralised or peer-to-peer architectures. A more advanced 
variant, Vertical FL, integrates hierarchical control to enhance responsiveness in dynamic 
environments. While collaborative conflict management is promising, it faces limitations such 
as synchronisation overhead, communication delays, and scalability challenges in methods like 
team learning. Despite this, it offers the potential to address global and local 
network objectives while maintaining data privacy.   

In spite of the existing solutions, conflict management still poses relevant challenges as set forth below.   

• Pre-action Conflict Detection Limitations: The current pre-action conflict detection relies on 
basic operational data or user-provided dependency mappings, which may not capture the 
complexity of interactions among ML agents, potentially leading to false positives. AI/ML-driven 
methods for automating and refining these mappings could enhance detection accuracy.   

• Post-action Conflict Detection Limitations: Implicit and indirect conflicts are particularly 
difficult to detect in post-action conflict detection due to the absence of direct relationships 
between parameters. In post-action conflict detection, this challenge is compounded by latency, 
as conflicts can only be detected after the effects of ML agents’ actions are observed.   

• Scalability Issues: As the number of ML agents increases, existing conflict management systems 
may become overwhelmed. Research in scalable architectures and algorithms is needed to 
improve system efficiency as network complexity grows.  

• Computational Intensity of AI/ML-based Systems: Current conflict management systems, 
particularly those using AI/ML, may be computationally demanding. Developing lightweight, 
energy-efficient algorithms and utilising edge computing for localised conflict resolution can 
reduce resource usage.  

• Interpretability Issues with AI/ML Methods: XAI emerges as a much-needed solution, since it 
provides explanations of the why and how behind the taken actions. XAI also helps track how AI 
models learn and adapt over time, ensuring that, as new conflict scenarios emerge, the system 
resolves conflicts effectively. The integration of XAI to improve AI decision-making for resource 
allocation, anomaly detection, and adaptive policy management is underway [37] , though it has 
not yet specifically focused on conflicts between ML agents.   

3.2.1 The XAI4C Framework  

Considering the above limitations, we have proposed an XAI-based conflict management framework 
designed to tackle the above challenges, which is named XAI4C (XAI for Conflict Management). XAI4C 
detects and mitigates conflicts by leveraging SHAP. SHAP is an XAI technique that quantifies each 
feature’s contribution to model outputs using Shapley values from cooperative game theory. Unlike 
traditional methods relying on statistical analysis or control message exchanges, XAI4C captures 
complex interactions among KPIs, supports real-time conflict detection, and enables continuous 
refinement of control policies. Furthermore, XAI4C addresses key challenges of the existing conflict 
management systems, i.e.,   

• Interpretability Issues with AI/ML Methods: XAI4C addresses the “black-box” nature of AI 
models by providing detailed, actionable explanations.   

• Computational Intensity of AI/ML-based Systems: XAI4C incurs low computational overhead by 
using SHAP, which efficiently calculates feature contributions without needing extensive 
training or simulations. This makes it faster and less resource-intensive than AI/ML-based 
methods.   

• Scalability Issues: XAI4C’s modular and distributed architecture efficiently adapts to large-scale 
deployments. SHAP also leverages approximations, such as kernel SHAP, to balance accuracy 
and efficiency, and supports parallel computation, further enhancing its scalability.   

• Post-action Conflict Detection Limitations: XAI4C enables granular analysis of how applications 
influence KPIs, identifying conflicts and ensuring quicker resolution. By providing real-time 
feedback on parameter contributions via SHAP explanations, it accelerates conflict detection, 
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improving the efficiency of post-action conflict resolution without relying on long-term effects 
or extensive data analysis.   

According to XAI4C, each ML agent employs SHAP-based explainability tools to compute SHAP 
values, providing real-time insights into decision-making processes. These insights allow for the 
detection of potential conflicts arising from misaligned objectives of ML agents with minimal 
communication overhead. The XAI4C framework consists of two modules (see Figure 35): Conflict 
Detection and Conflict Mitigation. Conflict detection identifies conflicts by analysing how 
ML agents' decisions impact KPIs when performance degradation is observed. If the conflict originates 
among ML agents, the mitigation module resolves it by adjusting the configurations of the ML agents 
involved. This localised, real-time approach ensures that network performance remains stable. The 
framework addresses long-term conflicts among ML agents by incorporating SHAP-based analysis to 
interpret AI/ML outputs and monitor KPI trends over time, which offer insights into possible conflicts.   

 

Figure 35: Architectural design of XAI4C targeting the RAN LMO configuration. 

The analysis of KPIs is built upon several key parameter sets.  

• 𝑆: set of network operational condition parameters (𝑠 ∈ 𝑆) such as the number of users, network 
load, average Signal-to-Noise Ratio (SNR), and active applications in the system.  

• 𝐾: set of KPIs (𝑘 ∈ 𝐾) such as latency and throughput.  

• 𝑃: set of controllable network configuration parameters (𝑝 ∈ 𝑃), such as allocation of radio 
Resource Blocks (RB) and Modulation Coding Schemes (MCS).  

• 𝐴: set of active applications (𝑎 ∈ 𝐴).    

The system records the SHAP value distributions 𝑥(𝑠, 𝑎) for all KPIs 𝑘 ∈ 𝐾 and network configuration 
parameters 𝑝 ∈ 𝑃 under each condition 𝑠. These SHAP values provide insight into the contribution of 
each parameter to network performance. SHAP values are calculated using a perturbation-based 
method, where each feature is altered while the others remain at baseline. The model’s responses to 
these changes are then compared with the baseline, thereby quantifying each feature’s impact on 
performance and providing insight into how configuration changes affect overall outcomes.   

XAI4C conflict management is then designed to handle conflicts. For horizontal lower-layer conflicts, the 
system continuously monitors KPIs such as RB utilisation, SNR, and latency, while incrementing the 
monitoring window index (𝑁′). SHAP values are calculated to determine the contribution of individual 
parameters to KPI degradation under current network conditions 𝑠. If KPI degradation is detected, the 
conflict detection module is activated. The latter identifies a set of network conditions 𝑠̂ that are 
operationally similar to 𝑠. Thereafter, the SHAP distance between 𝑠 and 𝑠̂ is calculated as:  𝑆𝑑 =
|𝑥(𝑠, 𝑎) − 𝑥(𝑠̂, 𝑎)| 

This metric aims to reveal whether conflicts introduce significant behavioural changes in the ML agent 
across the KPIs under the new condition 𝑠 compared with the baseline condition 𝑠̂. SHAP distance values 
are also used to train a classifier, which evaluates whether the SHAP values 𝑥(𝑠, 𝑎) for the KPIs indicate 
conflicts among ML agents or external environmental factors. For conflicts among ML agents, the conflict 
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mitigation module is activated, and the system identifies the parameter with the highest SHAP distance 
and adjusts the offset or configuration of the ML agent controlling that parameter. These targeted 
adjustments are implemented in subsequent monitoring windows to restore network performance.   

The framework also monitors broader KPIs, such as throughput, SLA adherence, and long-term energy 
efficiency, while incrementing the monitoring window index (𝑁′). When KPI degradation is detected, 
the conflict detection module analyses SHAP distances to determine the origin of the conflict. If the 
SHAP analysis indicates that the degradation is caused by conflicting objectives among ML agents, then 
the conflict mitigation module is activated, and the system adjusts the overlapping goals of the ML 
agents controlling the parameters with the highest SHAP distances. These adjustments are designed to 
align ML agent policies. If the degradation stems from interactions between ML agents, the framework 
activates a global optimisation module to align low-layer ML agents’ actions with higher-layer ML 
agents’ policies. This process ensures that the objectives of both types of ML agents are harmonised, 
preventing further conflicts.   

This two-tier conflict management provides a clear division of responsibilities. Moreover, by leveraging 
SHAP-based insights at different levels, the system ensures efficient and adaptive conflict resolution and 
long-term network resilience. We address the challenges posed by AI-driven, dynamic network 
management by proposing a framework that can effectively handle conflicts among various ML-enabled 
decision-makers. Specifically, the proposed XAI4C framework tackles these challenges by using SHAP-
based XAI to provide a scalable and reliable solution for detecting conflicts and ensuring more efficient 
network operations.  

3.2.2 Performance Evaluation 

To validate the proposed XAI4C framework, we consider a representative case study within the 6G-
INTENSE architecture, where multiple AI agents configure the same Local Management Orchestrator 
(LMO). In such scenarios, independently developed optimisation agents may pursue different objectives 
while simultaneously modifying the configuration of the managed infrastructure. Although each agent 
individually optimises its own objective, the combined effect of their actions may lead to conflicts that 
degrade overall network performance. 

As an illustrative example, we consider the configuration of an O-RAN Radio Access Network (RAN) LMO 
through multiple optimisation agents. The considered agents correspond to three representative 
optimisation functions: 

• Network Slicing Agent, responsible for allocating Resource Blocks (RBs) among network 

slices according to traffic demands and Service Level Agreements (SLAs);  

• Energy Saving Agent, which dynamically adapts the transmission power of radio cells to 

minimise energy consumption;  

• MCS Allocation Agent, which selects the Modulation and Coding Scheme (MCS) for user 

transmissions in order to maximise throughput while maintaining the desired Block Error 

Rate (BLER). 

We consider two network slices: enhanced Mobile Broadband (eMBB) for high data rates and ultra-
Reliable Low Latency Communications (uRLLC), using eMBB throughput and uRLLC latency as KPIs. 
Although each agent addresses a different optimisation objective, their actions jointly determine the 
resulting network performance. For example, reducing transmission power may negatively affect the 
channel quality perceived by the MCS allocation agent, while aggressive MCS selections may increase 
retransmissions and interfere with slice-specific QoS objectives. These interactions represent a typical 
example of the cross-agent conflicts that may arise when multiple AI functions concurrently configure 
the same RAN LMO within the 6G-INTENSE closed-control loop. 

The performance of XAI4C was compared against PACIFISTA [34] , a recently proposed statistical 
framework for conflict detection in O-RAN systems. Both approaches were evaluated using the same 
simulated RAN environment under multiple conflict scenarios. Table 7: Summary of XAI4C performance 
evaluation. summarizes the obtained results. We measured detection accuracy by comparing predicted 
conflict labels to ground truth across 200 time epochs. Detection latency is defined as the number of 
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monitoring epochs required to detect a conflict after KPI degradation begins. In our evaluation, we use 
fixed-size monitoring windows, each comprising 10 epochs. 

Table 7: Summary of XAI4C performance evaluation. 

Metric PACIFISTA XAI4C % Improvement 

Detection accuracy 46.9% 61.0% 30% 

Detection latency 17 epochs 10 epochs 41% 

The obtained results demonstrate that XAI4C consistently outperforms PACIFISTA across all considered 
classification metrics while maintaining low execution overhead, improving detection accuracy by 30%, 
with a 41% reduction in conflict detection latency. The use of SHAP-based explanations enables the 
framework to distinguish genuine inter-agent conflicts from normal variations in network behaviour, 
thereby reducing both false positives and false negatives. Furthermore, the explanation generated for 
each detected conflict provides direct insight into which optimisation agents contributed to the 
observed KPI degradation and to what extent, significantly improving the transparency of the conflict 
detection process. 

3.2.3 AI Ethics 

The XAI4C framework is a critical component for achieving "Trustworthy AI" within 6G-INTENSE, 
specifically designed to address the ethical risks of "black-box" autonomous resource management. By 
utilising SHAP-based attribution to identify the specific network features that trigger conflict resolution, 
the system ensures that complex machine learning decisions are interpretable for network engineers 
and auditable for regulators. This transparency supports the "right to explanation" and fulfils the 
project’s accountability requirements by providing a verifiable log of why specific agents or tenants 
were prioritised during automated interventions. 

3.3 Graph-Based Reinforcement Learning for Admission Control at DMO 

Network management becomes more challenging due to the growing number of devices and diverse use 
cases they must support. The diversity and heterogeneity of network infrastructures, combined with 
varying service requirements and resource demands, introduce significant complexity in network 
management and orchestration. Ensuring optimal network performance while complying with stringent 
service requirements remains a principal objective.  These challenges have motivated the adoption of 
ML techniques in network management. The flexibility needed to manage a variety of service requests 
while maintaining QoS is frequently lacking in traditional heuristic-based approaches. In this context, 
DRL has emerged as a promising paradigm for optimizing decision-making in network orchestration 
tasks, including resource allocation, Admission Control (AC), and network slicing. 

In this work, we introduce a framework for AC, based on DRL, with the objective of maintaining SLA 
compliance while avoiding unnecessary underutilization of network resources. The proposed DRL agent 
determines whether to accept an incoming request for service based on predefined service intents that 
capture the required performance constraints. Furthermore, we enhance the decision-making process 
by incorporating structural awareness of the underlying network through graph-based representations. 
Specifically, GNNs are utilized to encode the observed network state into a more expressive 
representation that captures the substrate’s network topology. 

The combination of these two ML approaches has been examined before in the context of wireless 
communication networks. In [38] , the GROWS framework combines GNNs with Deep Q-Networks 
(DQNs) to address the user association problem in 5G networks. Similarly, [39] proposes an end-to-end 
(E2E)  DRL framework for network slice embedding, where a GNN encoder extracts multidimensional 
features from the substrate network. Lastly, in [40]  a DRL-based solution is introduced for dynamic 
resource allocation in Open RAN systems, where a Graph Convolutional Network (GCN) is integrated 
into an actor-critic architecture to encode the graph embeddings of RAN data. However, these works 
primarily focus on resource allocation and slice embedding problems; by contrast, our work specifically 
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addresses the admission control problem under service intent constraints, aiming to balance SLA 
compliance and resource utilization. 

The framework is incorporated into the DMO’s Native AI Intent LCM module. It implements an 
intelligent AC endowed with graph knowledge with the purpose of optimising AC decisions. The AC’s 
objective is to optimize the trade-off between minimising the occurrence of SLA violations and 
maximising the number of served users. The framework enhances the DMO’s Intent LCM module’s AC 
capabilities by utilizing an intelligent DRL algorithm and GNNs to improve admission decisions based 
on the underlying environment's status and the service intent. 

3.3.1 System Model 

We examine the use case of a RAN and utilize our framework in order to achieve the best trade-off 
between the number of accepted requests for service and Service Intents being fulfilled. The RAN 
comprises a set of Base Stations (BSs) serving User Equipment (UEs) through multiple network slices. 
In this work, three slice types are considered, namely Voice, enhanced Mobile Broadband (eMBB), and 
Ultra-Reliable Low-Latency Communications (URLLC), each characterized by distinct resource 
requirements and SLAs. Service requests arriving at the network are associated with one of these slice 
types and are evaluated by the AC before being admitted to be served. The AC operates as part of a 
closed-loop management process. Following each admission decision, the resulting network behaviour 
is evaluated in terms of resource utilization and SLA compliance, which in turn is used to assess the 
admission decisions and drive the optimization process. The AC’s objective is to maximize the number 
of admitted users while minimising SLA violations across the managed slices. 

3.3.2 Methodology 

The proposed AC framework combines a GNN with a DQN to enable topology-aware admission 
decisions. Upon the arrival of a service request, the current network state is transformed into a graph 
representation. The graph consists of BS and UE nodes. Edges are established between connected BSs 
and between each UE and its serving BS, allowing the graph to explicitly represent the relationships 
among network entities. A Graph Attention Network (GAT) is then used to encode the nodes across this 
graph. The resulting BS node embeddings are aggregated and combined with the incoming request 
information to produce a topology-aware state representation, which is then used by the DQN to 
estimate action values. 

After the selected action is applied, the environment transitions to a new state and generates a reward 
that reflects the impact of the decision on resource utilization and SLA compliance. The reward is 
calculated based on the impact that the AC had on the substrate network regarding the resource 
efficiency and QoS. A detailed description of the reward function is presented in the next section. The 
observed transition is stored in an experience replay buffer and is used to update the DQN parameters. 
The AC agent learns a policy that utilizes both the current network conditions and the embedded graph 
representation of the network, enabling more informed admission decisions under dynamic traffic 
conditions. 

3.3.3 MDP Formulation 

The AC decides whether to accept or reject incoming requests, aiming to ensure efficient resource usage 
and SLA compliance. At each decision step, the current network state is observed, and the AC must 
decide whether to allocate resources to the new request. We model our problem as a Markov Decision 
Process (MDP), defined by the tuple (S, A, P, R, γ). The state space S provides a view of the network 
conditions at each decision step. It is represented as a structured observation vector that includes the 
characteristics of the incoming request, such as its target BS, slice type, and normalised resource 
demand. Moreover, it includes per-BS and per-slice features, including normalised resource utilisation 
and SLA compliance indicators, as well as UE-level information capturing activity status and allocated 
resources. Finally, topology-related information is incorporated, including the BS adjacency matrix and 
UE-to-BS attachment. 

The action space A = {0, 1} is binary, corresponding to rejecting or accepting the request. When a request 
is accepted by the agent, the network allocates resources to serve this request, and the allocation affects 
the next state. The system transition dynamics P are stochastic due to random arrivals and exponentially 
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distributed traffic flow lifetimes. Resource constraints are enforced at both the BS and slice levels to 
ensure that the total allocated PRBs do not exceed the available capacity. Moreover, the discount factor    
𝛾 ∈ [0,1] controls the agent’s preference for immediate versus delayed reward. 

We design the reward function R with the objective of maintaining SLA compliance while also optimising 
resource utilisation. More specifically, positive rewards are assigned when the agent accepts feasible 
requests, while penalties are applied for rejecting feasible requests or accepting infeasible requests 
based on capacity constraints. Additionally, penalties are introduced based on SLA degradation, the 
introduction of new SLA violations, and the proportion of active violations across slices. Lastly, a 
utilisation term is included that encourages efficient use of network resources. The reward definition is 
shown below: 

𝑅𝑡 = α1𝐴𝑡
𝑓 − α2𝑅𝑡

𝑓 − α3𝐴𝑡
𝑖 − α4max(0, Δ𝑊𝑆𝐿𝐴,𝑡) − α5Δ𝑉𝑡 − α6𝑊𝑆𝐿𝐴,𝑡 − α7𝑉𝑡

𝑎𝑐𝑡 + α8Δ𝑈𝑡  

The coefficients are set as follows: 𝛼1 = 0.4,  𝛼2 = 0.4,  𝛼3 = 1.0,  𝛼4 = 1.0,  𝛼5 = 1.0,  𝛼6 =
1.0,  𝛼7 = 0.5,  𝛼8 = 0.5  

We denote a feasible request as f, an infeasible request as i, and an active SLA violation as act. 𝐴𝑡
𝑓  

represents the acceptance of a feasible request, 𝑅𝑡
𝑓 corresponds to the rejection of a feasible request, 

and 𝐴𝑡
𝑖  denotes the acceptance of an infeasible request. The term 𝑊𝑆𝐿𝐴,𝑡 reflects the current weighted 

SLA excess across all slices. The term  ∆𝑊𝑆𝐿𝐴,𝑡 captures the change in SLA excess relative to the previous 
state, and max(0, ∆𝑊𝑆𝐿𝐴,𝑡) ensures that increases in SLA degradation are penalised. Additionally, ∆𝑉𝑡 

represents the weighted number of newly introduced SLA violations. The term 𝑉 𝑡
𝑎𝑐𝑡  denotes the 

proportion of active SLA violations in the system. Finally, 𝛥𝑈𝑡  denotes the change in overall resource 
utilisation relative to the previous state. Overall, the reward function aims to balance the trade-off 
between efficient resource utilisation and SLA compliance. 

3.3.4 Simulation Environment 

This simulation presents a wireless network environment for AC in a multi-slice RAN. The topology 
consists of three fixed BS and 50 UEs randomly distributed in a bounded area. Each UE is associated 
with its nearest BS. The network supports three slice types, corresponding to three traffic classes: Voice, 
eMBB, and URLLC. Each slice has specific bandwidth demands, PRB requirements, and SLA targets. The 
environment provides a controlled simulation for the evaluation of AC decisions under dynamic traffic 
and QoS constraints, using graph-based DRL agents. 

In more detail, network behaviour is modelled by approximating traffic and QoS dynamics. Traffic 
arrivals follow a Poisson process, while each accepted request generates a traffic flow with a stochastic 
lifetime. For each slice at each BS, traffic demand is computed based on the number of active traffic flows 
and their corresponding service rates. Service capacity is derived from allocated PRBs and adjusted by 
efficiency factors that capture congestion effects based on load levels and traffic flow counts. A queue-
based mechanism captures the mismatch between demand and service, leading to queue build-up, 
packet overflow, and increased delay. Latency is modelled as the sum of base propagation delay, 
congestion penalties, and queueing delay; throughput is the effective served rate shared among the 
traffic flows; loss is computed based on buffer overflow in the queue and smoothed via an Exponential 
Moving Average (EMA), while jitter is derived from temporal variations in latency. These formulations 
allow the simulator to reproduce network congestion effects.  

Threshold-based QoS requirements define the SLAs. For each traffic flow, the simulator computes 
normalised excess values for each metric relative to its SLA threshold; the maximum of these values 
defines the SLA violation level. The simulation uses a threshold-based violation mechanism, meaning 
that a violation occurs when a QoS metric surpasses an upper threshold and is considered not violated 
when it falls below a lower threshold. This mechanism enables stable detection of SLA degradation and 
provides meaningful feedback for the DRL agents. The simulation is parameterised as follows: each BS 
has a total capacity of 50 PRBs, with slice-specific limits of 15, 40, and 25 PRBs for Voice, eMBB, and 
URLLC, respectively. The corresponding service rates are 0.064 Mbps, 10 Mbps, and 5 Mbps, with per-
request PRB demands of 1, 6, and 3. Each BS maintains a buffer of 200 packets. Latency bounds are set 
to 100 ms, 50 ms, and 8 ms for Voice, eMBB, and URLLC, respectively, while packet loss limits are 10-2, 
10-3, and 10-4. Additionally, URLLC traffic is constrained by a maximum jitter of 2 ms, and eMBB traffic 
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requires a minimum throughput ratio of 0.8.  

3.3.5 Evaluation 

In this work, three agents are considered: a greedy baseline policy, a DQN, and our proposed agent, a 
DQN enhanced with GNN (DQN-GNN). All three methods are evaluated on the same AC task. The greedy 
policy serves as a simple heuristic benchmark that accepts a request only if sufficient resources are 
available; otherwise, it rejects it. The key difference between the two DRL agents lies in how the network 
state is processed. The DQN agent operates directly on the observation vector using a standard Multi-
Layer Perceptron (MLP). In contrast, the DQN-GNN agent first encodes the observation through GNN 
using information from the relationships between the BSs and UEs, before passing it to the MLP. 

Both agents are trained using the same framework to ensure a fair comparison. The environment is 
wrapped with normalisation mechanisms to stabilise learning. Training is performed using experience 
replay and target networks within the simulated environment using the Stable-Baselines3 [41] . 
Observations and rewards are normalised during training. The DQN training configuration utilises the 
discount factor 𝛾 equal to 0.99, a learning rate of 10-4, batch size of 64, replay buffer size of 100,000 
transitions, and learning starts at 10,000 steps before parameter updates. The comparison between 
DQN and DQN-GNN aims to determine whether encoding of network structure leads to more effective 
AC under dynamic traffic and QoS constraints. The performance of the proposed methods was evaluated 
over 100 episodes in the simulated environment. The three approaches were compared, and Table 
8summarises the key performance metrics. 

Table 8: Evaluation Metrics. 

Metric Greedy DQN DQN-GNN 

Acceptance Rate (%) 73.92 57.27 60.30 

SLA Violations (per 100 requests) 36.51 1.47 1.46 

Network Utilisation (%) 79.99 63.27 66.65 

Average Reward -229.58 12.54 32.75 

The greedy baseline achieves the highest acceptance rate and utilisation, but at the cost of a large 
number of SLA violations. In contrast, the standard DQN agent achieves the lowest SLA violations count, 
improving SLA compliance substantially. However, the DQN also demonstrates the lowest utilisation 
and acceptance rates. Our proposed DQN+GNN agent achieves the best overall performance, showcasing 
a balanced trade-off between the utilisation of resources and SLA compliance. Compared with the 
standard DQN, incorporating GNN state encoding improves AC decisions, enabling the agent to admit 
more requests while maintaining a low number of SLA violations. This indicates that the agent has 
learned to avoid decisions that would degrade service quality and undermine network utilisation. 
Overall, the DQN+GNN agent combines the highest network utilization with strong SLA compliance, 
resulting in the highest cumulative reward. These findings suggest that enhancing decisions with graph 
information supports the DMO’s AC decisions, leading to the fulfilment of a Service Intent. 

3.3.6 AI Ethics   

From an AI Ethics perspective, our framework addresses accountability and human oversight by 
enabling the inspection of the agent’s decision regarding SLA compliance. In relation to transparency, 
the decisions taken by a DRL agent can be traced back to a declared intent or associated SLA. 
Additionally, regarding privacy, our framework was evaluated on a simulation environment that doesn’t 
consider any discriminative information.  
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4 Knowledge, Observability, and Training  
The performance of the intent lifecycle management process described above heavily relies on the 
adopted LLM models and network knowledge representation used to accurately and efficiently convert 
high-level intents from vertical users into lower-level implementations on network devices. Therefore, 
in this Section, 6G-INTENSE proposes several framework solutions to address some major challenges, 
such as privacy, cost, resource demands, performance monitoring, and pre-emptive adaptation to boost 
the performance of the proposed architecture. 

In Section 4.1, high resource demands and the associated carbon footprint have become challenging in 
our current systems. Collaborative inference allows edge devices to share computational workloads 
using pre-trained models, though it often increases energy and bandwidth use. Tasks like multi-point 
localisation of UEs add to this burden with overlapping data streams. This section discusses the 6G-
INTENSE project's approach to sustainable collaborative inference, which adapts to varying tasks and 
resource conditions. The Collaborative Inference Manager will be deployed at an edge node by the LMO 
to support these tasks. 

In Section 4.2, a scalable LLMOps framework is introduced for managing LLM-based agents within the 
6G-INTENSE platform, aligned with the multi-agent, intent-driven AI architecture presented in Section 
2. The framework aims to automate the tracking, versioning, deploying, and monitoring of LLMs across 
Cloud, Edge, and Deep Edge infrastructures, ensuring efficient intent processing with high accuracy, low 
latency, and continuous improvement from real-time feedback. It also reviews recent MLOps and 
LLMOps advancements, highlighting the need for solutions that support distributed, multi-agent 
orchestration of LLMs in 6G systems and address current platform limitations. 

In Section 4.3, Spatio-Temporal Graph Neural Networks (STGNNs) are employed through the Native AI 
toolkit within the DMO for Intent Lifecycle Management. By integrating spatial and temporal data with 
service requirements, STGNNs predict resource usage to ensure Service Intents and maintain QoS. The 
framework proactively evaluates SLAs by using historical data to train models and forecast needs, 
assessing resource availability, and triggering re-orchestration if necessary. Applicable across domains 
like RAN, edge, and cloud, it aids in Resource Intent feasibility and provides essential reports. GNNs 
enhance decision-making for tasks like traffic and resource prediction, ensuring scalability and 
adaptability in 6G networks. 

4.1 Collaborative Inference 

In line with the 6G-INTENSE objective of developing a next-generation AI-native management and 
orchestration system that seamlessly integrates sensing, communication, and computing resources, we 
propose a distributed inference management framework designed to deploy collaborative inference 
pipelines at the network edge. 

4.1.1 Collaborative Inference Framework Architecture 

The proposed solution, termed the Collaborative Inference Framework (CIF), is designed to enable the 
autonomous deployment of distributed inference pipelines at the edge based on current resource 
availability and service-level requirements. The CIF will be integrated as part of the Native AI toolkit of 
the DMO.  Figure 36 presents an overview of the CIF architecture. 

The CIF receives Inference Service Requests (ISRs) from the NCF through the Collaborative Inference 
API, requesting the deployment of collaborative inference services at the edge. Each ISR specifies the 
inference service to be deployed, its service requirements, and a description of the available edge 
resources. The primary role of the CIF is to translate ISRs into deployments of microservices that 
collectively implement a distributed inference pipeline at the edge. 

First, the CIF translates the request into an optimisation problem, which is solved to generate a 
deployment plan that maps the microservices implementing the requested collaborative inference 
pipeline onto specific edge nodes. The resulting deployment plan is then converted into a set of 
Kubernetes configuration files, which can be executed on a local Kubernetes cluster to deploy the 
required microservices. Once the collaborative inference service is deployed, local users can begin 
sending inference requests to it. 
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Figure 36: Architectural layout of the Collaborative Inference Framework. 

The CIF is composed of two main functional blocks: 

• Collaborative Inference Manager (CIM): the main component of the framework, responsible for 
receiving the ISRs and translating them into a deployable collection of microservices 
implementing a distributed inference pipeline.  

• Inference Model Registry (IMR): a repository containing a collection of pre-trained inference 
models, each associated with metadata stored in JSON format. 

4.1.2 Inference Model Registry 

For each supported collaborative inference task, the IMR stores the information required to describe a 
set of collaborative inference pipelines 𝒫. Each pipeline 𝑝 is characterised by an inference service ID, 
which specifies the type of task to which it belongs, and by an estimated quality value 𝑄𝑝, representing 

the expected quality of the inference results it can produce. This estimation is expressed in terms of a 
relevant performance metric for the specific inference task and is determined offline through a 
benchmarking phase. 

A collaborative inference pipeline 𝑝 is composed of: 

• A set of processing stages 𝒮𝑝. Each processing stage  𝑠 is characterised by: 

o The amount of memory it requires 𝑚𝑠 (MBs); 
o The amount of CPU cycles needed to process one request 𝜏𝑠 (cycles). 

• A set of logical information flow links between processing stages ℱ𝑝 . Each information flow link 

𝑓𝑠,𝑠′   is characterised by: 

o The number of transmitted bits per inference 𝑏𝑠,𝑠′ . 

By modelling collaborative inference pipelines in this way, we can conform our representation to a 
variety of collaborative inference schemes (such as split computing, ensemble inference, etc). 
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4.1.3 Collaborative Inference Manager 

Within the CIF architecture, the CIM is further organised into three submodules: 

• Inference Service Request Manager (ISRM): This module exposes the Collaborative Inference 
API, which allows users to request the deployment of collaborative inference services within 
their local domain. The ISRM acts as an API server, forwarding incoming requests to the 
Collaborative Inference Optimiser and returning either a positive or negative response to the 
requester. 

• Collaborative Inference Optimizer (CIO): This module determines the optimal deployment 
strategy for the requested inference task. It considers the task description, service-level 
requirements (SLRs), and the available resources, together with metadata associated with pre-
trained models stored in the IMR. Based on this information, the CIO first selects an appropriate 
collaborative inference strategy (e.g., split computing or model ensemble). It then formulates 
and solves an optimisation problem to generate a deployment plan that maps the microservices 
implementing the inference pipeline onto specific edge nodes. The resulting configuration 
ensures that the pipeline satisfies the specified SLRs while effectively addressing resource 
constraints and balancing the computational load. 

• Inference Deployment Translator (IDT): This module converts the optimised deployment plan 
into a set of Kubernetes configuration files that can be directly deployed on the edge 
infrastructure. 

4.1.3.1  Inference Service Request Manager 

The ISRM receives Inference Service Requests asking for the deployment of a collaborative inference 
service in the local domain. Each request includes: 

• A service ID, identifying the inference service to deploy (e.g., UE localisation, object detection, 
etc). 

• A set of service-level requirements (SLRs) defined as: 
o 𝐿𝑚𝑎𝑥  a maximum inference latency threshold (ms); 
o 𝑄𝑚𝑖𝑛 a minimum inference quality threshold (defined based on a known relevant 

performance metric for the inference task at hand); 
o 𝐸𝑚𝑎𝑥  a maximum energy consumption per request threshold (J/req); 
o 𝛿𝑚𝑖𝑛 a minimum rate of inference requests arrival to handle (req/s). 

• A description of the available edge resources: 
o 𝒩 set of available edge nodes. For each node 𝑛 the following quantities should be 

specified: 
▪ The amount of available memory  𝑀𝑛  (MBs); 
▪ The total computational capacity  𝐶𝑛  (cycles/sec); 
▪ The idle power consumption 𝑃𝑛

𝑖𝑑𝑙𝑒  (W); 
▪ The full-load power consumption 𝑃𝑛

𝑚𝑎𝑥  (W). 
o ℒ set of physical links between edge nodes. For each link 𝑙𝑛,𝑛′ the following quantities 

should be specified: 
▪ The amount of available bandwidth   𝐵𝑛,𝑛′ (Mbps); 

▪ The amount of consumed energy per transmitted bit   𝐸
𝑛,𝑛′
𝑐𝑜𝑚𝑝  (J/bit). 

4.1.3.2 Collaborative Inference Optimizer 

The CIO takes as input the ISR and constructs a set of optimisation problems to determine a deployment 
plan. The decision flow of the CIO is summarised as follows: 

• First, the IMR is queried to retrieve information about all the available collaborative inference 
pipelines 𝒫 for the required inference service. 

• Then, the set of pipelines is filtered based on their estimated inference quality level 𝑄𝑝 and the 

required minimum inference quality threshold 𝑄𝑚𝑖𝑛. As a result, only the collaborative inference 
pipelines that are able to meet the minimum inference quality requirement will be used in the 
following steps. 
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• For each selected pipeline 𝑝, the CIO constructs an optimisation problem as described later in 
this subsection. 

• The CIO uses an optimisation solver to solve each problem to an optimum. The collaborative 
inference pipeline whose optimisation problem yields the lowest optimal cost is then selected 
to be deployed. 

• The selected problem solution defines the deployment plan, specifying the allocation of 
processing stages of the collaborative inference pipeline to microservices running on specific 
edge nodes as well as the amount of computational resources that should be reserved on those 
nodes. The deployment plan is then forwarded to the Inference Deployment Translator to be 
converted into a deployment. 

For each candidate pipeline 𝑝,  the CIO constructs and solves an optimisation problem termed the 
Collaborative Inference Pipeline Deployment Problem (CIPDP). Table 9 summarizes the notation used 
to define the CIPDP. 

Table 9: Notation used in the formulation of CIPDP. 

Decision Variables 

𝑥𝑠,𝑛  ∈ {0,1} placement of stage 𝑠 on node 𝑛 (= 1 if 𝑠 is placed on 𝑛) 

Service-level Requirements Parameters 

𝐿𝑚𝑎𝑥  maximum inference latency threshold (ms) 

𝐸𝑚𝑎𝑥  maximum energy consumption per request threshold (J/req) 

𝛿𝑚𝑖𝑛 minimum rate of inference requests arrival to handle (req/s) 

Collaborative Inference Pipeline Parameters 

𝒮𝑝 set of processing stages of pipeline 𝑝 

ℱ𝑝 set of logical information flow links between processing stages of 
pipeline 𝑝 

𝑚𝑠 amount of memory required for running stage 𝑠 (MBs) 

𝜏𝑠 amount of computing cycles needed by stage 𝑠 to process one request 
(cycles) 

𝑏𝑠,𝑠′  number of transmitted bits per inference request between stages 𝑠 
and 𝑠′ (Mbits) 

Edge Nodes Parameters 

𝒩 set of available edge nodes 

ℒ set of physical links between edge nodes 

𝑀𝑛  amount of available memory on node 𝑛 (MBs) 

𝐶𝑛  total computational capacity of node 𝑛 (cycles/sec) 

𝑃𝑛
𝑖𝑑𝑙𝑒  idle power consumption of node 𝑛 (W) 

𝑃𝑛
𝑚𝑎𝑥  full-load power consumption of node 𝑛 (W) 
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𝐵𝑛,𝑛′ amount of available bandwidth between nodes 𝑛 and 𝑛′ (Mbps) 

𝐸𝑛,𝑛′
𝑐𝑜𝑚𝑚   amount of consumed energy per transmitted bit between nodes 𝑛 and 

𝑛′  (J/bit) 

Derived Quantities 

𝐸𝑡𝑜𝑡  total energy consumption per inference request (J) 

𝐸𝑐𝑜𝑚𝑝 total energy consumption due to computation (J) 

𝐸𝑐𝑜𝑚𝑚 total energy consumption due to communication (J) 

𝑒𝑛
𝑐𝑜𝑚𝑝 energy consumption per computing cycle on node 𝑛 (J) 

𝐸𝑠,𝑛
𝑐𝑜𝑚𝑝 energy consumption due to stage 𝑠 computation on node 𝑛 (J) 

𝐿𝑡𝑜𝑡  total E2E latency to serve an inference request (sec) 

𝐿𝑐𝑜𝑚𝑝  total E2E latency due to computation (sec) 

𝐿𝑐𝑜𝑚𝑚 total E2E latency due to communication (sec) 

𝑡𝑠,𝑛 processing time of stage 𝑠 on node 𝑛 (sec) 

 

The CIPDP problem is formulated as follows. 

Objective function: 

min
𝑥𝑠,𝑛

𝜆𝐿  𝐿
𝑡𝑜𝑡 + 𝜆𝐸 𝐸

𝑡𝑜𝑡  

with 𝜆𝐿 and 𝜆𝐸 being tuneable weights that can be set according to the user priorities. 

Constraints: 

• Placement of pipeline stages: 

∑ 𝑥𝑠,𝑛 = 1       ∀ 𝑠 ∈

𝑛∈𝒩

𝒮𝑝 

• Unique assignment of nodes to pipeline stages: 

∑ 𝑥𝑠,𝑛 ≤ 1       ∀ 𝑛 ∈

𝑠∈𝒮𝑝

𝒩 

• Bandwidth usage: 

∑ 𝑥𝑠,𝑛 ∙ 𝑥𝑠,𝑛′ ∙ 𝑏𝑠,𝑠′ ∙ 𝛿𝑚𝑖𝑛 ≤ 𝐵𝑛,𝑛′      ∀ (𝑛, 𝑛
′) ∈

(𝑠,𝑠′)∈ℱ𝑝

ℒ 

• Energy consumption: 
𝐸𝑡𝑜𝑡  ≤ 𝐸𝑚𝑎𝑥  

• E2E latency: 
𝐿𝑡𝑜𝑡  ≤ 𝐿𝑚𝑎𝑥  

 
• Memory usage: 
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∑ 𝑥𝑠,𝑛 ∙ 𝑚𝑠 ≤ 𝑀𝑛      ∀ 𝑛 ∈

𝑠∈𝒮𝑝

𝒩 

• Computational resources usage: 

∑ 𝑥𝑠,𝑛 ∙ 𝑚𝑠 ≤ 𝐶𝑛      ∀ 𝑛 ∈

𝑠∈𝒮𝑝

𝒩 

Energy consumption 

The total energy consumption per request is decomposed into two components: 

𝐸𝑡𝑜𝑡 = 𝐸𝑐𝑜𝑚𝑝 + 𝐸𝑐𝑜𝑚𝑚 

where 𝐸𝑐𝑜𝑚𝑝 and 𝐸𝑐𝑜𝑚𝑚 represent the computation energy at edge nodes and the communication 
energy between nodes, respectively.  

To calculate the computation energy term, we adopt a standard linear power model, in which we 
estimate the energy consumption per computing cycle on the node 𝑛 as: 

𝑒𝑛
𝑐𝑜𝑚𝑝 ≈ 

𝑃𝑛
𝑚𝑎𝑥 − 𝑃𝑛

𝑖𝑑𝑙𝑒

𝐶𝑛
 

Therefore, the energy consumption due to the stage 𝑠 computation on the node 𝑛 can be calculated as: 

𝐸𝑠,𝑛
𝑐𝑜𝑚𝑝 = 𝜏𝑠 ∙  𝑒𝑛

𝑐𝑜𝑚𝑝 

The overall computation energy term is given by: 

𝐸𝑐𝑜𝑚𝑝 = ∑ ∑ 𝑥𝑠,𝑛
𝑛∈𝒩

∙ 𝐸𝑠,𝑛
𝑐𝑜𝑚𝑝

𝑠∈𝒮𝑝

 

To compute the communication energy term, we define the amount of energy needed to transfer data 
from the stage 𝑠 to stage 𝑠′ over the physical link between nodes 𝑛 and 𝑛′ as: 

𝐸𝑠,𝑠′,𝑛,𝑛′ 
𝑐𝑜𝑚𝑚 = 𝑏𝑠,𝑠′ ∙  𝐸𝑛,𝑛′

𝑐𝑜𝑚𝑚 

The overall communication energy term is given by: 

𝐸𝑐𝑜𝑚𝑚 = ∑ ∑ 𝑥𝑠,𝑛
(𝑛,𝑛′)∈ℒ

∙ 𝑥𝑠′,𝑛′ ∙ 𝐸𝑠,𝑠′,𝑛,𝑛′ 
𝑐𝑜𝑚𝑚

(𝑠,𝑠′)∈ℱ𝑝

 

E2E latency 

The total E2E latency per request is decomposed into two components: 

𝐿𝑡𝑜𝑡 = 𝐿𝑐𝑜𝑚𝑝 + 𝐿𝑐𝑜𝑚𝑚 

where 𝐿𝑐𝑜𝑚𝑝  and 𝐿𝑐𝑜𝑚𝑚 represent the latency due to computation and the latency due to computation, 
respectively. 

To calculate the computation latency term, we estimate the processing time of the stage 𝑠 on node 𝑛 as: 

𝑡𝑠,𝑛 = 
𝜏𝑠
𝐶𝑛

 

The overall computation latency term is given by: 

𝐿𝑐𝑜𝑚𝑝 = ∑ ∑ 𝑥𝑠,𝑛
𝑛∈𝒩

∙ 𝑡𝑠,𝑛
𝑠∈𝒮𝑝

 

To compute the communication latency term, we define the amount of time needed to transfer data from 
the stage 𝑠 to stage 𝑠′ over the physical link between nodes 𝑛 and 𝑛′ as: 

𝑡𝑠,𝑠′,𝑛,𝑛′ 
𝑐𝑜𝑚𝑚 = 

𝑏𝑠,𝑠′

𝐵𝑛,𝑛′
 

The overall communication latency term is given by: 
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𝐿𝑐𝑜𝑚𝑚 = ∑ ∑ 𝑥𝑠,𝑛
(𝑛,𝑛′)∈ℒ

∙ 𝑥𝑠′,𝑛′ ∙ 𝑡𝑠,𝑠′,𝑛,𝑛′ 
𝑐𝑜𝑚𝑚

(𝑠,𝑠′)∈ℱ𝑝

 

4.1.4 Performance Evaluation 

To assess the effectiveness of the proposed Collaborative Inference Framework (CIF), we consider a 
representative collaborative inference case study in which a DNN for multi-point indoor UE localization 
is partitioned into multiple processing stages that can be deployed across a set of heterogeneous edge 
nodes.  

Figure 37 shows the architecture of the localization DNN used, and its partitioning into stages. The input 
layer concatenates all features extracted from the CSI data collected by 𝑁𝑖𝑛  access points (APs). We 
assume this feature extraction step to be performed outside the inference pipeline by the nodes 
collecting CSI data from the APs. The main three processing stages consist of a dense layer with batch 
normalization and dropout. The output layer consists of a softmax classification head, predicting one of 
12 discrete position labels and a linear regression head, predicting a pair of continuous (x, y) 
coordinates. 

 

Figure 37: Architectural layout of the multi-point indoor UE localization pipeline used in the case study. 

The collaborative pipeline is modelled as a set of four processing stages 𝑆𝑝 = {𝑠1, 𝑠2, 𝑠3, 𝑠4}. The target 

edge local domain considered in the case study comprises four heterogeneous edge nodes, 𝒩 =
{𝑛1, 𝑛2, 𝑛3, 𝑛4}. Figure 38 illustrates the collaborative inference pipeline and the edge infrastructure, 
together with the corresponding computational, communication, and resource parameters. We assume 
the service level requirements to be 𝐸𝑚𝑎𝑥 = 15 𝑚𝐽, 𝐿𝑚𝑎𝑥 = 10 𝑚𝑠 and 𝛿𝑚𝑖𝑛 = 15. 

 

Figure 38: Description of the collaborative inference pipeline and edge infrastructure used in the case study, with 
the corresponding parameters. 
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The CIF optimization framework determines the placement of DNN stages with the objective of jointly 
minimizing end-to-end inference latency and energy consumption. The proposed multi-objective 
optimization is compared against three baseline deployment strategies: 

• Greedy, in which DNN stages are sequentially assigned to the first edge node with sufficient 
available resources, without considering the global impact on latency or energy consumption; 

• Latency-only, which optimizes exclusively the end-to-end inference latency, disregarding the 
energy consumed by the infrastructure; 

• Energy-only, which minimizes the overall energy consumption without explicitly considering 
the resulting inference latency. 

Table 10: Comparison between the optimal CIF deployment and baselines. 

Method Deployment Inference latency 

[ms] 

Energy consumption 

[mJ] 

Greedy 𝑠1@𝑛1, 𝑠2@𝑛2, 𝑠3@𝑛3, 𝑠4@𝑛4 8.86 5.2 

Latency-only 𝑠1@𝑛4, 𝑠2@𝑛3, 𝑠3@𝑛2, 𝑠4@𝑛1 2.67 11.2 

Energy-only 𝑠1@𝑛2, 𝑠2@𝑛1, 𝑠3@𝑛3, 𝑠4@𝑛4 4.74 4.5 

CIF  

(𝜆𝐿 = 0.5, 𝜆𝐸 = 0.5) 

𝑠1@𝑛2, 𝑠2@𝑛3, 𝑠3@𝑛4, 𝑠4@𝑛1 4.07 4.6 

The resulting deployments are compared in terms of end-to-end inference latency and energy 
consumption per inference request. Table 10: Comparison between the optimal CIF deployment and 
baselines. summarizes the results, demonstrating that the proposed CIF framework achieves a more 
favourable trade-off between latency and energy consumption than the considered baseline 
approaches. Compared with the Greedy strategy, CIF reduces the inference latency by 54% while 
simultaneously decreasing energy consumption by almost 12%. Relative to the Latency-only approach, 
CIF achieves a significantly better balance between the two objectives, reducing energy consumption by 
58% while maintaining the inference latency well below the maximum acceptable threshold of 10ms. 
Similarly, compared with the Energy-only approach, CIF decreases the inference latency by 14% at the 
cost of only a 2.2% increase in energy consumption. Overall, these results demonstrate that jointly 
optimizing latency and energy consumption enables the proposed multi-objective framework to identify 
deployment configurations that achieve a more balanced operational trade-off than single-objective 
optimization strategies. This highlights the effectiveness of the proposed Collaborative Inference 
Framework in supporting efficient resource orchestration within the 6G-INTENSE architecture. 

4.1.5 AI Ethics 

Given the flexible nature of the collaborative inference schemes supported by the CIF, the proposed 
orchestration approach inherently promotes Privacy by Design. It enables collaborative inference 
strategies in which sensitive data are processed locally at the edge rather than centralised, thereby 
minimising the exposure of user metadata and aligning with GDPR principles such as data minimisation 
and data protection. 

Furthermore, the framework incorporates environmental sustainability as a core operational objective. 
By jointly optimising latency and energy constraints, the CIF aims to reduce the overall carbon footprint 
of complex inference tasks, such as JCAS-based user localisation. 

4.2 LLMOps for Management of 6G-INTENSE Intelligence 

In alignment with the project’s intent-driven AI architecture, this section focuses on the establishment 
of the LLMOps framework supporting the Native AI toolkit, providing LCM capabilities for LLMs used 
across the 6G-INTENSE platform. Essentially, the LLMOps framework provides the operational 
infrastructure for managing the lifecycle of ML models and LLMs integrated within the Native AI Toolkit, 
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supporting experiment tracking, model versioning and deployment, artefact storage, monitoring, as well 
as reproducible ML pipelines and workflow orchestration across heterogeneous infrastructures (Cloud, 
Edge, Deep Edge). The objective of the framework is to facilitate reliable experimentation, model 
management, and deployment processes for LLMs developed within the Native AI Toolkit ecosystem. 

To this end, an LLMOps environment has been established to support LLMs LCM within the Native AI 
Toolkit. The environment integrates ML experimentation tracking, workflow orchestration, and artefact 
storage capabilities using MLflow5,  MinIO6 and Kubeflow7: 

• MLflow is deployed and used as the core platform for managing the lifecycle of LLMs used for 

intent translation and execution, essentially acting as an experiment tracker. It provides version 

control, metadata tracking, and performance monitoring, enabling the system to dynamically 

select and adjust LLMs based on infrastructure and service conditions. The MLflow5 Model 

Registry, which is MLflow’s centralised model store, is designed to manage the full lifecycle of 

metadata for an ML model, including versioning, stage transitions, lineage, tagging, and 
annotations, as well as to track the registered models and their deployment status. In our 

implementation, it is integrated with MinIO, which is used as the artefact storage. 

• MinIO6  is deployed and acts as a centralised artifact storage/repository, used for the scalable 

storage of MLflow’s registered models’ artifacts, datasets, metadata, and pipeline outputs 

generated throughout the ML lifecycle.  It acts as backend storage for ML experiments, enabling 

reproducibility and facilitating experiment tracking and version control. 

• Kubeflow7 is an open-source ML toolkit designed to simplify the deployment, orchestration, and 

management of ML workflows in Kubernetes. It is deployed and integrated with MLflow, acting 

as pipeline/workflow orchestrator and enabling automation of key stages of the ML lifecycle by 
creating complex pipelines, including data pre-processing, model training, hyperparameter 

tuning, model evaluation, and serving.  

Figure 39 and Figure 40 depict the MLflow and MinIO environments, respectively, showcasing an 
example of available stored models and corresponding artefacts. Figure 41 depicts the Kubeflow 
environment, through which a user can create/view Kubeflow notebooks (used to launch web-based 
development environments directly inside Kubernetes pods), pipelines, as well as run experiments. 

 

Figure 39: Available Models in Mlflow Model Registry. 

 
5 https://mlflow.org/ 
6 https://www.min.io/ 
7 https://www.kubeflow.org/ 
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Figure 40: Model artifacts stored in MinIO. 

 

Figure 41: Kubeflow UI/Dashboard. 

The LLMOps environment and setup have been locally tested and are available for testbed integrations, 
for the incorporation and lifecycle management of the LLMs that are being developed within the Native 
AI toolkit. Specifically, the LLMOps stack described above has been validated through indicative 
experimentation with the N-HiTS forecasting model, implemented via the Darts library, which provides 
a unified API for training and evaluating deep learning models. N-HiTS belongs to the broader family of 
hierarchical interpolation networks and was selected for its combination of lightweight design, high 
accuracy and applicability in use cases such as telemetry forecasting. The model was trained using the 
following configuration parameters: 

• Input chunk length: 24 (representing a 4-minute context window at 10-second intervals) 

• Output chunk length: 1 (one-step-ahead forecast) 

• Optimizer: Adam 

• Learning rate: 1e-3 (for initial training), 1e-4 (for fine-tuning) 

• Batch size: 32 

• Epochs tested: 10, 20, 25, 50, 80, 100, 200. 

The dataset used in this experiment includes CPU telemetry data collected from multiple nodes within 

Intracom’s testbed infrastructure. The experiment is executed as a Kubeflow pipeline in Intracom’s 

cloud testing environment, starting with data preprocessing through the following steps:  

• CPU telemetry data is collected via Prometheus and ingested into a preprocessing pipeline 
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• Missing values are handled through interpolation, backfill and forward-fill methods.  

• The dataset is split into training (80%) and test (20%) sets and normalized using the mean and 

standard deviation of the training data.  

As the next step of the Kubeflow pipeline, the N-HiTS model is trained. Multiple epochs (10-200) are 
tested to evaluate model convergence. The model learns temporal dependencies in CPU usage to 
perform a one-step-ahead forecast. Model performance is evaluated by forecasting the same number of 
time steps as the test set’s length. Evaluation metrics include Mean Absolute Percentage Error (MAPE) 
and Root Mean Squared Error (RMSE), calculated using the test set predictions. Upon training 
completion, the model is automatically registered in MLflow, and all model artefacts are stored in the 
MinIO storage instance as shown in Figure 42 and Figure 43. 

  
Figure 42: N-Hits model registered in MLflow Global Registry 

 

 
Figure 43: Model Artefacts stored in MinIO Artefact Storage 

As presented in Figure 44, the model’s Root Mean Squared Error (RMSE) and Mean Absolute Percentage 
Error (MAPE) scores, along with normalization parameters (e.g. mean and standard deviation) and 
descriptive statistics of the training dataset are stored to facilitate model evaluation and subsequent 
fine-tuning. 
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Figure 44: Time-series Characteristics and Evaluation Metrics logged in MLflow 

Specifically, the metrics shown are detailed as follows: 

• Kurtosis: Evaluates the dataset’s sharpness or bluntness, often used to detect outliers  
• Trend: Mainly concerns time series and indicates whether the dataset shows an ascending or 

descending pattern  
• Standard Deviation (std_dev) and Variance: Similar metrics indicating how spread around the 

mean value the data is 
• MAPE, RMSE: Calculate the difference between the model’s predictions and the real values (in 

number/percentage) 
• Skewness: Evaluates the dataset’s symmetry  
• Mean: Dataset’s mean value 
• Seasonality: Mainly concerns time series and indicates whether the dataset shows any repetitive 

patterns. 

4.2.1 AI Ethics 

The developed LLMOps and ML LCM framework ensures reliable, transparent, and responsible 
deployment of LLM-based components. The proposed infrastructure leverages platforms such as 
MLflow, Kubeflow, and MinIO to enable reproducible experimentation, model versioning, and traceable 
deployment pipelines. Towards addressing LLM hallucination risks, the framework supports systematic 
evaluation workflows, dataset and model version tracking, as well as continuous monitoring of model 
outputs, allowing the detection of unreliable responses during testing and operation. 

From an AI Safety and Ethics perspective, the LLMOps framework enables the incorporation of 
mechanisms integrated within the managed LLMs, which should be aligned with emerging regulatory 
frameworks and responsible AI practices, such as risk categorization and compliance, by enabling 
evaluation pipelines through tools such as MLflow and Kubeflow. Such policies facilitate the systematic 
assessment of model behavior and help identify potential risks during the testing and deployment 
phases.  

The LLMOps framework is also designed to support auditability, governance, and accountability through 
data governance mechanisms, as well as experiment tracking, model LCM tools, and reproducible 
pipelines, enabling full traceability of model training and deployment processes. Secure storage and 
access mechanisms for datasets and model artefacts are supported using MinIO, and the processes rely 
on containerised and orchestrated execution environments (supported by Kubeflow) to ensure secure, 
reliable, and scalable execution of ML workflows. Finally, the use of widely adopted standardised ML 
tooling facilitates the integration of the developed ML models across partners, while enabling 
monitoring frameworks that can support performance evaluation and sustainable resource utilisation. 
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4.3 Spatio-Temporal Prediction Framework for SLA Compliance Using 
STGNNs  

6G-INTENSE incorporates this framework into the DMO’s Native AI Intent LCM module. The proposed 
framework aims to proactively evaluate the feasibility of fulfilling a Service Intent and determine 
whether any preventative measures should be taken. In particular, we consider in our analysis a Service 
Intent as an SLA, which describes specific performance targets such as ensuring that the Blocking 
Probability (BP) of a new user request remains below 1%. To proactively ensure SLA compliance (and 
consequently Service Intent fulfilment), the proposed framework utilises STGNNs predictions. The 
predictions occur from utilising historical resource usage provided by the NCF’s Northbound Interface 
(NBI). In cases that the DMO anticipates a possible SLA breach, a pre-emptive reassessment process is 
triggered for either the resource allocation policy adopted by the NCF or the Service Intent definition 
itself. 

4.3.1 The Employed Methodology 

In Deliverable D3.1 [28] , we described the utilisation of STGNNs models in order to proactively 
determine future multi-node resource consumption. The historical resource usage data, retrieved 
through the NCF’s NBI, are processed by the STGNN model to forecast future resource utilisation. Our 
assessment of the Deep Learning (DL) approach demonstrated that using DL models that incorporate 
the network topology, like the STGNNs, significantly improves prediction accuracy as well as critical 
performance metrics like resource underutilisation and resource under-provisioning. Thus, leveraging 
STGNNs for resource consumption prediction conduces to more efficient decisions regarding the 
employed resource allocation strategy.  

Moving forward, we aim to utilise these predictions to ensure the fulfilment of the Service Intent defined 
as an SLA. As mentioned above, in our analysis, the SLA denotes that the BP of a new user requesting 
service should be below 1%. To this end, the proposed framework integrates the predictions that the 
STGNN provides into the resource management process. Specifically, the STGNN-based predicted 
number of occupied resources is used to determine the available capacity for serving new user requests. 
Next, the predicted available capacity is utilised as an input to a traffic-engineering model, i.e., the Erlang 
Multirate Loss Model (EMLM), to determine whether the available resources are sufficient to guarantee 
SLA compliance for new users [42] .   

 

Figure 45: Spatio-Temporal Framework for SLA compliance. 

To evaluate the performance of the proposed framework, our analysis in D3.1  [28]   focused on the case 
study illustrated in Figure 45, where the proposed framework is employed for the RAN domain. In this 
configuration, the framework accesses the historical RAN data through the NCF’s NBI. Its main objective 
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is to leverage STGNNs to predict the anticipated occupied resources per Radio Unit (RU), and 
consequently, to evaluate through the EMLM whether the available resources are sufficient to serve the 
incoming users while ensuring compliance with the agreed SLA. 

More specifically, the STGNN-based predictions obtained through the methodology described in D3.1  
[28]  are utilised as input to the EMLM to calculate the BP of new user requests. It is assumed that each 
network slice of an RU has a capacity of C bandwidth units (b.u.) and serves K application classes with 
different resource demands. Requests of a service-class k (k = 1,…,K) arrive according to a Poisson 
process with rate λₖ, and they require bₖ b.u. in order to be served. If the necessary resources are 
available, the request is admitted for an exponentially distributed service-time hₖ; otherwise, it is 
blocked. The BP for service-class k is computed via [43] : 

𝑃𝑏𝑘 = ∑
𝑞(𝑗)

𝐺

𝐶

𝑗=𝐶−𝑏𝑘+1

 

where q(j) are the abnormalised resource occupancy distribution probabilities, and G is the 
normalisation constant. The calculation of the abnormalised q(j) values is conducted via the classical 
Kaufman-Roberts formula determined as [44] [45] : 

𝑞(𝑗) =

{
 
 

 
 
1,                                                         𝑓𝑜𝑟 𝑗 = 0

1

𝑗
∑ 𝑎𝑘𝑏𝑘𝑞(𝑗 − 𝑏𝑘),                    𝑗 = 1, . . . , 𝐶

𝐾

𝑘=1

0,                                                       otherwise

 

where 𝑎𝑘 = 𝜆𝑘ℎ𝑘 . If the BP of a service-class k is higher than that defined by the SLA, then a possible 
SLA violation is identified. 

4.3.2 Performance Evaluation 

With the purpose of conducting a solid analysis, we also include in our evaluation the Long Short-Term 
Memory (LSTM) model as a non-graph benchmark. The LSTM model captures only the temporal 
dependencies, omitting the spatial (neighbouring) relationships among nodes, and it is trained and 
tested on all the node time series separately. In D3.1 [28] , it was demonstrated that the predictions of 
the STGNN model surpass the predictions of the LSTM model, considering the traditional metrics (i.e., 
MAE, MSE, RMSE). Additionally, this claim was also enforced by assessing network-level metrics, such 
as resource underutilisation and resource under-provisioning, which confirm the advantage of 
incorporating spatial correlations in the resource occupancy predictions. 

Building upon these findings, the EMLM is employed to examine the case of a new user requesting 
service. As mentioned above, the utilisation of the EMLM aims to assess whether the predicted available 
resources are sufficient to serve a new request while also maintaining SLA compliance (i.e., BP < 1%). 
In our analysis, it is assumed that each RU hosts three network slices corresponding to the following 
service categories: eMBB, URLLC, and mMTC.  The parameters used for each slice are presented in Table 
11.   

Table 11: EMLM parameters. 

 eMBB mMTC URLLC 

capacity 325 b.u. 230 b.u. 90 b.u. 

#applications 2 2 2 

a1, a2 2 erl, 2 erl 7 erl, 11 erl 4.5 erl, 6.5 erl 

b1, b2 16 b.u., 20 b.u. 6 b.u., 9 b.u. 3 b.u., 5 b.u. 
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For the performance evaluation of our framework, we utilised the dataset introduced in [46] [47] , 
where the O-RAN network topology consists of 7 RUs and 42 UEs mapped to the three different slices 
(i.e., eMBB, URLLC, and mMTC). Specifically, each RU is connected to 6 UEs, with 2 UEs assigned to each 
slice. In addition, the uplink bitrate serves as the target variable representing the occupied resources 
predicted by the STGNN model. We also denote that: available resources = total resources – occupied 
resources, while an SLA violation occurs when the BP of a new request is ≥ 1%. To evaluate our proposed 
framework, we calculate the percentage of identified SLA violations for each slice and compare the 
relative deviation in these percentages between the two DL models. The results of this evaluation are 
presented in Table 12. 

Table 12: Percentage of SLA violations. 

Slice LSTM STGNN Relative improvement 

eMBB 17.20% 13.44% 22% 

mMTC 23.12% 18.28% 21% 

URLLC 33.33% 22.04% 34% 

 

As observed in Table 12, the number of SLA violations encountered in each slice is highly affected by the 
DL model employed for the resource occupancy prediction. In more detail, the SLA violations occurred 
in the eMBB slice are reduced by 22% when the STGNN predictions are utilised. In the same manner, 
reduction observed in the mMTC and URLLC slices is 21% and 34%, respectively. This is justified by the 
fact that the predicted number of occupied resources is closer to the actual value when the STGNN is 
employed, thereby indicating a more accurate calculation of the available resources to serve incoming 
requests, leading to fewer SLA violations. Thus, our evaluation demonstrates how the proposed 
proactive resource management framework supports the feasibility assessment of a Service Intent. In 
cases where a potential SLA breach is identified, the Service Intent or the corresponding resource 
allocation should be re-evaluated accordingly. 

4.3.3 AI Ethics  

From an AI Ethics perspective, our framework addresses accountability, human oversight, as well as 
transparency through the use of the utilization of the EMLM. More specifically, the decisions taken to 
evaluate whether an SLA violation occurred are calculated by the EMLM, which is a mathematical tool, 
guaranteeing transparency in its operations. These decisions can also be traced back to the associated 
SLA, which is BP to be less than 1%. Additionally, regarding privacy and data governance, the 
experimental evaluation of our framework was done through an open-source dataset that contains non-
sensitive data. Consequently, the data utilised for the evaluation occurs from a non-biased emulation 
that doesn’t consider any discriminative information. 
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5 Conclusions  
The Native AI Toolkit Architecture for the 6G-INTENSE system exemplifies the industry's shift towards 
intelligent automation and intent-driven operations. Utilising advanced AI/ML technologies like LLMs, 
RL, and HRL, it enables seamless intent management across various operational layers. Core 
components such as LCM, IRF, and KB collaborate to ensure continuous monitoring, dynamic 
adjustment, and conflict resolution of intents. Though still in its early stages, the Native AI Toolkit has 
already shown promising features that will be refined in future work. 

The Intent Lifecycle Management system uses a multi-agent architecture in which specialized LLM 
agents manage different stages of the intent lifecycle, including profiling, decomposition, translation, 
resolution, and assurance. Each agent focuses on a specific responsibility, enabling efficient and 
coordinated intent management. LLMs play a key role by converting natural language requests into 
standardized model specifications. Their performance is supported through few-shot learning, 
validation mechanisms, and user feedback to improve accuracy and reliability. To ensure intents remain 
correct and operationally dependable, the system applies multiple validation processes, such as syntax, 
semantic, and correlation checks. The architecture also prioritizes continuous LLM evaluation and 
benchmarking, focusing on factors like accuracy, interoperability, performance, user trust, regulatory 
compliance, and scalability. Intent Decomposition maps business service requests into structured 
representations following TM Forum’s TMF 921 standards, involving components like the Intent 
Generator, Validation, Intent Translation/Extraction, Domain Agent, and Deployment API. Workflow 
Orchestration uses a dynamic workflow engine to generate DAGs for task sequencing and dependencies, 
with controllers like Argo Workflows and Apache Airflow ensuring effective and scalable orchestration. 

Closed-control loop frameworks have been presented to address the management of high-level business 
intents and resource conflicts, ensuring optimal network performance and SLA compliance. The use of 
closed-control loops, as part of the Native AI toolkit, enhances the lifecycle management of Intents, 
automating the procedures towards a zero-touch management paradigm within each autonomous 
domain of the 6G-INTENSE architecture. The first framework, based on RL from RLHF, uses LLMs as 
decision agents to resolve conflicts at the tenant-Domain Management Orchestration t-DMO layer. This 
approach continuously refines policies through feedback, maintaining SLA compliance. The second 
framework employs XAI techniques, such as SHAP, to manage resource conflicts among ML agents. The 
XAI4C (XAI for Conflict Management) framework provides transparency and interpretability, forming a 
closed-control loop that enhances trust and facilitates effective conflict management. Together, these 
frameworks offer adaptive, efficient solutions for dynamic, multi-tenant environments. 

Solutions have been presented to address challenges such as privacy, cost, resource demands, 
performance monitoring, and pre-emptive adaptation. Collaborative inference was introduced to 
manage high resource demands and carbon footprint, supported by the Collaborative Inference 
Manager at the edge. A scalable LLMOps framework was presented for efficient intent processing across 
Cloud, Edge, and Deep Edge infrastructures. Additionally, STGNNs were discussed for predicting 
resource usage and maintaining QoS, supporting Resource Intent feasibility across various domains. 
These solutions collectively aim to create a robust and efficient intent lifecycle management process, 
addressing critical challenges and enabling the successful implementation of 6G-INTENSE. 

The innovations presented in this deliverable provide the Native AI basis for the 6G-INTENSE proof-of-
concept activities and are further integrated in D3.4 through the implemented t-DMO and DMO 
framework. In particular, D3.4 shows how natural-language intent expression, TMF921-compliant 
business intent generation, service-to-resource intent translation, catalogue-driven validation, lifecycle 
management, CCL support, ontology-based modelling, API-based interoperability, federated edge 
intelligence, and LLMOps are incorporated into the implemented architecture. These functions support 
the project PoC services, including sensing services, SD-WAN connectivity, and CDN-Kubernetes service 
deployment, and demonstrate the transition from the Native AI toolkit developments reported in D3.3 
to integrated validation within the 6G-INTENSE PoC framework. 

In conclusion, the Native AI Toolkit architecture for the 6G-INTENSE system is a comprehensive and 
sophisticated framework that leverages advanced AI/ML technologies to provide intelligent, intent-
driven automation. Its multi-agent approach, robust validation processes, dynamic workflow 
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orchestration, and conflict resolution mechanisms ensure that the system operates efficiently, reliably, 
and transparently, paving the way for the future of intelligent automation in telecommunications.  
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