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Executive Summary

This deliverable presents the final results of Task 4.2, “Dependable Sensing and Actuation for the Deep
Edge”, within the 6G-INTENSE Work Package 4 (WP4). As per Task 4.2 objectives, the work presented
in D4.5 contributes to the project vision of enabling an intent-driven, Al-native Network-Computing
Fabric (NCF) capable of integrating communication and sensing through near-field components with
computing, and intelligence functionalities at the Deep Edge. In particular, the deliverable addresses the
implementation and validation of the following individual components: (i) Joint Communication and
Sensing (JCAS) services, (ii) their orchestration and integration within the NCF through the STEP (State-
and Topology-aware Edge Microservice Placement) solution, (iii) the preparation of sensing data for Al-
driven processing, and trustworthy Al mechanisms for dependable monitoring, and (iv) the mechanisms
for the prediction of resource availability. We clarify that, in accordance with the project’s scope, in this
deliverable the term near-field refers to short-range communication and sensing. Notably, in our
experiments, we use Wi-Fi user devices communicating with Wi-Fi access points, as these are the only
available off-the-shelf components allowing for communication and sensing.

The first part of D4.5 focuses on enabling JCAS-based applications through advanced orchestration
mechanisms. To this end, we have validated STEP, i.e,, the orchestration framework integrated in the
NCF Resource Manager for the deployment and lifecycle management of composite edge applications.
STEP dynamically places and manages microservices while jointly considering service requirements,
user mobility, resource availability, service continuity, and quality adaptation. Extensive experiments
conducted through simulation as well as through a Kubernetes-based edge testbed demonstrate that
STEP achieves near-optimal deployment efficiency while maintaining stringent performance
guarantees. In large-scale scenarios, the framework consistently outperforms benchmark and state-of-
the-art alternatives, achieving up to 50% lower deployment costs, up to 50% higher application quality,
approximately 15% savings in radio resources, and request success rates exceeding 90%. These results
confirm the suitability of STEP for orchestrating complex multi-user services in future 6G edge
environments. We then validated the JCAS services within the JCAS Local Domain (JCAS-LD), which
provides the architectural framework for exposing sensing capabilities as orchestrable network
services to the NCF. The solution we developed enables localization and ranging functionalities to be
dynamically instantiated through standardized interfaces and coordinated by the NCF according to
application intents and service requirements. The validation presented in this deliverable concerns the
JCAS indoor localization service, one of the key JCAS use cases targeted by the project. Using a detailed
simulation framework based on IEEE 802.11az ranging mechanisms and realistic indoor propagation
models, localization performance was assessed under both Line-of-Sight and Non-Line-of-Sight
conditions. The obtained results demonstrate that the proposed solution can satisfy even stringent
positioning requirements, achieving localization below +25 cm and confidence levels above 90%.

The second part of the deliverable addresses the challenge of integrating heterogeneous sensing
information into the Al-native components of the NCF. To this end, a dedicated JCAS Client and Data
Preparation framework has been designed and validated. The proposed solution collects sensing data
from JCAS endpoints, transforms heterogeneous measurements into unified representations, and
prepares them for downstream tasks to be executed through machine learning (ML) models enabling
reasoning about the sensed state of the system and leveraging it for context-aware decision making and
intent actuation. The implemented ML models are designed to exploit the collected JCAS data providing
high-precision device localization and provide predictions that are used for application adaptations
(e.g., video streaming content personalization). The implemented preprocessing workflow includes
schema validation, temporal alignment, missing-value handling, feature engineering, normalization, and
trajectory smoothing. Experimental evaluation confirms substantial improvements in data quality and
consistency, including the complete elimination of missing values and invalid records in the evaluated
datasets. As a result, raw sensing measurements are transformed into structured, normalized, and ML-
ready information suitable for context-aware decision-making and intent actuation processes within
the NCF.

The final part of the deliverable introduces and evaluates a trustworthy Al framework for dependable
monitoring and prediction of resource availability including the edge and far-edge of the network. Al-
native networks require not only accurate predictions but also reliable quantification of uncertainty to
support autonomous and SLA-compliant operations. To address this requirement, the proposed
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framework combines probabilistic deep learning models, uncertainty quantification techniques, model
calibration, conformal prediction, and teletraffic engineering models. The solution enables proactive
forecasting of traffic demand and resource requirements, while explicitly accounting for confidence
levels and prediction uncertainty. Validation using real 5G traffic datasets demonstrates excellent
forecasting performance, with prediction errors consistently remaining within operationally acceptable
limits. Moreover, the integration of uncertainty-aware forecasts into resource allocation procedures
allows the NCF to improve dependability while reducing the risks associated with both under-
provisioning and over-provisioning of resources.

Overall, the work presented in D4.5 demonstrates the successful achievement of the objectives of Task
4.2 and provides a comprehensive validation of the technologies developed for dependable sensing and
actuation at the Deep Edge. Notably, the presented results show how the combination of advanced
orchestration, JCAS-enabled localization services, Al-ready data preparation mechanisms, and
trustworthy resource monitoring and forecasting can contribute to the realization of autonomous,
intent-driven, and dependable 6G systems. The achieved KPIs confirm the validity of the solutions
developed within Task 4.2 and provide a solid basis for their integration and demonstration within the
project’s forthcoming PoC. Dependability is obtained with different means. On the one hand the
orchestrated and intend-driven JCAS measurements ensure that the localization and tracking services
are available where and when they are needed with the appropriate SLA; on the other hand, the use of
Trustworthy Al in monitoring at the edge guarantees that resources essential for the services are
accessible and ready for immediate use when and where needed, as well as maintained at disposal
during the entire period of the service.

©6G-INTENSE Page | 9
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1 Introduction

The goal of this section is to provide a brief outline of the objectives of this 6G-INTENSE deliverable,
explain how they are aligned with the overall project, and describe how they have been achieved.

1.1 Mapping 6G-INTENSE Outputs

The purpose of this section is to map 6G-INTENSE Grant Agreement commitments, both within the
formal Deliverable and Task description, against the project’s respective outputs and work performed.
Table 1.1 describes how the Deliverable, and the work it represents, addresses the challenges of Task
4.2. In more synthesis, the Deliverable describes how JCAS dependably addresses the problem of indoor
localization without additional infrastructure but the communication nodes; how the information
generated by the JCAS-LD is included and homogenized within the NCF domain; and finally how the use
of Trustworthy Al can address the problem of dependably predict the resources required by

applications and service and ensure that they are available to guarantee the service SLA.

Table 1.1: Adherence to 6G-INTENSE GA Deliverable & Tasks Descriptions

6G- 6G-INTENSE GA Task Respective Justification
INTENSE Description Document
Task No. Chapter(s)
and Title
DELIVERABLE

D4.5 Final report on JCAS and Near-Field Components

for the Deep
Edge

©6G-INTENSE

function of the Native Al
toolkit. First, this task
develops the necessary
mechanisms to enable JCAS
functionalities at the deep
edge nodes, covering
mechanisms (i) to sense and
characterize the
environment in which the
users and devices are
operating, (ii) to monitor
nodes/devices, their
available resources, and the
quality of the data they
consume or generate; (iii) to
design and deploy intelligent
and sensing microservices at

TASKS

T4.2: This task addresses fully Section 2, Section 2 introduces JCAS functions and
Dependable | autonomous dependability Section 3, their orchestration within the Network-
Sensing and | in the deep edge domain via | Section 4 Computing Fabric (NCF). It evaluates the
Actuation the intent assurance performance of the STEP orchestration

algorithm that enables the deployment of
a JCAS composite application as a chain of
containerized microservices. The JCAS
applications are implemented through Wi-
Fi nodes (which represent near-field
components in this project). Then the
section validates the JCAS services
developed to provide pervasive location
awareness. The presented results have
been obtained through
simulation/emulation and have been
benchmarked against state-of-the-art
alternatives.

Section 3 presents validation results
demonstrating how the data preparation
mechanisms developed within Task 4.2
can successfully provide a unified format

(?Uf{erentf.t, p OSSIZIy devices t to provide JCAS measurements as input to
n erac ing, nodes/devices to ML models running within the NCF, which
optimally let such

microservices coexist, yield
more complex services, and
provide intent assurance,

are then used for context-aware intention
actuation.
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(iv) to define strategies to be Section 4 then evaluates the performance
adopted to efficiently of dependable mechanisms for monitoring
integrate privacy and and predicting node and resource
security mechanisms in the availability within the NCF.

JCAS. Second, the JCAS
capabilities are exposed via
Intent-based Northbound
sensing and actuation APIs
under the umbrella of the
unified Network-Compute
Fabric. Intent APIs can
abstract the intricate (and
device-specific) trade-offs
between accuracy, energy
expenditure and
performance penalties.
These APIs are then exposed
to application microservices
deployed on-device, thus
unlocking innovation
towards pervasive location
awareness and potentially
gesture recognition.
Moreover, similar [CAS
Device abstractions are
implemented to support the
sensing of the infrastructure
(e.g., active throughput and
latency measurements)
filling the dependability gap
of best- effort non-3GPP
protocols.

Results show how trustworthy Al enables
the quantification and calibration of
prediction uncertainty, increasing the
robustness of the NCF and its ability to
fulfil strict SLAs.

1.2 Deliverable Overview and Report Structure
The deliverable is structured as follows:

e Section 2 describes the implementation and validation of JCAS services obtained through Wi-Fi
based devices, their orchestration, and integration within the NCF;

¢ Section 3 validates mechanisms for data preparation and integration, enabling multi-modal data
to be formatted uniformly and used as input to ML models for context-aware intent actuation;

e Section 4 evaluates the performance of trustworthy Al mechanisms for automated dependable
monitoring and prediction of resource availability, with a focus on mitigating uncertainty in
forecasting.

e Finally, Section 5 draws some conclusions and summarizes the achieved KPIs, confirming the
validity of the solutions developed within Task 4.2.
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2 Performance Evaluation of JCAS Composite Services
Orchestration at the Edge

This section presents the performance evaluation of the mechanisms that we developed within T4.2 to
enable JCAS applications. In accordance with the project’s scope, here near-field communication and
sensing is realized through Wi-Fi user devices communicating with Wi-Fi access points, as these are the
only available off-the-shelf components allowing for JCAS.

through near-field components (namely, Wi-Fi-based nodes) at the edge and deep edge of the network.
The description of the developed solutions from a theoretical and architectural point of view can be
found in Deliverable D4.2 [1] Notably, D4.2 fully describes the STEP algorithm and also specifies the
information flow that allows the Native Al Toolkit in the NCF to collect information on the system
resources and to issue commands for service deployment and management (further details can be found
in D2.5 [2] The JCAS-based services are implemented in the JCAS Local Domain (JCAS-LD), which hosts
both virtualized Micro Services (MSs) and the necessary hardware support for communications and
sensing. From the STEP orchestration perspective, JCAS-LD is a fully controllable domain where
resources can be allocated, instantiated, modified, and de-allocated as needed through the LMO. The
latter exposes an NBI toward the STEP Manager (STEP-M) to support such actions.

In more detail, this section (i) shows the effectiveness of the STEP solution in deploying multi-MS
applications that can satisfy the desired quality requirements, while ensuring an efficient use of
resources, (ii) validates the aforementioned information flow involving the STEP-M entity within the
NCF Resource Management block, and (iii) demonstrates the performance of JCAS-based applications
taking as a reference the relevant case of device localization and tracking. We underline that device
localization and tracking are essential for the realization of high-quality interactions between virtual
human representations in the metaverse and, as mentioned above, we use Wi-Fi for short-range
communication and sensing. It is worth mentioning that ITU considers Wi-Fi systems as possible
components of 6G networks (referred as RLAN in [3] .

Finally, we mention that, while in this deliverable we validate and present the performance results
obtained via emulation of the STEP-M and via simulation of the JCAS-based services in isolation, the two
components will be connected and jointly validated in PoC 2.1 with real measures and Kubernetes
virtualization of all components and MSs.

2.1 STEP: Composite Application Deployment and Management

We first briefly recall the STEP (State and Topology-aware Edge-MS Placement) algorithmic solution,
which we developed to deploy composite applications at the edge of the network that can fulfill specific
requirements while providing an efficient usage of computing and network resources. Then we present
emulation results obtained through an implementation of STEP within a Kubernetes-based testbed and
compare its performance to relevant state-of-the-art alternatives.

2.1.1 Overview of STEP

Given applications (Apps) at the edge of the network composed of multiple containerized MSs, STEP
aims at: (i) strategically placing MSs to minimize response latency and resource consumption, (ii)
managing MS migration or relocation during user mobility or changes in the App demand or in the
resource availability while limiting App service disruption (e.g., App downtime, quality degradation),
and (iii) enabling MS sharing across Apps while ensuring performance guarantees. Unlike existing
approaches, STEP jointly considers stateful and stateless MSs, exploits MS shareability to reduce
resource usage, balances response latency, App downtime, and resource utilization, and, very
importantly, leverages multiple versions of the same MS to adapt quality of service to the availability of
edge resources. To achieve the above goals, STEP acts as follows:

1. It first constructs a Dynamic Network Topology Graph (DNTG) that represents the key
system components and their interactions. This graph captures possible deployment choices for
MSs of the Apps requested by users. Additionally, it identifies dynamic conditions at the edge,
such as App deployment requests, user migrations, and App terminations.
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2. Upon any of the above events, the orchestrator builds a Decision Graph that encodes feasible
deployment and resource allocation choices to meet App requirements while minimizing
deployment costs.

3. The above graph is expanded to an Expanded Decision Graph to enforce additive constraints
and ensure decision feasibility. Finally, deployment decisions are derived by identifying the
minimume-cost path in the expanded decision graph.

2.1.2 Experimental Testbed and Benchmarks

The STEP algorithm is implemented within the STEP-M in the NCF Resource Manager (see Section 5.3
of D2.5 [2] and Fig. 11 therein) and runs whenever a request for a new App instance is received,
modified, or terminated, or a user handover occurs. We recall that Apps are defined and requested by
verticals, while specific App instance deployments are requested by user devices. Below, we describe
the emulation framework we developed and the benchmarks we consider in our performance
evaluation.

2.1.2.1 Testbed

We consider Edge Servers interconnected with each other physically or logically (i.e., through virtual
links each composed of multiple physical links) and managed by the orchestrator. Edge servers can host
applications (Apps), each composed of (possibly) multiple containerized MSs, offered to mobile users.
Each server may be connected with one or more BSs, which enable the mobile users to access the Apps
deployed at the edge. Each mobile user can issue requests for one or multiple Apps. During runtime,
mobile users may move and change the BS with which they connect. We have used the open radio cell
information available in OpenCelliD (https://www.opencellid.org) to model the BS deployment on the
considered geographical area (namely, an area in the city of Turin, Italy). We then clustered the radio
cells into 4 clusters using the K-means algorithm and deployed one edge server at the geographical
center of each cluster. Finally, we design a realistic edge server topology. The resulting BS and edge
server deployments are depicted in Figure 2.1. To limit the number of physical links, we consider 1Gbps
optical links only between edge servers that are within a 3 km distance. Also, to ensure enough
bandwidth for multi-hop communication between edge servers through logical links, we slice the
bandwidth of inter-server physical links so that 60% is used for direct communication and the rest for
multi-hop communication. The radio cells within a cluster are viewed as a virtual BS that is co-located
with the edge server, and the communication bandwidth between the mobile user and the BS is
estimated based on the 3GPP TS 38.306 standard [4] with the channel quality indicator (CQI) being
negatively correlated with the user-BS distance.

Figure 2.1: Open radio BS locations (left) and edge server topology (right) in the city of Turin, Italy
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Figure 2.2: Edge system emulation testbed

We have implemented the emulation testbed of this edge computing system based on Kubernetes
(https://kubernetes.io), as illustrated in Figure 2.2. Specifically, we use Kind (https://kind.sigs.k8s.io)
to create an edge cluster of 8 edge nodes on a host server, with each node featuring 2 CPU cores at 2.8
GHz and 4 GB of memory. The communication bandwidth between edge nodes is set through the tc Linux
tool (https://man7.org/linux/man-pages/man8/tc.8.html). We leverage the host server as the edge
orchestrator node, and deploy four main components of our testbed: (i) User simulator, which simulates
the movement of the mobile users and estimates the communication bandwidth to the connected BS;
(ii) STEP-M, which runs the real-time STEP algorithm and updates the MS deployments via native
Kubernetes API; (iii) System performance monitor, which monitors the resource consumption on each
edge node using Prometheus (https://prometheus.io) and visualizes the measurements via Grafana
(https://grafana.com); and (iv) Mongo DB, which is a database that stores the user measurements and
logs for analysis. On each edge node, we deploy a request generator, which produces application
requests on behalf of users connected to the corresponding BS, informed by the User Simulator. The
measurements of each request, including application quality and response latency, are persisted in
MongoDB. Finally, we leverage the customized HydraGen tool [5] to generate emulated applications
with MS quality selectors.

2.1.2.2 Baselines and SotA Alternatives

We compare STEP against the Optimum computed via the Gurobi solver in a small-scale scenario, where
the optimal solution can be obtained despite the problem complexity. We then evaluate STEP’s
performance in all scenarios against the following baselines:

o App-level closest deployment (ALC). It deploys MSs belonging to the same App on the same
edge server, selecting the closest server to the mobile user that requests the App;

e MsS-level closest deployment (MLC). It deploys each MS of an App on the edge server that is
closest to the requesting mobile user among those with room to host the MS. Notice that, for low
computing load, the resulting deployment coincides with that yielded by the App-level closest
strategy;

e MsS-level closest-least-loaded deployment (MCLL). It deploys each MS of an App on the least
loaded server; in the case of ties, it selects the one closest to the mobile user.

and the following state-of-the-art alternatives:

e SR-CL [6] A reinforcement learning-based approach that selects migration actions to
minimize a reward function defined as the negative sum of migration delay, communication
delay, and processing delay, and follows a convex optimization step for CPU allocation after
placement decisions. Similar to E2MS, it does not support MS sharing across Apps or users
and considers a single fixed quality version for each MS. Since SR-CL treats Apps as
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monolithic, i.e., as composed of one-MS services only, we consider it only in the large-scale
single-MS App deployment scenario and exclude it from the multi-MS scenarios;

e E2MS [7] Minimizes a cost function consisting of service disruption cost during migration,
communication cost, and image pull cost. It assumes non-shareable MSs, operates with a
single fixed quality version for each MS, and does not support dynamic reuse or quality
adaptation. Since E2ZMS can produce multiple solutions with identical optimal cost but
different CPU allocations, we added upper bounds on CPU allocations. This prevents
computationally expensive searches for minimal CPU usage and ensures a fair comparison
with other methods.

2.1.3 Results in a small-scale scenario

We first focus on a scenario with four MSs: two stateless MSs, one stateful shareable MS, and one stateful
non-shareable MS. These MSs are used to create four Apps, each composed of two MSs: Appl
(MS1-MS2), App2 (MS1-MS3), App3 (MS2—-MS3), and App4 (MS2—-MS4). The system infrastructure
includes four servers that can host the Apps MSs, serving four users; App requests follow a Poisson
process. For simplicity, we set Qn={1} for each MS n (i.e., each MS can only have a single version), though
multiple instances of the same MS can be deployed. We set the target response latency of each App to 1
s, and the maximum tolerable App downtime to 1 s. Other parameters, such as CPU cycle and memory
requirements, and the migration downtime of the MSs are configured based on experimental values
from our testbed. Notice that, since here we consider the server load to be low, both ALC and MLC result
in the same deployment topology. Thus, we show only the ALC and MCLL baselines in the comparison.
Also, in these baseline solutions, CPU and RB allocations are selected from a few predefined possible
levels, while ensuring that the response latency of the deployed Apps does not exceed their required
maximum value.

During each event in the system, we measured various performance metrics and annotated the
percentage improvement or degradation relative to the Optimal solution. Figure 2.3 (left) shows the
normalized CPU cost incurred while deploying the MSs of the requested Apps for the different
approaches. Remarkably, STEP exhibits only a 6.9% increase in CPU cost compared to the Optimal,
demonstrating efficient resource allocation. All other approaches have higher CPU costs than STEP and
Optimal, since they do not optimize CPU allocations. Figure 2.3 (middle) presents the normalized
memory costs for deploying the MSs of the requested Apps. Since ALC, MCLL, and E2ZMS do not support
sharing of MSs across different users or the Apps requested by the same user, they deploy a higher
number of MSs, leading to a higher memory cost than Optimal and STEP. Importantly, the memory cost
of STEP closely matches that of Optimal. Finally, as illustrated in Figure 2.3 (right), ALC and MCLL, and
E2MS achieve lower response latency, but this comes at the cost of higher CPU consumption without
providing a real advantage, as all schemes can meet the Apps latency requirement of 1s.
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Figure 2.3: Small-scale scenario: Performance of optimal vs. STEP and benchmark solutions. CPU cost (left),
memory cost (middle), response latency (right)

2.1.4 Results in a large-scale scenario

We now focus on a large-scale scenario with ten MSs: four stateless MSs (MS1, MS5, MS6, MS7), three
stateful shareable MSs (MS2, MS3, MS4), and three stateful non-shareable MSs (MS8, MS9, MS10).
Further, each MS has two quality levels (lower and higher, marked with level index 1 and 2). These MSs
are used to create 6 Apps, denoted as App1-App6. Using our testbed, we also emulate up to 25 users
(UAVs) moving along pre-defined paths in the edge system coverage area and requesting Apps at a rate
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of 1 request/s. A user always connects with the BS (and the edge server co-located with it) that offers
the best connectivity quality. During an experiment, lasting 1,500s, the rate of events that may cause
changes in the MSs deployment is set to 3 events/min. For all Apps, we set the target response latency
to 1s and the maximum tolerable downtime to 2 s. Other parameters such as CPU cycle and memory
requirements, as well as downtime of the MSs are configured based on the values measured in our
testbed. We first evaluate the orchestration performance when each App is composed of only one MS:
App1l (MS1), App2 (MS2), App3 (MS3), App4 (MS4), App5 (MS5), and App6 (MS6), and only the low
quality level MS (quality index 1) can be used.

In the test, we vary the number of users in the edge from 10 to 25 when STEP and the considered
alternatives are adopted, and demonstrate the average App response latency of each user in Figure
2.4(left). The average CPU, memory, and radio resource (Resource Blocks) usage at each edge server are
instead illustrated in Figure 2.4(mid-left), Figure 2.4(mid-right), and Figure 2.4(right), respectively.
From Figure 2.4(left), we observe that in such a simple scenario, all orchestration algorithms achieve a
similar (low) value of latency (about 500 ms), well below the 1 s target maximum, thereby ensuring
nearly 100% request success rate. Notably, ALC, MCLL, and SR-CL reduce latency by about 30ms
compared to STEP, but at the cost of 2.5% higher CPU usage and 15% higher RB usage (see Figure
2.4(mid-right) and (right)). This highlights STEP’s advantage in balancing user experience with edge
resource consumption. In addition, compared to E2MS, STEP achieves on average 25 ms lower
application latency and 0.5% lower CPU usage, while consuming the same amount of RBs,
demonstrating the superiority of STEP in MS placement. Finally, as shown in Figure 2.4(mid-right), STEP
reduces edge memory usage by up to 1% compared to the other schemes when the number of users at
the edge is high, reflecting the benefits of its MS sharing capability.
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Figure 2.4: Large-scale scenario with single-MS Apps: App response latency (left) of each user, and CPU usage
(mid-left), Memory occupation (mid-right), and radio resource usage (right) of each edge server when the MS
deployment is instructed by STEP or its alternatives. Each marker represents the averaged measurement for each

user/edge server during emulation
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Figure 2.5: Large-scale scenario with multiple-MS Apps: App response latency (left) of each user, and CPU usage
(mid-left), Memory occupation (mid-right), and radio resource usage (right) of each edge server when the MS
deployment is instructed by STEP and its alternatives. Each marker represents the averaged measurement of each
user/edge server during emulation

Then, we evaluate the orchestration performance of STEP when the composition of the Apps is complex:
Appl (MS1-MS2-MS7), App2 (MS1-MS3-MS8), App3 (MS4-MS6—-MS7), App4 (MS5-MS6), App5
(MS7-MS8), and App6 (MS9—-MS10), and each MS has two quality level options (indexed with 1 and
2). We remark that, since SR-CL can only orchestrate monolithic services composed of one MS only, it is
excluded from this test. Similar to the previous tests, we vary the number of users served by the edge
Apps from 10 to 25, and demonstrate the average App response latency of each user in Figure 2.5(left),
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and the average CPU, Memory, and RB usage of each edge server in Figure 2.5(mid-left), Figure 2.5(mid-
right) and Figure 2.5(right), respectively. To further clarify the performance difference of the considered
schemes, we present the key performance indexes including average App quality and the fairness
request success rate, and latency and App quality fairness (based on Jain’s fairness index) in Table 2.1.

From Figure 2.5 (left), we observe that EZMS yields the lowest App response latency at around 450 ms,
but at the expense of the highest CPU usage (Figure 2.5 (mid-left)). STEP, ALC, and MCLL all achieve
around 700 ms latency, yet their trade-offs differ. On the one hand, STEP consumes about 10% more
CPU and 1.7% more memory than ALC and MCLL (Figure 2.5 (mid-left) and Figure 2.5 (mid-right)),
mainly because it prioritizes higher MS quality levels (as confirmed in Table 2.1). On the other hand,
STEP requires about 15% fewer RBs than ALC and MCLL (Figure 2.5 (right)).

Overall, Table IV highlights that STEP consistently achieves the lowest deployment cost and highest App
quality across all cases and exhibits the slowest cost increase as the number of users grows. Although
STEP incurs a higher orchestration decision latency (on the order of tens of milliseconds), it achieves
the lowest migration operation latency, resulting in an overall reduction of total orchestration time
(decision + operation) by up to 20% compared to the other orchestration algorithms. Moreover, STEP
yields the smallest App downtime and the minimum number of migrated microservices per event,
demonstrating its effectiveness in limiting service disruption and improving system stability. While
E2MS excels in request success rate due to aggressive resource consumption, STEP achieves the second-
best success rate (never falling below 90%), together with higher App quality. This comes at the cost of
slightly lower latency compared to the baselines, but still below the maximum tolerable value, and
quality fairness that, however, results from the higher-quality MSs it yields.

In summary, STEP demonstrates robust orchestration efficiency across a variety of scenarios. In the case
of simpler App compositions, it effectively balances latency with CPU, radio resources, and memory
usage, outperforming baselines in overall resource efficiency. In the case of more complex Apps, STEP
achieves the lowest deployment cost and consistently delivers high App quality with acceptable fairness,
while maintaining competitive latency and success rates. These results confirm STEP’s ability to yield
an excellent balance between user experience and system resource utilization, validating its suitability
for large-scale multi-user edge environments.

Table 2.1: Large-scale scenario: performance metrics for 25 users served by the system

Metric STEP ALC MCLL E2MS
Avg. quality level 1.86 £ 0.19 1 1 1
Avg. decision latency [ms] | 43.4 £ 8.5 0.6 0.2 0.8+ 0.5 23.2+30.5
Avg. operation latency [s] | 0.34 £ 0.41 0.49 +0.50 0.57 £ 0.29 0.52 +0.32
Request success rate 95.32% 85.23% 85.22% 97.78%
Latency fairness 0.94 0.95 0.97 0.93

2.2 JCAS Local Domain

Among the MSs to be orchestrated, the JCAS MSs pose particular and interesting constraints as they
necessarily require PHY-layer interaction to extract measures from the communication signals. To
support the orchestration of JCAS-based composite applications, Edge Servers must support several
Point of Access (PoA ), in general more than one for each Edge Server, to provide sensing microservices
bound to the same signals used for communications. To avoid confusion, we shall call JCAS Local Domain
an element of the architecture that provides a containerized LMO that coordinates MSs based on one
physical function and possibly also simple, stateless, aggregated services. The solution proposed focuses
on active sensing that is based on the cooperation of far-edge or user equipment (UE) with one or more
PoA, and thus can only perform measures related to UEs. Passive sensing, which does not require
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cooperation and is devoted to ambient sensing in general, will only be considered as a possible future
extension, but not in this Deliverable.

2.2.1 Overview of the JCAS services

The JCAS-LD is integrated with the NCF and the overall architecture is described in Figure 2.6. Each JCAS-
LD is locally orchestrated by an LMO and exposes interfaces toward the NCF, both in the Control and
Data Planes. The NCF can instantiate MSs based on the STEP optimization through the STEP
Orchestrator (STEP-M). The LMO can further refine activation and placement of the containers, and it
configures specific controls and parameters of the PHY functions of PoAs based on the NCF requests
(e.g., adaptation to the specific PoA hardware, measurement parameters and configurations, results
conversion from time to distance). It is up to the NCF to instantiate, through the northbound JCAS-LD
interface, MSs for stateless service. For example, the NCF can ask to localize a UE with specified precision
corresponding to a given SLA derived from the user intent. This request to the JCAS-LD LMO may require
the activation of multiple ranging MSs, one for each PoA, necessary to achieve the desired localization
precision. JCAS-LD will not implement any service that requires a state (memory), e.g., tracking, nor will
JCAS-LD have any direct communication with one another, i.e., MS instances in different JCAS-LD are
coordinated by the NCF, and it is up to the NCF and STEP algorithm to make the decision to share JCAS-
LD MSs among multiple Apps of the same user. JCAS-LD will however maintain a ranging MS active for
the entire duration of the service, repeating the measure with the frequency required by the NCF and
transmitting the measure result to the NCF as soon as it is available in the format requested.

Further details of the JCAS-LD architecture reported in Figure 2.6 highlight the presence of multiple
instances of JCAS-LD, each managing multiple PoAs and providing resources to the NCF orchestrator.
The main orchestrator algorithm, named STEP, is executed within the NCF inside a dedicated container,
STEP-M. As discussed in Section 2.1.1, STEP processes the requests that derive from the intent
translation coming from Apps and maps them onto a set of MSs to be deployed at the edge to implement
the requested service. The algorithm selects the most appropriate JCAS-LD instance for each identified
MS and instructs the corresponding LMO, responsible for the orchestration within that specific JCAS-LD,
to deploy the related container if needed or to appropriately activate its functions.
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Figure 2.6: JCAS functionalities are provided by multiple instances of JCAS-LD; each JCAS-LD exposes appropriate
northbound interfaces to the NCF and controls, through containerized MSs, a variable number of PoAs providing
the physical resources for the measurements.

A JCAS-LD resides on an edge server co-located with a set of PoAs. For JCAS functionalities, any PoA is
associated with a single JCAS-LD. Therefore, measurement primitives targeting a PoA can only be
triggered by the MS associated with and controlling the PoA and deployed within its Local Domain.

Deployment, activation, and control of MSs are managed via the Sensing APIs (see Section 2.1.1) exposed
by each JCAS-LD. Requests are collected by the LMO, which handles the local orchestration. This includes
activating and terminating containers, managing dedicated computational resources, and coordinating
the execution, aggregation, and interaction of MSs according to the state of each request. Responses are
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composed by the Data Collector (DC), which, instructed by the LMO, collects sensing data from the MS
and exposes it on the APIs for NCF consumption.

For each sensing request, at least one MS interacts directly with a PoA to initiate the physical
measurement process. After the sensing operation is completed, data can be further processed by other
MSs linked to the specific sensing function. For example, multiple ranging measurements can be
combined to estimate a user's position through multilateration algorithms if STEP-M instructs the JCAS-
LD to do so. Once the results are available, they are delivered to the DC, which is a dedicated
containerized component responsible for gathering the data of each STEP-M request and exposing it for
consumption by the appropriate NCF service in the Data Plane. By introducing the Data Collector, the
architecture remains clean and efficient, offering a unified and streamlined interface for each JCAS-LD.
This design choice also alleviates the LMO from acting as a data relay, limiting its role solely to container
orchestration and coordination and neatly separating the Control Plane from the Data Plane. Further
details on the Data Plane, the JCAS Client, and localization data-passing are discussed in Section 3.

2.2.2 Validation and Performance Analysis

The validation of the JCAS services is performed via a mixed simulation/emulation procedure, preparing
the framework that will enable the implementation of Experiment 2.1 of PoC 2. The emulation part runs
on a virtualized Kubernetes testbed. The LMO instantiates the localization requests received from STEP-
M through the northbound interface on the correct MSs controlling the selected PoAs. Each MS accesses
a simulated measurement database, building the localization data in JSON format and presenting it on
the northbound Data Plane interface towards the JSON Client (see Section 3).

For the validation and performance analysis, we consider two different scenarios, reported in Figure 2.7
and Figure 2.8, respectively. The first scenario is a large space, modeled as a gym, with 6 PoAs located at
the four corners of the space and in the middle of the two long walls, thus with good LoS between all
PoAs and the UE. The PoAs are all placed at a height of 7 m, 1 m below the ceiling; walls and ceiling, not
shown in the picture, are modeled as standard concrete walls without further details. The second
scenario is instead an office floor with a corridor and five offices on one side. In this second scenario,
there is a single PoA in each office plus 3 PoAs along the corridor. For the sake of simplicity, all the offices
are identical, with dimensions (L:3 x W:5 x H:3) m. The corridor is thus 15.9 m long (walls between
offices are 15 cm thick) and 2 m wide; H is 3 m, as in the offices. All PoAs are placed at Hp=2.6 m, those
in the corridor on the wall opposite the offices and in the offices on the wall opposite the corridor, facing
the door of the office.

7m

Figure 2.7: Plan of the gym used for the 802.11az simulations to evaluate JCAS localization performance with LoS
conditions.
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Figure 2.8: Plan of the office floor used for the 802.11az simulations to evaluate JCAS localization performance with
NLoS conditions.

2.2.3 Simulation Framework

The PoC will be based on 802.11az [8] which is the only technology easily available and accessible today
to perform JCAS-based localization. For this reason, we do the simulations exploiting MATLAB models
of indoor IEEE 802.11 propagation environments properly coupled with the IEEE802.11.az
Request/Response mechanism to estimate ToF and thus perform ranging and positioning.

The channel modeling is based on ray tracing, where each possible path (based on the geometry of the
ambient) is modeled as a tapped delay line. Each tap, i.e., each path, is subject to a Rayleigh complex
attenuation except for the LoS path, which is subject to Rice attenuation as standard in channel
modeling. The model has 18 taps modeling different reflected paths, though many of them may have
negligible amplitudes, thus not contributing to the final received signal. A base attenuation component
based on Frijs equation with exponent 2 is added depending on the actual distance between transmitter
and receiver, obviously known by the simulator. Walls are modeled as attenuators, and the MATLAB
model assumes the presence of a direct Rician path also when walls are present. Only when the distance
between the transmitter and the receiver is larger than a given threshold that depends on the specific
channel model selected, the model becomes pure NLoS, the LoS path disappears, and the Frijs
attenuation exponent becomes 3.5. In our scenarios, but in general in indoor environments, localization
is never performed using PoAs so far from the device; thus this second model is not considered. The Wi-
Fi channel bandwidth used is 80 MHz; Noise and Interference are modeled as thermal noise at -90 dBm,
thus assuming an interference component roughly 4 times more powerful than the noise floor that at
typical indoor temperatures is around -95 dBm over 80 MHz.

Since the TX and RX chains inside each device (both UE and PoA) are different, the UL and DL channels
are not reciprocal. This is simulated by generating two independent channel instances: one for UL
(UE—PoA) and one for DL (PoA—UE), each with a different random realization of the multipath complex
gains. This is a standard procedure used in simulation even if in reality the actual channel representation
matrix will be the composition of a symmetric part (the true propagation channel) and a local (at the
receiver) interference and cross-antenna coupling due to inevitable impairments of the hardware
implementation, where it is impossible to completely isolate the receiver chains and the actual coupling
depends on subtle imperfections in the silicon masks, the chip soldering and so forth. In the following,
we use the terms UE and STA as well as PoA and AP interchangeably.

The ranging function is performed using the MUSIC algorithm available in MATLAB toolchains and
considered the state of the art in reducing the distance ambiguity arising from sub-symbol overlapping
of the multipath propagation model. MUSIC (MUItiple Slgnal Classification) is actually a family of
transformation-based algorithms. Additional information on MUSIC-based 802.11ax ranging can be
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found in [10] and [11] while the differences between 802.11mc and 802.11az, with the discussion on
the advantages of the latter, are discussed in [12] For the multilateration, we use the Gauss-Newton
algorithm to iteratively solve the residual error minimization problem.

-~

P = argmin, > (Ip = il = 1)
i

where a; is the position of the i-th AP and r;is the bias-corrected mean distance estimate for that AP. The
initial position po is taken by MATLAB at the center of the scenario for simplicity, but it can be taken in
a position corresponding to an initial guess based on all distances r; to improve convergence speed.

The raw measure is the ToF of the request (from the UE to the PoS) / response (from the PoA to the UE).
The measure is repeated N times to reduce noise and errors; N is generally in the range 4 to 16: 4 to
allow a minimum precision in confidence level, 16 to limit the amount of resources used for positioning.
The conversion from time to distance is based on the speed of light C, so it does not entail further
uncertainty or noise. Given the SLA-dependent Confidence Interval CI in meters, the Confidence Level
CL is computed with the standard method based on the t-Student distribution with N-1 degrees of
freedom. This is correct because the residual error between the measure of one request/response and
the average estimate of the distance r; is by construction, an i.i.d. random variable. Unfortunately, for
technical reasons we cannot discuss here, the MUSIC algorithms introduce positive bias in the measure.
This does not affect the computation of the CL, which is by construction around the estimate itself, but
requires a calibration of the measure itself to remove the bias.

Starting from the CI along the UE-PoA direction, computed from each PoA, with a simple transformation
of coordinates, we can derive a volume V; around the position estimate P , which is the uncertainty of
the position estimate itself. Viis by construction, a parallelepiped, and the true position is within V; with
a probability smaller than CL. In fact, CL represents the probability that each measurement lies within a
confidence interval Cl, and each ranging measure is independent from the others, so that the volumetric
CL is, as a first approximation, the product of the CL along each dimension.

Grid 20/55 | true (11.6, 14.0, 1.0) | est (11,6, 14.0,1.0) | err0.04 m
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Figure 2.9: Example of the methodology: a true position is set (green dot, not visible because it is hidden by the
correct estimate) and an estimated position is computed as described in Section 2.2.3. The error is computed
starting from the distance errors from the APs used for the multilateration.
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Figure 2.10: Example of confidence level parallelepiped with Cl = 50cm around a smartphone in R1 of the scenario
in Figure 2.8. For High SLA this is granted with a CL=90%.

Figure 2.9 exemplifies the methodology used to estimate errors and precision. The localization
procedure, as described in Section 2.2.3, is the same as we implement and will be used in the PoC. The
simulations allow us to compute the errors and precision as the ground truth is known, while in the PoC,
with a moving person, the ground truth cannot be easily computed, so that the estimation of the
uncertainty of the measure is fundamental for the positioning service. Estimation of the MUSIC bias in
non-simulated scenarios may end up in larger errors than estimated here with simulations, but as
discussed in Sections 2.2.4 and 2.2.5, errors are very small, so that some additional noise due to bias
estimation does not hamper the intended SLA levels.

Figure 2.10 shows a typical uncertainty parallelepiped around a localized UE, a smartphone in this case.
The case is relative to a High SLA, with positioning precision of 0.5 m (£25 cm in each direction of
measurement). The position of the APs can alter the form of the parallelepiped, which can be a perfect
cube only when exactly 3 ranging APs lie exactly on the axis of the room coordinates translated in the
UE position, which is (almost) never the case; the parallelepiped departs more and more from a cube as
the directions of measurements departs from the Euclidean axes. Localization based on more than 3
ranging measurements may increase the confidence level of the localization, but exact computation
becomes complex due to correlation and it is outside the scope of this deliverable.
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2.2.4 Results in the gym scenario
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Figure 2.11: Unbiased distance errors measured in the gym scenario as a function of the distance between the UE
and the PoA.

2.2.5 Results in the office floor

Figure 2.11 presents the distance errors in the gym scenario as a function of the distance from the APs
(these results are independent from the APs themselves). The data is collected using request / response
bursts with length N=14. For each distance there are 50 independent realizations, boxplots report the
median, 25-th and 75-th percentiles with whiskers at 1.5 times the interquantile distance; isolated dots
are the remaining of the measures. Red dots are the unbiased average minus the true distance, thus they
are correctly very close to 0. The error spread is roughly independent from the distance, as expected
because all positions are in LoS conditions within a gym. The measured points meet the High SLA as at
most 1 or 2 measurement points out of 50 are not within 25 cm of the true position.

Figure 2.12 reports the distance errors in the office floor scenario with the same measurement method
and representation of Figure 2.11 for the gym scenario. Results are stochastically equivalent, even if in
the gym scenario some outliers display higher errors. It must be said that Matlab models walls as pure
attenuators, thus these results are possibly optimistic, but only measures in real experiments can give
more accurate results.
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Figure 2.12: Unbiased distance errors measured in the office floor scenario as a function of the distance between
the UE and the PoA.

2.2.6 Extension to 5G/6G technologies

Results presented in this Deliverable are based on the IEEE 802.11 technology, however they are
perfectly valid also for cellular technologies, in particular for LTE, 5G New Radio and mmWave
extensions. First of all let's remark that from an orchestration point of view there are not major
differences in managing MS based on 802.11 or on cellular technologies. Furthermore, the
computational complexity of JCAS-based services is very similar, of not the same. Taking again
localization as reference, both multilateration and multipath resolution with MUSIC or any similar
algorithm does not change changing the technology, also in light of the fact that both are based on OFDM
signals.

JCAS services are based on the analysis of CSI in both 802.11 and cellular technologies, what changes
between the two is the position of the support signals, which are the same used for equalization, in the
transmission frame, and this is due mainly (if not exclusively) to the different MAC adopted: Packet-
based for 802.11 and circuit-based for cellular technologies.

As shown in Figure 2.13, the CSIin IEEE 802.11 is derived from preambles at the beginning of the frame,
namely the fields highlighted in blue in the figure. In cellular technologies, including mmWave the MAC
is instead based on the scheduling and allocation of Resource Blocks (RBs) and each RB contains specific
Resource Elements (REs) called pilots that serve for the equalization at the receiver, but can as well
serve for JCAS services just as the preambles of I[EEE 802.11, since both of them are in the end nothing
else than OFDM symbols whose bits are known a-priori, so that they can be used at the receiver to
extract information embedded in the signals by the propagation environment.

Indeed, the more frequent repetition of pilots in cellular channel structures should allow improved
performance for ambient sensing and measures, even if some details of the measurement processes may
change. Taking once more ranging and localization as an example, while "basic" 802.11 does not
evaluate the distance of UEs from APs in any way, it is well known that LTE and all cellular transmission
systems allow the PoA (NB, eNB, gNB) to have a coarse measure of the ToF from the UE to the PoA and
command a timing advance to synchronize reception of signals from different UEs at the PoA. Actually,
this measure is not so coarse being at the us level, however, for precise localization as we obtain in
Experiment 2.1 of the PoC and we have reported here for detailed physical simulation, a ToF resolution
of about 1 ns is required. This improvement can be achieved with the same methodologies standardized
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in IEEE 802.11az, which are also reported in Rel 18 of 3GPP [13] Scientific evidence is also reported in
[14] where the role of cyclic prefixes is detailed

legacy preambla g HT preamble
Bus Bus dus dps Aps qps Aps Aus dus 4ps
l HT- HT- HT- HT-
L-STF L-LTF L-SIG SIG1 SI1G2 HT-STF LTE1 e LTEn Data e Data
HT FFPDU
nan HE-portion - HE-portion
pra HE-maodulated fislds . HE-modulated fialds
Bus Bus dus Aus Bus dus dus 4us dus
L-STF L-LTF ‘ L-SIG l RL-SIG { HE-SIG-A I HE-SFT l HE-LFT ‘ HE-LFT ‘ HE-LFT ‘ DATA | DATA ‘
HE PPDU

Figure 2.13: Structure of the Physical Protocol Data Unit (PPDU) for 802.11ac and 802.11ax frames, the symbols
used for channel estimation and ranging are those shaded in blue.

Finally, we mention that the larger antenna arrays foreseen in 6G systems will allow for fairly precise
Angle of Arrival estimation at PoAs, and this can in turn help improve ToF estimation and
multilateration.

2.3 Summary of Results and KPIs

In a small-scale scenario STEP achieves near-optimal performance with only 7% higher CPU cost than
the optimal solution. Large-scale real-time experiments on a Kubernetes cluster demonstrate that STEP
consistently outperforms competing methods, achieving up to 50% lower deployment costs while
delivering 50% gain in app quality and saving 15% in radio resources with over 90% request success
rates.

STEP can also instantiate ranging and localization MSs through the LMO of the JCAS local domain, which
has been tested in a realistic physical layer simulation to generate different outputs (three different
types of JSON schema are foreseen) that have been tested by ICOM at the functional and syntactic level
as reported in Section 3.

From the localization point of view the simulations indicate that even the High SLA, with only +25 cm
uncertainty with a confidence level better than 90-% is achievable in different scenarios, like a large
open space (a gym) or an office floor. Thus, the KPI of a flexible, intent driven localization service can
be achieved, supporting also energy and bandwidth reduction when the intent translation indicates to
STEP that lower SLA are requested by the service.
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3 Validation Study of Interoperability with JCAS and Data
Preparation Services for Network adaptations

This section presents the implementation and validation of the mechanisms implemented to enable the
NCF to integrate the sensing data generated by the JCAS-LD functionalities. Such mechanisms provide a
unified representation of multi-modal data that can then be given as input to ML models for context-
aware decision-making and intent actuation. Data generated by JCAS functionalities at the deep edge is
crucial for covering the dependability gap of current best-effort non-3GPP protocols, improving
reliability and QoS through real-time adaptations according to the sensed environment, and performing
targeted intent actuations. To this end, and due to the heterogeneity of the JCAS data (e.g., ranging, raw,
position-local), those measurements need to be gathered and processed at the Network Compute Fabric
level, in order to be converted into a homogeneous format, usable by the decision-making entities.

3.1 Overview of the Proposed Solution

The proposed solution focuses on enabling interoperability between JCAS-based sensing systems and
the data-driven components of the 6G-INTENSE architecture through the implementation of a JCAS
Client, which is responsible for retrieving sensing data from external JCAS endpoints via RESTful
interfaces, transforming and preprocessing the data into a unified and structured format, and
forwarding it to downstream ML components. The solution supports multiple types of JCAS
measurements, as defined by the provided JSON schema. The overall design enables the integration of
heterogeneous sensing data into the NCF, facilitating advanced analytics and Al-driven decision-making,
without imposing constraints on the underlying sensing technologies.

3.2 Benchmarks and Experiments Description

The implementation of the proposed solution is developed under the scope of ETSI Software
Development Group OpenOP! (SDG OOP), which delivers an Open-Source Operator Platform enabling
operator network and testbed federation, along with standardized capability exposure APIs. SDG
OpenOP will leverage existing GSMA requirements and APIs for federation, will expose CAMARA service
APIs, and enable integration with a broad range of southbound platforms such as Kubernetes, 3GPP NEF,
ETSI MEC and NFV Orchestration. OpenOP will serve as a neutral, non-commercial, standardized
environment where research organizations, SMEs, and telecom players can jointly experiment, co-
develop, and test new capabilities in an agile and collaborative manner.

OpenOP is an open-source implementation of an Operator Platform (OP) that enables application
providers, developers and researchers to consume telecom network and edge cloud capabilities through
standardised APIs, without requiring knowledge of the underlying operator infrastructure. It further
supports inter-operator federation, allowing application providers to access capabilities and resources
across multiple Operator Platform instances via an East/Westbound Interface (E/WBI).

In the context of 6G-INTENSE, OOP will be exploited to serve as the basis for NCF. The core functionalities of
OOP will be extended with appropriate modules to support resource intents’ translation into network
configurations, such as a transformation function for Kubernetes resource intents and a translation function
for JCAS resource intents. Also, additional modules for the communication of NCF with the underlying LMOs
from different technologies (e.g. K8s, JCAS) will be developed. OOP and its architecture are explained in detail
in D4.6, together with the technical details of the implemented extensions for 6G-INTENSE.

One of the new modules that OpenOP is being extended with is the JCAS Client, acting as an intermediary
layer between external JCAS data providers and the internal data processing and Al pipelines of 6G-
INTENSE. The full pipeline is depicted in Figure 3.1 and described below.

1 https://oop.etsi.org/
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Figure 3.1: JCAS data preprocessing pipeline

3.2.1 JCAS Data Retrieval

As a first step of the workflow, the JCAS Client implements a web socket mechanism to retrieve sensing
data from externally provided JCAS endpoints, which expose sensing data from access points deployed
at CNIT premises. Specifically, it periodically receives measurement data in JSON format (when
available), which follows the schema shown in Figure 3.2.

ionDuration”, ionTimeInit", ™ ionSLA™, "Measurement”],
{not MAC), e.g. phone number or consortium-agreed ID"

on identifier™

: "Measurement ion duration in seconds, if @ mean: ingle measure™

-mm-ddThh:mm: s<_mmm], precision [ms], i.e., 3 dot separated decimals .mmm"

Figure 3.2: JCAS data schema

The measurement itself maps to one of the following possible types of measures:
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e Raw: Raw data collected during the 802.11az ranging procedure. For each AP, the measured
RTT for all the Request-Reply frames in the burst is reported. The schema for a raw data
measurement is shown in Figure 3.3.

"RawMeasurement":
"type": "object",

"required”: ["Type", "Timestamp"”, "APList"],
"properties”: {

"Type": onst": "raw" },
“Timestamp { "$ref": “"#/$defs/MicrosecondUTC"”, "description”: "JSON generation instant" },
"APList": {
“"type": "array",
"minItems”: 1,
"items":
"type": "object",
["APID", "BurstLength", "RTTs", "APIDTS"],
N i {
"APID": { "type": "string", "description": "Access Point identifier" },
"BurstLength": { ype": "integer", "minimum": 1 },
"RTTs": {

: "number™ },

“"description”: "RTT1l ... RTT_BurstLength in nanoseconds"”

I
"APIDTS": { "$ref": "#/$defs/MicrosecondUTC", "description™: "Timestamp of UE reception of last burst reply
L

"additionalProperties™: false

o

"additionalProperties™:

Figure 3.3: JCAS raw data schema

e Ranging: Ranging information for each AP. In other words, the estimated distance together with
a confidence interval (precision) and confidence level are reported. The schema for a ranging
information measurement is shown in Figure 3.4.

"RangingMeasurement":
"ty object",
: ["Type", “"Timestamp", "APList"],

= A

e

": “"ranging" },
": "#/$defs/MicrosecondUTC", "description™: "]SON generation instant™ },

"required” = ", "BurstLength”, “"Distance"”, "DistanceInterval”, "ConfidencelLevel™, "APIDTS"],
“propertie
"APID"
"BurstLength "integer”, "minimum": 1 },
"Distance”: { / umber”, "minimum": ©, “"description”: "Estimated distance in meters” },
"DistanceInterva /pe”: "number”, "minimum”: ®, “description”: "Confidence interval around Distance in meters” },
"Confidencelev : "number", "minimum": @, "maximum": 18@, "description™: "Probability (%) that UE is within
DistanceInterval
"APIDTS": { "$ref": "#/$defs/MicrosecondUTC", "description”: "Timestamp of UE reception of last burst reply" }
)

"additionalProperties”: fal

b

"additionalProperties": fal

3

Figure 3.4: JCAS ranging data schema

e Position-local: Position local information for the specified device. In other words, the room
where the device is located and room-local coordinates of the point estimate together with a 3D
confidence interval and confidence level are reported. The Confidence Interval is described
through the dimensions of an parallelepiped aligned with the local coordinates of the room as
defined by the SLA, while the Confidence Level is computed starting from the single
request/response and define the probability that the true position lies within the parallelepiped.
The schema for a position-local measurement is shown in Figure 3.5.
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on”: "Room identifier®

me semi-axes in meters around Position™

: "Probability (%) that UE is within Posvol® },

Figure 3.5: JCAS position-local data schema

3.2.2 JCAS Data Storage

ICOM’s cloud testing environment is equipped with an Influx2 DB instance for telemetry data collection.
Once the data is collected from the JCAS endpoints, it is stored into Prometheus to enable persistence,
monitoring, and efficient retrieval of historical sensing data. As a next step, the JCAS data is ingested into
the pipeline for preprocessing.

The storage layer is designed to support high-frequency data ingestion and time-aligned queries. Each
measurement is indexed based on timestamp, UE identifier, and measurement type, facilitating efficient
filtering and aggregation operations.

3.2.3 JCAS Data Pre-Processing

The pre-processing stage is responsible for transforming heterogeneous JCAS measurements into
structured and ML-ready data representations. The implementation is designed based on the provided
JSON schemas and supports all defined measurement types. The pipeline operates periodically on the
data that has been stored in Influx DB up to the specific moment. Given the heterogeneity and variability
of the input data, several processing steps may be applied, which are described below.

e Data parsing and validation: The first phase of the pipeline performs validation of the received
raw data, to ensure structural consistency and data integrity. Incoming JSON measurements are
validated against the expected schema and checked for:

o Presence of mandatory fields
o Correct data types and value formats

2 https://www.influxdata.com/
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o Valid timestamp structures

o Properly formatted position coordinates and confidence metrics

o Consistency between measurement type and available attributes
Measurements failing schema validation or containing corrupted/inconsistent information are
automatically flagged and excluded from subsequent processing stages. This validation stage
improves the reliability and quality of the generated datasets and reduces the propagation of
noisy or invalid data into the ML models and analytics services.

e Timestamp alignment and aggregation: The retrieved JCAS measurements contain high-
precision timestamps associated with each sensing event. As part of the pre-processing
workflow, these timestamps are first converted into a unified datetime representation to ensure
consistency across all collected measurements, independently of the originating device or
session. Temporal features such as hour, minute and second of measurement are extracted in
order to facilitate downstream ML processing. Also, an aggregation of the received
measurements is performed so that the dataset includes one measurement per second.

e Missing values imputation: Given the distributed and dynamic nature of JCAS sensing
environments, incomplete measurements or missing fields may occasionally occur due to packet
loss, temporary communication failures, AP unavailability, or sensing inaccuracies. To ensure
robustness and continuity of the preprocessing pipeline, dedicated missing-value handling
mechanisms are applied before the data is forwarded to downstream ML components, such as
interpolation, forward-fill and backfill techniques where applicable. The approach includes:

o Detection of missing or null fields within the received JSON measurements

o Replacement of missing numerical values using temporal interpolation for missing
sequential measurements

o Forward-fill and backfill techniques for partially missing time-series attributes.

e Out-of-boundaries values handling: The received values thatare outside of the accepted range
are dropped from the dataset.

o Feature engineering: During the pre-processing phase, meaningful attributes are derived after
the cleaning and validation of the data. For instance, velocity is calculated based on the
timestamp difference and the respective computed traversed distance between consecutive
measurements. Also, the preprocessing module calculates the user’s proximity to any POI, based
on the relevant coordinates.

e Normalization and trajectory smoothing: Since the extracted JCAS features may exhibit
significantly different numerical ranges and units (e.g., spatial coordinates, confidence metrics,
temporal values), normalization and scaling mechanisms are applied to ensure homogeneous
feature distributions. This ensures the conversion of the sensing data into a consistent format
suitable for ML model consumption. For example, spatial coordinates (x, y) are normalized to
comparable ranges. This prevents features with larger numerical magnitudes from
disproportionately influencing downstream ML models. Also, smoothing is applied to the raw
data at a percentage of 10%, while maintaining 90% of the initial values.

e Train-test splitting: During the training phase, the percentage of 20% of the time series is
preserved for training, while the remaining 80% remains for the decision-making process.

In general, the pre-processing pipeline is implemented to be modular and extensible, allowing
adaptation to different measurement types using Python-based data processing libraries such as
numpy3, pandas* and matplotlib.pyplot>.

3.3 Validation Results

For the testing of the JCAS preprocessing module, the focus has been placed on position-local sensing
data with the following characteristics:

o Theinitial dataset consists of 1310 records of position-local metrics which are assumed to depict
three users’ trajectories,
e We consider the presence of three Points of Interest (POls)

3 https://numpy.org/
4 https://pandas.pydata.org/
5 https://matplotlib.org/3.5.3/api/_as_gen/matplotlib.pyplot.html
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e The accepted range of position-local x and y values is considered to span between [0, 0] and [50,
25].

Figure 3.6 depicts the initial raw JCAS data that is received by the preprocessing module, showing only
the accepted range of values. As can be observed, some values extend outside the limits, and thus have
already been omitted from the diagram (as part of the pre-processing procedure). Three Points of
Interest (POIs) are depicted in the diagram, namely POI_1, POI_2 and POI_3, approximately at positions
(10, 20), (38, 17.5) and (26, 5) respectively. The diagram also shows the trajectories of three users in
blue, orange and green color, roaming around the room where the three POlIs are located. It is obvious
that the received raw trajectories are noisy and need to be further processed and adjusted before being
used as input data for the developed ML models.

Preprocessed Indoor Trajectories

25

20

Figure 3.6: JCAS raw dataset

The data produced by the JCAS preprocessing pipeline described in 3.2.3, implemented by the developed
module, is depicted in Figure 3.7. The figure shows the improvement in the data quality, which is
reflected in the increased smoothness of the three users’ trajectories, and has occurred after the
application of:

e Missing values imputation techniques through interpolation methods based on previous and
next data mean value, for incoming data with no measurement.

e Out-of-boundaries values handling, by dropping measurement values that are not considered
compliant with the allowed range.

e Smoothing of the raw data in a percentage of 10%, while maintaining 90% of the initial values.

The diagram depicts the processed and smoothed trajectories of the three users inside the room with
the POIs. Specifically, USER_A (blue line) follows a route approaching all POIs but stopping at none of
them, and then exiting the room. USER_B’s route (orange line) shows that the user approaches and by-
passes POI_1, then approaches and stops at POI_2 and consequently at POI_3. Finally, USER_C (green
line) does not approach any POI, but instead enters and exits the room in a direct track.
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Figure 3.7: JCAS preprocessed dataset

To evaluate the effectiveness of the proposed JCAS data preprocessing pipeline, a set of data quality
metrics was defined and assessed before and after preprocessing. The evaluation compares the quality
of the original raw JCAS measurements against the processed datasets generated by the pre-processing
pipeline, aiming to quantify the impact of the pre-processing operations. The following quality metrics
were selected due to their relevance to sensing data pipelines and ML readiness.

Missing Value Ratio (MVR): The Missing Value Ratio measures the percentage of missing or

null fields within the dataset. A lower MVR indicates higher dataset completeness and improved

suitability for downstream ML processing. MVR is computed according to the following formula:
Number of Missing Values

MVR = Total Number of Values x 100

In the initial dataset, a total of 38 missing values were detected out of the total of 1310 records,
resulting in an MVR of 3.3%. After preprocessing, the number of missing values dropped to 0,
improving the MVR to 0%.

Feature Consistency Score (FCS): The Feature Consistency Score evaluates the percentage of
records complying with the expected schema, formatting rules, and feature ranges. Higher
values indicate improved structural consistency and interoperability. FCS is computed
according to the following formula:
Valid Records

"~ Total Records x
In the initial dataset, 38 missing values and 38 out-of-bounds values were detected out of the
total of 1310 records. The number of invalid records is considered to be the intersection of the
missing and out-of-bounds values. Since 1 record was detected to be at this intersection, 75
values were considered invalid in total (i.e., 1055 valid records), resulting in an FCS of 93.36%.
After preprocessing, the number of invalid records dropped to 0, improving the FCS to 0%.

FCS 100

The summary of the results presented above is depicted in Table 3.1.
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Table 3.1: Data quality metrics on JCAS dataset

Metric Raw dataset Preprocessed Improvement
Dataset

Missing Values 38 0 100%
Out-of-bound 38 0 100%
Values

Invalid Records 75 0 100%
Missing Value Ratio 2.9% 0% 100%
(MVR)

Feature Consistency 94.27% 0% 6.07%
Score (FCS)

3.4 Summary of Results and KPIs

The experimental evaluation of the proposed JCAS data preprocessing pipeline demonstrated a
significant improvement in the overall quality and consistency of the sensing data before its integration
into the ML-driven components of the 6G-INTENSE architecture. Starting from an initial dataset of 1310
position-local sensing records representing three users’ trajectories, the preprocessing module
successfully addressed several common challenges of distributed sensing environments, including
missing measurements and out-of-boundary coordinates. The application of interpolation-based
missing value imputation, out-of-bound filtering, temporal aggregation and trajectory smoothing
resulted in a cleaner and more coherent dataset, suitable for downstream analytics and Al-based
decision-making workflows.

The quantitative evaluation based on the defined data quality KPIs confirms the effectiveness of the
preprocessing mechanisms. In particular, the Missing Value Ratio (MVR), which measures dataset
completeness, was reduced from its initial value to 0% after preprocessing, demonstrating the
successful recovery or handling of incomplete sensing measurements. Similarly, the Feature
Consistency Score (FCS), which evaluates structural validity and compliance with the expected schema
and accepted feature ranges, showed a substantial improvement after invalid and out-of-boundary
records were removed. These results indicate that the preprocessing pipeline effectively increases both
the reliability and interoperability of heterogeneous JCAS sensing data prior to its consumption by ML
pipelines.

Overall, the developed JCAS preprocessing framework contributes to enhancing the dependability and
operational readiness of sensing-driven 6G services by transforming raw and heterogeneous JCAS
measurements into structured, normalized, and ML-ready datasets. The modular implementation
further enables extensibility to additional sensing modalities and measurement types, while the
achieved improvements in data quality KPIs validate the suitability of the proposed solution for real-
time context-aware decision-making and intent actuation within future 6G network environments.
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4 Performance Evaluation of Dependable Monitoring and
Prediction of Resource Availability at the Edge

This section presents the performance evaluation of the techniques developed within Task 4.2, which,
within the NCF, implement dependable monitoring and prediction of the resources available at the Deep
Edge. Dependability in the Deep Edge domain is obtained through Trustworthy Al, as it provides a
significant advantage with respect to classical Al in quantifying and calibrating the possible
uncertainties in the predictions introduced by Al models. Furthermore, the developed framework
ensures strict adherence to the SLAs for the users.

To this end, the proposed techniques aim to improve the monitoring capabilities of the NCF towards
shaping a reliable operational environment for both users and devices. By advancing its monitoring
functions, the NCF attains improved situational awareness, allowing it to better perceive network
conditions and respond in a timely and adaptive manner. In this context, the advanced monitoring
process of the system’s available resources of the NCF will also enable more efficient resource allocation,
contributing to the enhancement of the Quality of Service (QoS) for end users.

4.1 Overview of the Proposed Solution

Deep Learning (DL) models are distinguished by their ability to address challenging tasks with high
accuracy, combined with high adaptability to dynamic network operations; thus, they constitute a
promising solution for management and orchestration of the NCF operations [15] However, DL models
demonstrate a significant limitation in terms of transparency and trustworthiness. Specifically, their
black-box nature and the inherent complexity of their internal functionality lead to limited
interpretability of the decision-making process [16] As a consequence, despite their generally high
predictive accuracy, their estimates are often uncertain and poorly calibrated, i.e., they suffer from
under- or over-confidence [17] When the Al-driven operations of the NCF are considered, under-
confidence of a prediction may cause service under-provisioning, which can lead to severe violations of
SLAs. On the other hand, over-confidence of a prediction can cause service over-provisioning, which
does not directly affect the system’s service provisioning capability, but it can lead to under-exploitation
of the system’s capabilities [18] Therefore, the uncertainty related to the estimates conducted via DL
models constitutes a critical challenge towards improving the dependability of Deep Edge [19] To
address this issue, the proposed solution leverages Trustworthy Al instead of conventional Al by
employing probabilistic (or statistical) DL techniques in order to improve the trustworthiness of DL
models.

Trustworthy Al is defined as explainable Al (XAI) and uncertainty-aware Al, with this work focusing on
the latter through Uncertainty Quantification (UQ). Specifically, to highlight the importance of utilizing
Trustworthy Al in critical NCF operations, we propose a framework that leverages the UQ methodology
to generate reliable predictions of the anticipated traffic and the corresponding resource demand.
Overall, this framework aims to improve the dependability of the resource monitoring process with a
view to supporting SLA compliance.

At greater length, as illustrated in Figure 4.1, the proposed framework comprises three distinct
components. The first one focuses on probabilistic forecasting, the second one is the central UQ pipeline,
while the third one utilizes traffic-engineering models to evaluate the QoS provided to the users and if
the SLAs are met. Specifically, the traffic prediction process is formulated as a DL-based time series
forecasting task [20] improved through probabilistic modeling to quantify predictive
uncertainty. Standard State-of-the-Art (SotA) approaches regarding probabilistic DL models include
frequentist [21] and Bayesian DL [22] More analytically, the probabilistic time series forecasting module
uses historical traffic data to forecast the next time slot. In our method, we not only provide a single
forecast, but also a metric of its dispersion, i.e., the amount by which it may deviate from its central
estimate, under a level of confidence.

Next, the UQ methodology is employed to calibrate predictive uncertainty and to associate the
predictions with confidence levels. Model calibration and conformal prediction techniques are applied
to the outputs of the first module to tackle the under- or over-confidence issue that was mentioned
earlier, as well as to relax other assumptions (such as the Gaussian distribution assumption on the data).
Finally, the calibrated and conformed predictions are used as inputs to the traffic-engineering model,
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namely the Erlang Multi-Rate Loss Model (EMLM), which determines the resources to be allocated for
the forecasted traffic demand while ensuring that the necessary QoS is maintained to guarantee no SLA
violation [23]

Probabilistic Time UQ Pipeline 7 Teletraffic Models
Series Forecasting
Model Calibration

Probabilistic DL
Models

» Dynamic

Resource
Allocation

Conformal
Inference

Figure 4.1: The proposed framework.

The proposed framework is deployed within the NCF as a closed-loop mechanism aligned with the Zero-
touch and Service Management (ZSM) concept. Specifically, it operates as a part of the “Observability”
component of the NCF, leveraging historical data obtained via the LMO to proactively determine the
necessary resources to serve the requirements of incoming network traffic without SLA violation.

As a case study in our analysis, we consider that the proposed framework aims to monitor the resources
of a Radio Access Network (RAN). Thus, the system under study comprises a 5G NR, whose resources
are coordinated by an LMO, and it serves users within its coverage. Every user hosts applications and
services with specific characteristics and resource requirements. The amount of data that is generated
by the users and served by the network can be considered as a set of historical time-stamped records
describing the generated traffic. These records are exploited by the network to predict the requests for
service in the next time slot and, moreover, schedule in line with the network’s resources.

4.2 Benchmarks and Experiments Description
4.2.1 Probabilistic time series forecasting

Probabilistic time series forecasting refers to the process according to which the DL model is trained to
predict the generated traffic in the next time slot, under uncertainty. Instead of producing only a single
point estimate, such models should also be able to provide, for each prediction, a centrality metric (i.e.,
the mean value) and a dispersion metric (i.e., the standard deviation). Contrary to the traditional
training process of DL, in this method, any potential model must be converted into a
probabilistic/statistical DL model. The motivation for adopting probabilistic DL models, instead of
relying on traditional methods such as Auto-Regressive Integrated Moving Average (ARIMA), originates
from the exceptional predictive performance of DL techniques [24] However, while traditional methods
offer inherently probabilistic forecasting as they typically provide prediction intervals (i.e., lower and
upper bounds) alongside point estimates, DL should be refined to exhibit the same property.

For this reason, our methodology relies on converting the traditional DL models into probabilistic DL
models by exploiting the Gaussian Adjustment (GAD) method. This denotes that a Gaussian probabilistic
layer is added as the final layer of the DL model. This layer consists of two nodes: one node for calculating
the mean (as a measure of centrality of the forecast), and one node for calculating the standard deviation
(as a measure of dispersion of the forecast). As a single additional layer of a couple of nodes is required
to convert a DL model into a probabilistic DL model, the overall training complexity is not significantly
affected.

In our analysis, we focus on time series forecasting; therefore, the DL models that we convert into
probabilistic formulations are: a) Long Short-Term Memory (LSTM) as a paradigm of Recurrent Neural
Networks (RNNs), b) 1-Dimensional Convolutional Neural Network (1D-CNN), and c) a Transformer-
Based Network (TRN). All models are implemented in Python and Keras-TensorFlow, while the lambda
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Gaussian distribution function that is used for the output layer of the probabilistic DL model is
implemented with TensorFlow-Probability.

Regarding the model architecture when the frequentist approach is adopted, the LSTM is comprised of
3 layers: the first layer has 64 nodes, the second layer has 32 nodes, and the output layer has 2 nodes,
corresponding to the aforesaid “Gaussian” layer. Consecutive layers are fully interconnected with the
usage of a 20% dropout ratio, and the “ReLLU” activation gate is applied throughout, except in the output
layer. In the same fashion, the 1D-CNN follows a similar three-layer structure, where the first two layers
employ convolutional filters with kernel sizes of 6 and 3, respectively. On the other hand, the TRN is
more complex as it typically contains an encoder and a decoder part. Moreover, it uses positional
encoding and multi-head attention, and its vanilla version is implemented exactly as in [25] where dense
layers are activated using “ReLU” and a 20% dropout fully interconnects any sequence of dense layers;
its output layer is configured again as a “Gaussian” layer.

For all DL models, the “Adam” optimizer and a learning rate of 0.001 are used in training. Batch size is
set to 1, training is performed within 100 epochs, and early stopping is used to prevent overfitting. The
output layer of each probabilistic DL model produces, as aforementioned, two values: the Gaussian
mean, which is controlled by a linear activation, and the Gaussian standard deviation, which is controlled
by a “SoftPlus” activation to ensure strict positiveness. Finally, the optimization objective in training is
set to be the minimization of the negative logarithmic likelihood of the “Gaussian” output. No sampling
is required during training to estimate the output distribution, and so the training time overhead is
expected to be negligibly higher compared to the deterministic run. Likewise, inference remains
computationally efficient.

When the Bayesian DL approach is considered, Monte Carlo Dropout (MCD) serves as an efficient
approximation technique that creates distributions from all DL model outputs and, consequently,
performs probabilistic time series forecasting as well. It is widely regarded as a SotA method for UQ
across various applications, including high-stakes and real-time scenarios [26] In our analysis, MCD is
combined with each of the above-mentioned forecasters (RNN, CNN, TRN) as follows: the models are
first implemented in a deterministic manner, i.e., exactly as mentioned before but without the
“Gaussian” output layer, while retaining dropout layers (20%) inside their architecture. This allows
training to remain efficient and deterministic.

During inference, though, we activate random dropouts (20%) and sample k- = 100 times the outputs
using different random dropouts. This process yields a distribution of sample outputs, from which the
predictive mean and standard deviation can be estimated. While this method is efficient in its
(deterministic) training, it is naturally k. times slower in inference, making it less suitable for its
application to real-world tasks.

4.2.2 The Central UQ Pipeline (Model Calibration, Conformal Prediction)

Our central UQ pipeline was initially inspired by work in [27] from AWS, named Fortuna-AWS. However,
it was written from scratch using Python, and the NumPy and Pandas libraries.

The central UQ pipeline, containing sequentially model calibration and conformal prediction or
inference, aims to optimize the outputs of the modeling phase and ensure confidence and trust in the
predictions. More specifically, model calibration is the process by which the standard deviation (or,
equivalently, the variance) output from the probabilistic DL model is calibrated to ensure that the model
posterior distribution is not under- or over-confident. All predicted values in the validation set (along
with their variances) are utilized to refine the test set predictions (along with their variances) of the DL
model, so that the latter meet the true likelihood of the predicted events. For example, if a probability
of “success” (a forecasted time point to fall within the forecasted range of values) is 95%, then this
outcome should occur in 95 of the 100 independent and identically distributed instances of the same
process [28] In detail, model calibration is performed in our implementation via a simplistic technique
called “Temperature Scaling” [29] where a tiny neural network “learns” from the validation set the
actual temperature coefficient reflecting the amount of calibration of the forecasts of the DL model, and
applies the learned temperature coefficient (and calibrates) to the test set forecasts . This process does
not alter the mean forecasts that are related to the test set; however, it modifies the standard deviations.
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Conformal prediction or inference, with its most famous variant for the regression task, called
“Conformalized Quantile Regression” [30], generates statistically valid (or conformal) intervals for each
prediction to guarantee the success of the prediction at any desired confidence level and irrespective of
the data distribution (even non-parametric). In particular, we associate the intervals with a confidence
level, which indicates the probability that the actual request arrival falls within the confidence interval
of the predictions if we repeat the same process multiple times. For instance, a 95% confidence level
implies that if the process is repeated 100 times, the actual value of the traffic falls within the interval in
95 out of 100 instances on average. In contrast to the general rationale that models and predictions are
fixed, conformal prediction can simply conform the model outputs (in terms of mean and standard
deviation) to a specific confidence level. In particular, it leverages both the validation set and its forecast
to adjust the variance values of the test set (or the confidence bounds in case a confidence level is
provided, like 90%, 95%, or 99%). The rationale for conformal prediction is to capture uncertainty
under the scenario that our time series do not necessarily follow a parametric Gaussian distribution,
even if that way “we pay the price” of estimating - at the end of the overall UQ pipeline - wider (lower
and upper) bounds than the original ones (the ones assumed by Gaussian estimation).

PROBABILISTIC DEEP LEARNING MODEL

FORECASTING MODELS: RNN, CNN, TRN
Y-Test-bounds-original
PROBABILISTIC MODE: GAD, MCD

-
CONFORMAL PREDICTION J

A\ L L\ 4

Y-Val-mean Y-Val-sd Y-Test-sd l
Y-Test-mean
Y-Test-bounds-conformal

Y Y

p
MODEL CALIBRATION ]—) Y-Test-bounds-calibrated
-

Val-Actual
L When requested from implementation specs,
J:!, + ‘}s» Jr) a mean and a standard deviation are trivially
% %4 . e converted to bounds with the central limit theorem
%e,z o, ., i of probability
l N % Y% i %
\j » 4

bounds = mean t a * sd / sqrt(k),

CONFORMAL PREDICTION
a being the characteristic value that corresponds
A to a specific confidence interval (90%, 85%. 99%).

k being the iterations number (T=100) in
probabilistic deep learning sampling.

Y-Test-bounds-calibration-conformal

Figure 4.2: The proposed central UQ pipeline.

Figure 4.2 illustrates methodically the proposed central UQ pipeline, i.e., optimization actions that
ensure more confident outcomes (in terms of dispersion) of the DL model predictions. To begin with, as
any model provides a mean and a standard deviation of the forecast of the next time point, and assuming
that a confidence level is provided (90%, 95%, 99%), one may trivially compute the confidence bounds
(lower and upper) around the central forecast. These will be the original bounds named ORI. After
conformal prediction is applied to ORI, we get the bounds conformed to the actual time series data
distribution (CON). In order to perform this, quantile conformal prediction requires the actual validation
time series and its confidence bounds, and the ORI confidence bounds for the test set. After that, model
calibration with Temperature Scaling requires the mean and the variance of the validation set and the
mean and the variance of the test set to calibrate them, and compute calibrated means and variances for
both sets, yielding that way again with trivial calculations and a confidence level given, CAL confidence
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bounds. Finally, conformal prediction is applied to CAL bounds, in the same manner as before, and the
overall pipeline’s confidence bounds are estimated (say, PIP), both calibrated and conformed.

4.2.3 Teletraffic Models: the EMLM Utilization

About the third component of the proposed framework, its objective is to determine the necessary
resources for serving the arriving requests at each time slot, while simultaneously ensuring that the
agreed QoS requirements are met. For this reason, in our analysis, the EMLM from teletraffic model
theory is utilized. EMLM constitutes a traffic-engineering model for evaluating the performance of
modern telecommunication systems that support applications and services with heterogeneous request
arrivals and bandwidth requirements [31] In the proposed framework, as previously noted, the traffic
predicted by the DL models is used as input to the EMLM in order to estimate the required resources at
each time slot. As a QoS indicator, we consider that the request Blocking Probability (BP) due to resource
unavailability should not exceed the agreed value determined by the SLA.

In the system under study, we consider that the radio resources’ capacity equals C bandwidth units
(b.u.), and they accommodate requests of K different applications and services (denoted as service-
classes) used by a large number of users. Each service-class k (k = 1, ..., K) has a particular resource
requirement b, which should be allocated for the request to be served. A connection establishment
between an application hosted by a user and the network is considered successful if the required
resources suffice to serve the application request; otherwise, the request for the service is rejected. The
requests for service of a service-class k are generated according to a Poisson process with rate A. If the
required resources of a service-class k suffice to establish the connection between the user and the
mobile network, the request remains in the system for an exponentially distributed service time hx.
Then, the BP of a request of a service-class k is determined as [32]

Pby = ]C':c—bk+1% (4.1)

where G is the normalization constant. The unnormalized values q(j) denote the system’s resource
occupancy distribution values, which can be calculated by the typical Kaufman-Roberts formula
proposed in [33]

1,forj=0
. 1 oK . .
q() = 7Zk=o agbrq(G —bi),j =1,...,C (4.2)
0, otherwise
where ay is the traffic-load of a service-class k determined as ax = Ai*hx.

As mentioned above, in mobile networks and especially in 6G mobile networks, one significant challenge
constitutes the efficient and confident prediction of the generated traffic of each service-class k, ax, in
the system, to efficiently coordinate the system resources. To this end, the DL models developed during
the first two parts of the proposed framework aim to predict the number of arriving requests in each
time slot. Next, we utilize the predicted values (and the corresponding bounds) as inputs in the EMLM
and recursively calculate all the resources required so as to maintain the BP values under a certain level,
as it is defined by the SLAs.

It is important to note that the proposed framework also provides the possibility to introduce the
application’s confidence and its quantified uncertainty in the resource prediction procedure. In
particular, every application is described by a specific reliability demand in the provided service, which
in turn should be guaranteed by the provider. Hence, as the interval of the prediction in the proposed
framework is created by incorporating the confidence level, this necessity is also factored in the
resource prediction procedure.

4.3 Validation and Performance Evaluation Results

To demonstrate the impact of the UQ procedure on the resource monitoring process, we apply the
proposed framework to conduct a numerical analysis that considers both calibrated and non-calibrated
predictions. In more detail, the following analysis focuses on evaluating how the estimates generated by
all the forecasting models (FMs), i.e., the RNN, the CNN and the TRN, are affected by the calibration
procedure across different confidence levels.
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In addition, we conduct a comparative analysis of the two probabilistic modes (PMs) incorporated in
the DL models, i.e., the frequentist GAD and the Bayesian MCD, with a view to assessing their
effectiveness and computational efficiency. Moreover, to ensure a thorough analysis, all previously
defined Calibration Types (CTs) are incorporated, forming the complete UQ pipeline. The forecast
intervals are categorized based on their processing stage as follows: original (ORI), conformed to the
data distribution (CON), calibrated (CAL), and both conformed and sequentially calibrated (PIP) in order
to represent the full pipeline progression. In addition, with respect to the confidence level (CL), three
distinct categorical levels are considered: “90%”, “95%”, and “99%”, treated as distinct levels rather
than continuous values.

Finally, we incorporate the last component of the proposed framework to examine how the resource
distribution is affected when both calibrated and non-calibrated estimates are used as inputs, in
combination with the two probabilistic schemes across all forecasting models.

To start with, to validate our framework, we use part of a 5G traffic dataset that was reported in [34]
[33] and is publicly available in [35] Created by researchers from Kwangwoon University, the data was
measured directly from a mobile operator using a Samsung Galaxy A90 5G terminal. The dataset spans
328 hours of recordings collected from May to October 2022. It is provided in CSV file format, with
timestamp-mapped packet header information (including source/destination addresses), making it
readily accessible for machine learning applications. The core value of this dataset lies in its isolation of
specific application traffic without background noise, allowing for exact analysis of each service’s unique
features. The dataset has been thoroughly organized by application type to reflect diverse 5G use cases.
For example, it includes resource-intensive applications such as video streaming (e.g., YouTube- YTB),
mobile gaming (e.g., Teamfight Tactics -TFT) and cloud gaming (e.g., GeForce Now - GFN), as well as
other services including live streaming, video conferencing, and metaverse platforms.

The abovementioned three applications (YTB, TFT and GFN), and specifically their uplink traffic load,
are used in our case study. Each application provides uplink time series at an initial temporal resolution
1 sec. We aggregate 10 s of traffic to operate with smoother values. The three time series are aligned
based on their timestamps and appropriately rounded. The resulting dataset contains no missing values
and no zero or negative observations.

With respect to DL modeling, it has been set to serve univariate time series forecasting only. Any single
univariate time series is divided into the training set, the validation set and the test set (in a proportion
of 60% - 20% - 20% of its total length). Specifically, the final time series includes 2000 samples: 1200
are for training, and 400 each are for validation and test. The training set is used for training any
proposed model, the validation set for training validation (but it will also be needed in the next steps of
the pipeline), and the test set to compare actual and forecasted values for the final evaluation. A
univariate time series passes through any model with values in the [0, 1] continuous interval. This
means that it has been min-max standardized prior to modeling. Min-max standardization is performed
in all 3 sets of the time series, but it considers only the min and max of the training set to avoid data
leakage. Obviously, during training, the time series is not shuffled throughout its evolution, and the
original trajectory retains its time sequence in training, validation, and testing. To infer, at last, we
consider a historical window of w =10 past time points, which aims to always forecast a time point that
follows (forecast horizon h = 1). This process is performed sequentially to span the time series’
evolution, generating, in that way, a “rolling window” evaluation procedure [10]. Evaluation of
forecasting is typically done as in all regression tasks, with the use of Root Mean Squared Error (RMSE),
Mean Absolute Error (MAE) and Mean Absolute Percent Error (MAPE). The latter metric possesses the
limitation of not managing properly zero-valued points of the original (unstandardized) test set of the
time series. However, this does not relate to our case. On the other hand, it possesses the advantage of
containing a “physical meaning”: a total forecast with its MAPE less than 10% or even 20% is considered
to be an exceptional forecast.

As the utilized dataset consists of data that refer to 3 different applications, it is easily inferred that the
system under study serves requests generated by K = 3 service classes, while predicted traffic values
constitute the traffic-load of each service-class in the next time slot. Additionally, we designate that the
resource requirement of each service-class is the following: the YTB service-class requires byrs= 2 b.u.
to be served, the GFN service-class requires bgev=5 b.u., and the TFT service-class requires brrr= 1 b.u..
Moreover, it has to be noted that, to simplify computations and minimize memory overhead, the utilized
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traffic predictions were scaled down by a factor of 1000 to align with the EMLM. However, this
adaptation does not affect the accuracy and reliability of the BP calculation process as the relation
between the parameters is maintained. Finally, it is assumed that the SLAs determine that the BP values
of all 3 service-classes should not exceed 1%, which corresponds to the typical value in modern
telecommunication networks.

Table 4.1: Evaluation of forecasting for the GAD PM with RMSE, MAE, and MAPE (%), over validation and test set

Forecasting Accuracy Metrics
DL Time
Model series Validation Set Test Set
RMSE MAE MAPE (%) RMSE | MAE | MAPE (%)
RNN YTB 64087 50043 2,576 71733 | 56187 2,783
GFN 4687 3866 2,182 5233 | 4486 2,700
TFT 875 713 5,448 944 769 5,831
YTB 79105 61232 3,157 85135 | 68783 3,397
CNN GFN 8867 6627 3,641 12798 | 9177 5,975
TFT 963 789 5,968 1048 849 6,359
YTB 64572 50395 2,599 67841 | 54136 2,702
TRN GFN 4320 3595 1,929 6464 | 4819 3,083
TFT 725 587 4,552 772 620 4,821

Table 4.2: Evaluation of forecasting for the MCD PM with RMSE, MAE, and MAPE (%), over validation and test set

Forecasting Accuracy Metrics
DL Time
Model | series Validation Set Test Set
RMSE MAE MAPE (%) RMSE MAE | MAPE (%)
RNN YTB 60382 46762 2,408 69864 | 54806 2,712
GFN 4944 3990 2,272 6600 5763 3,582
TFT 903 735 5,587 995 817 6,169
YTB 75369 58198 3,027 79832 | 64433 3,212
CNN GFN 11708 8907 4,812 11624 | 9425 6,018
TFT 829 670 5,097 899 719 5,448
YTB 69717 54685 2,793 85221 | 66179 3,251
TRN
GFN 5524 4195 2,457 10479 7814 5,064
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TFT 727 589 4,540 764 612 4,728

First, our analysis focuses on evaluating the performance of the three DL models, i.e., the RNN, the CNN,
and the TRN. Each model applies forecasting to each time series, i.e., for the YTB, GFN, and TFT
applications, both with GAD and MCD as probabilistic modes. Table 4.1 and Table 4.2 provide an initial
set of insights and conclusions. Although this study does not focus on the forecasting accuracy of the
models per se, it is important to obtain sufficiently reliable probabilistic predictions, as this is expected
to affect any outcome of the UQ aspect. As a consequence, the accuracy of each DL model is treated as an
additional parameter in the final UQ validation. This enables us to investigate whether improved
forecasting performance contributes to improved UQ outcomes, particularly in terms of increased
confidence in QoS provisioning and more effective avoidance of SLA violations.

The main findings can be summarized as follows: (a) with respect to the forecasting models, RNN and
TRN exhibit comparable and near-optimal performance, with RNN demonstrating slightly higher
accuracy, while CNN performs comparatively worse, showing a considerable divergence in accuracy;
and (b) regarding PM, GAD and MCD yield comparable results for all FMs and all service-classes. Overall,
MAPE in our experiments remains always less than 10%, and thus, all our forecasting outcomes can be
characterized as exceptional forecasts.

Next, our analysis focuses on the impact of traffic predictions on the resource distribution. Specifically,
we examine how the DL model, along with the different probabilistic modes, affect the predicted traffic
and, consequently, the number of required resources to accommodate it. For this reason, we define the
value “capacity range” as the difference between the upper and lower bounds of the required capacity
needed to serve the total traffic demand. Its physical interpretation is directly linked to UQ,
incorporating the level of confidence in the estimated number of resources required to ensure adequate
QoS and SLA compliance. Specifically, the lower bound of the capacity is calculated by computations of
the EMLM that use the lower bounds of the forecasts of the traffic time series, and the upper bound of
the capacity is estimated similarly from the forecasts’ upper bounds. Capacity range is simply the
difference between the two estimations, forming a strictly positive-valued variable that is associated to
(or correlated with) FM, PM, CT, and CL (the predictor variables of the numerical analysis). In what
follows, we are interested in a comparison of the capacity range distribution among the levels of the
predictors individually, and all together as well. We will use violin plots to visualize the results, while
for few multivariate analyses we will perform multiple linear regression models. In our analysis,
minimizing the capacity range forms the condition for optimality, as a narrower interval of required
resources indicates reduced uncertainty and enables more efficient resource management.
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Figure 4.3: The capacity range distributions grouped by A) FM, B) PM, and C) CT levels, separately and individually.

Violin plots of capacity ranges’ distributions per levels of every predictor are provided in Figure 4.3.
Notice that this is a univariate approach and the capacity range is illustrated by predictor individually.
However, the same conclusions occur when assessing via the multivariate method of linear regression,
where we achieve to get a linear equation linking all available information. The conclusions obtained by
inspecting the violin plots are the following: First of all, RNN and TRN have almost same medians of
capacity range, while CNN has higher median of capacity range, across all CLs. Second, GAD has higher
median capacity range than MCD, for all CLs. Third, calibration performs effectively, as calibrated
capacity range has a negligible median compared to original capacity range, and also when conforming
to the actual distribution of the data, capacity range medians increase. Finally, in all cases, medians of
capacity range increase monotonically as CL increases, as expected.

The linear equation generated via ordinary least square computations is as follows. Notice that we have
left a level per predictor out as a base level - this level is not contained in this equation (RNN for FM,
GAD for PM, ORI for CT, “90%” for CL). Its interpretation is provided right below.

Capacity Range
= 1713 + 0.2NS « [(FM = TRN) + 3.1 « I(FM = CNN) — 106.7 x [(PM = MCD)
+ 143.1 * I(CT = CON) —133.0 * I(CT = CAL) — 123.2 x I(CT = PIP) + 16.0
* [(CL = 95%) + 48.3 * I(CL = 99%)

In the linear equation above, I(predictor=x) denotes a quantity that takes the value 1 whenever a
predictor equals x, and 0 otherwise. If all predictor levels in the equation yield 0 (total absence), the
base level is implied. Superscript NS denotes that the corresponding coefficient is not statistically
significantly different from 0 (p>0.05); however, in the absence of NS, the coefficient is significant The
first constant of the equation is the intercept, equal to 171.3. Compared to the RNN, the TRN forecasting
model, with all other parameters held constant, results in a 0.2 b.u. increase in capacity range. In
accordance, adopting the CNN forecasting model under the same conditions results in an average
increase of 3.1 b.u. in capacity range compared to the RNN case. The term “on average” refers to the
effect averaged across all levels of the remaining predictors. Therefore, the choice of forecasting model
has a direct impact on the resources allocated for serving the incoming traffic, and consequently, it
affects the overall system resource utilization. Similar is the interpretation of all predictors in the
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equation. We can see that PM = MCD decreases the capacity range compared to PM = GAD by 106.7 b.u.
Also, conformal prediction increases the capacity range compared to the original run by 143.1 b.u,,
“paying that way the cost” of abandoning the assumption of Gaussian distributed time series data.
Calibration does the opposite (beta = -133.0) and reduces the capacity range on average. The end of the
pipeline (calibrating and conforming) brings a reduced capacity range (beta =-123.2), but not as much
as when calibrating only - conformal prediction alone, again increases capacity range. Finally, the larger
the confidence level is, trivially, the capacity range is increased on average, and all others kept constant
- the more confident we want to be, the largest the capacity range must be set.

One solution to resolve issues regarding interpretation of the CT predictor is to “zoom” within its levels.
The below analysis focuses on “zooming” at CT = ORI (Figure 4.4) and CT = PIP (Figure 4.5). We may
easily observe that the scenario alters dramatically. While in the original run the capacity range
possesses much higher medians in GAD than MCD, in the final pipeline run GAD is shown to be at least
non-superior, or even inferior, compared to MCD regarding the capacity range medians. This can also
be quantitatively expressed using linear equations as previously.
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Figure 4.4: The capacity range distributions grouped by A) FM, and B) PM (if CT=ORI) separately and individually.
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Figure 4.5: The capacity range distributions grouped by A) FM, and B) PM (if CT=PIP) separately and individually.

Capacity Range (CT = ORI run)
=183.0 — 0.3¥S « I[(FM = TRN) + 1.0 x I[(FM = CNN) — 142.2 * [(PM = MCD) + 21.5
#* [(CL = 95%) + 63.5 * I(CL = 99%)

Capacity Range (CT = PIP run)
=13.6+09«I(FM =TRN) + 6.1« I(FM = CNN) + 0.5« I(PM = MCD) + 0.3
*I(CL =95%) + 3.1 I(CL = 99%)

The results show that when propagating from the original run (ORI) to the final pipeline run (PIP) of CT,
the sign of the beta coefficient of PM=MCD changes from negative to positive, and while it becomes
smaller in absolute value (+0.5 vs. -142.2), it remains statistically significant (p<0.05). The same
phenomenon is illustrated in Figure 4.6, where we present the trajectories (and the lower and upper
limits) of the capacities (b.u.) in the two PMs, respective CTs, and several CLs.
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Figure 4.6: Capacity (b.u.) trajectories with time in A) PM=GAD, and B) PM=MCD, for selected CTs and several CLs.

In terms of execution times, GAD and MCD exhibit a clear trade-off between training and test. For
training, both methods incur similar computational costs per epoch, as GAD requires only a slightly more
complex output layer (predicting both mean and variance) and a negative log-likelihood loss. The major
difference emerges during inference: GAD performs a single forward pass through the DL network,
producing both mean and standard deviation almost instantly - ideal for low-latency, real-time 6G
applications. In contrast, the MCD with (e.g.) 100 repetitions requires 100 complete forward passes per
test example, making inference approximately two orders of magnitude slower than GAD. GAD offers a
substantial speed advantage at test time, making it more suitable for deployment in latency-sensitive
environments, where fast decision making and uncertainty-aware inference are critical. This theoretical
hypothesis is also observed experimentally and illustrated in Figure 4.7. Specifically, we consider only
the case of RNN, without loss of generality, and show that for any of the utilized time series (YTB, GFN,
TFT) the testing procedure requires comparable execution times between GAD and MCD. On the other
hand, testing is much more time-consuming in MCD, with almost 100x execution time needed.

RNN PM RNN PM RNN PM
B GAD B GAD B GAD
E MCD B NCD B MCD

TRAIN TEST TRAIN TEST TRAIN TEST

execution time (service-class YTB)
execution time (service-class GFN)
execution time (service-class TFT)

Figure 4.7: Relative train and test (inference) times of GAD and MCD in the FM=RNN execution for each time
series.

4.4 Al ethics

Our framework aligns with Al ethics and fundamental rights principles. In particular, it addresses
transparency and explainability by promoting the use of Trustworthy Al algorithms instead of
conventional approaches. It also ensures technical robustness as the incorporation of Uncertainty
Quantification mitigates prediction-related uncertainties that could negatively impact network
operations. Moreover, our framework guarantees accountability, human oversight and transparency
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through the use of the EMLM. Specifically, decisions regarding the resource demand for SLA compliance
are derived using the EMLM, a mathematically grounded tool that guarantees transparency in its
operations. These decisions are fully traceable to the corresponding SLA requirements (e.g., blocking
probability below 1%). Finally, privacy and data governance is also addressed, since the experimental
evaluation relies on an open-source dataset containing non-sensitive data. As a result, the evaluation is
based on unbiased data that does not incorporate any discriminatory or sensitive information.

4.5 Summary of Results and KPIs

In (supervised) machine learning applications for science and engineering, simple point predictions are
insufficient; instead, models must quantify their own confidence, distinguishing between the two
fundamental types of uncertainty, aleatoric and epistemic (or systematic) [36] Aleatoric uncertainty
captures the irreducible, inherent noise in the measurement process or the phenomenon itself, which
no amount of additional training data can reduce. In contrast, epistemic uncertainty reflects the model's
lack of knowledge due to finite or limited training data, representing a reducible error that can be limited
by collecting more informative samples or refining the model architecture. Acknowledging both forms
of uncertainty permits scientists to treat a neural network not as a deterministic black box, but as a
reliable tool for discovery, where high epistemic uncertainty directs further experimentation and high
aleatoric uncertainty informs the inherent limits of predictability.

In the proposed framework, aleatoric (data-inherent noise) uncertainty is captured directly and
efficiently by “GAD” - the parametric output layer of the DL model that predicts both mean and variance
of the forecast. This is a frequentist, single-pass method that models the irreducible randomness in the
time series. Epistemic (model ignorance) uncertainty, on the other hand, is not explicitly represented
by GAD alone, because it does not place distributions over model weights, like it happens with Bayesian
methods, or approximate Bayesian methods like MCD. With MCD, by keeping dropout active atinference
and performing multiple stochastic forward passes, we approximate a Bayesian posterior over the
model parameters. This renders the MCD method slower at inference (multiple runs), but capable of
expressing both types of uncertainty. In addition, purely Bayesian methods also model epistemic
uncertainty, but they are frequently computationally infeasible for large models and real-world tasks.
The proposed hybrid intuition of ours, is that GAD can be combined a posteriori with model calibration
and conformal prediction to adjust for coverage gaps, thereby offering a fast, frequentist alternate to
Bayesian inference and sampling that still provides rigorous uncertainty bounds, albeit with different
trade-off between inference speed and the richness of uncertainty quantification or representation. In
our experiments, we illustrate that the GAD and posterior UQ optimization techniques are at least
yielded non-inferior methods, while often superior, compared to MCD.

As a general remark, it can be observed that the incorporation of the proposed framework to NCF can
significantly improve dependable monitoring, inducing improved compliance of SLAs to the users
requiring for service. In the same manner, the minimal capacity range (max - min) achieved indicates
more efficient resource exploitation compared to conventional solutions. Therefore, the adoption of the
framework described constitutes a significant aspect in enhancing the credibility and the robustness of
the “Observability” component of the NCF.
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5 Conclusions

This deliverable presented the final outcomes of Task 4.2 on JCAS services, data integration and
preparation mechanisms, and dependable monitoring and forecasting of the resources available at the
Deep Edge for the NCF. The reported results demonstrate the successful design, implementation, and
validation of the key components required to support Al-native, intent-driven, and dependable service
orchestration at the Deep Edge.

A first major achievement concerns the development and validation of the STEP orchestration
framework for the deployment and management of composite edge applications. Through extensive
emulation on a Kubernetes-based testbed, STEP demonstrated the ability to efficiently orchestrate
multi-microservice applications while balancing user QoS and infrastructure resource utilization.
Compared with state-of-the-art alternatives, STEP consistently achieved superior overall performance,
delivering up to 50% lower deployment costs, up to 50% higher application quality, savings of
approximately 15% in radio resources, and request success rates exceeding 90%. Furthermore, the
solution maintained near-optimal behaviour in small-scale scenarios and proved scalable and effective
in large-scale multi-user environments. A second key outcome is the definition and validation of the
JCAS Local Domain architecture and its integration with the NCF. The proposed framework enables the
dynamic deployment and orchestration of sensing microservices through standardized interfaces,
allowing localization and ranging functions to be exposed as reusable network capabilities. Simulation
results based on detailed propagation models show that the proposed localization service can satisfy
stringent service requirements, achieving High-SLA positioning accuracy with uncertainty below +25
cm and confidence levels above 90%.

The deliverable also validated the interoperability mechanisms required to integrate JCAS-generated
data into the Al-driven components of the NCF. The developed JCAS Client and Data Preparation pipeline
successfully transformed heterogeneous sensing outputs into structured and ML-ready datasets. The
preprocessing framework achieved complete removal of missing values and invalid records while
improving data consistency and interoperability.

Finally, the deliverable presented performance and validation results for the dependable monitoring
and forecasting framework based on Trustworthy Al principles. The results demonstrate that the
proposed solution enables reliable prediction of resource demand while explicitly accounting for
uncertainty. Experimental results showed excellent forecasting performance across multiple traffic
classes and models, with forecasting errors consistently remaining below widely accepted operational
thresholds. The integration of uncertainty-aware predictions into SLA-oriented resource allocation
processes demonstrates a practical path toward dependable and fully autonomous resource
management in future 6G systems.
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