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Executive Summary 
This deliverable, D4.6 “Final Report of DMO Integration,” details the final integration of the NCF’s 
internal components and their readiness to deploy service intents in response to DMO requests on the 
6G infrastructure. Building on the architectural foundations established in D2.5, as well as the enablers 
and initial integration described in D4.1, D4.2, and D4.3, this report explains how the NCF components 
have been integrated and implemented into a comprehensive framework. The latter supports the entire 
lifecycle of resource intents, including receiving DMO requests, translating them into infrastructure-
level configurations, enforcing those configurations, and providing closed-loop assurance. 

The deliverable follows the Distributed Intent-driven Management and Orchestration (DIMO) 
framework, where service management and resource management are separated across the t-DMO, the 
DMO, and the NCF. In this framework, the NCF acts as the abstraction layer that receives TMF921-
compliant resource intents from the DMO, translates them into infrastructure-level actions, and 
manages their lifecycle across heterogeneous Local Management and Orchestrator (LMO) domains. This 
deliverable complements the integration of the t-DMO and DMO components as reported in the WP3 
deliverables D3.2 and D3.4. 

A key aspect of this work is the realisation of the NCF using OpenOP, an open-source ETSI Operator 
Platform. OpenOP provides standardised TMF921 APIs on its northbound interface and connects to 
diverse infrastructure on its southbound interface through a set of technology-specific transformation 
and translation functions. In addition to the existing Kubernetes transformation function supported by 
OpenOP, we have developed two new translation functions for SD-WAN and JCS. These functions map 
resource intents, expressed in TMF921 format, to the native APIs of their respective LMO domains. The 
Resource Intent Translation workflow manages the validation, decomposition, classification, and 
deployment of these intents through a two-phase (Day 0/Day 1) processing pipeline. 

The deliverable also presents the Zero-Touch Closed-Loop Operations framework, supporting intent 
SLA at the NCF level, which aims to maintain robust and reliable network operation by ensuring that the 
network consistently supports the fulfilment of user intent. The SLA adherence mechanism comprises 
two AI-driven functions: the SLA Analytics function leverages Trustworthy AI models for predicting 
traffic demand and proactively assessing whether the network can fulfil the user intent, and the SLA 
Assurance function, which utilises this assessment to perform AI-driven rescheduling and task 
migration actions aimed at guaranteeing SLA compliance. 

In addition, the deliverable presents the Anomaly Detection and Remediation component, which detects 
faults in the network operation, constructs structured alerts, and triggers an LLM-powered autonomous 
agent to manage remediation. The component leverages a telemetry function for runtime evidence 
collection, an actuation function implemented through Model Context Protocol (MCP) integrations, and 
a reporting function. 

D4.6 documents the transition from the initial architecture described in D2.5, as well as the software 
modules and interface definitions outlined in D4.3, to an integrated NCF release based on OpenOP, the 
ETSI SDG software. This deliverable, together with D3.4, will serve as the foundation for the 6G-Intense 
software components, t-DMO, DMO and NCF, which will be integrated and demonstrated in the WP5 
PoCs. 

 

 

 

 

 

 

 

It has to be noted that the aim of this deliverable is the description of the integration and 
development of the NCF components. Evaluation of the integration will be done through PoCs. 
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1 Introduction 
The primary objective of the 6G-INTENSE project is to propose a new system architecture for 6G, 
positioning it as a “Smart Service Execution Platform.” Within Work Package 4 (WP4), the 6G-INTENSE 
project seeks to define the necessary enablers, algorithms, and their integration to achieve the following: 

• Separation of service and resource management using the concept of Domain Management and 
Orchestrator (DMO), Network Compute Fabric (NCF), and Local Management Orchestrator 
(LMO). 

• Leverage emerging sensing capabilities to increase the dependability of the Deep Edge. 
• Native AI toolkit that defines the needed functions for Intent Management: 

o Intent lifecycle handling: LLM, Reasoning function 
o Closed Control Loop (CCL): Reinforcement Learning with Human Feedback (RLHF) 

• Novel and programmable overlay networking technologies for Compute Inter-Connection (CIC) 
using SD-WAN. 

In the first period of the project, Deliverables D4.1 and D4.2 presented a set of enablers for the NCF, 
comprising algorithms and solutions covering JCAS, SD-WAN, resource exposure, and the edge-cloud 
continuum manager. Deliverable D4.3 then documented the initial implementation and integration 
efforts related to the NCF, with components implemented as stand-alone building blocks and validated 
within their respective local testbeds.  
This deliverable, D4.6, marks the final phase of integrating NCF components and completing the 
software implementation of the NCF, as developed in Task T4.4, “Integration of DMO and abstraction 
frameworks.” Drawing on all previous results, D4.6 brings together the NCF components into a single, 
validated framework. This deliverable presents the implementation of NCF using OpenOP, an open-
source ETSI Operator Platform. It provides a comprehensive overview of the translation functions, and 
the zero-touch closed-loop operations . While D4.3 described the initial implementation and integration 
of NCF, this document (D4.6) reports on the final integrated solution realised through OpenOP. It 
includes a complete specification of the northbound and southbound interfaces within the OpenOP-
based NCF, supporting heterogeneous LMO domains such as Kubernetes, SD-WAN, and JCS. 
 

1.1 Mapping 6G-INTENSE Outputs 

The purpose of this section is to map 6G-INTENSE Grant Agreement (GA) commitments, both within the 
formal Deliverable and Task description, against the project’s respective outputs and work performed 
(Table 1). 

Table 1: Adherence to 6G-INTENSE GA Deliverable & Tasks Descriptions 

6G-INTENSE 
Task No. and 

Title 

6G-INTENSE GA Task 
Description 

Respective 
Document 
Chapter(s) 

Justification 

DELIVERABLE 

Deliverable 4.6 - Final report of the proposed solutions for the integration of DMO, tenant DMO 
and abstraction framework  

TASKS 

Task T4.4 – 
Integration of 
the DMO and 
abstraction 
frameworks 

This task will perform 
the integration of the 
DMO and Network-
Compute Fabric 
Continuum framework, 
while leveraging the 
HRL framework from 
T3.2 for cross-domain 

All the document Section 2: presents the final NCF 
implementation via OpenOP, 
detailing the Kubernetes, SD-WAN, 
JCS, and Resource Intent translation 
functions and their 
northbound/southbound interfaces.  

Section 3: describes the Zero-Touch 
Closed-Loop Operations, covering 
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intent propagation and 
coordination. Thus, a 
fully integrated 
framework that delivers 
unified controllability 
and conflict resolution 
across Autonomous 
Domains will be 
delivered, ready for 
deployment and PoC 
validation. This 
integration effort will 
also involve the 
development of the 
interfaces of the unified 
DMO framework, 
southbound and 
northbound interfaces 
that will allow intent to 
be propagated towards 
the Infrastructure 
Plane, leveraging on 
and extending the 
relevant TMForum APIs. 

SLA Analytics, SLA Assurance, and 
the Anomaly Detection and 
Remediation agent, enabling 
autonomous intent lifecycle 
management. 

 

1.2 Deliverable Overview and Report Structure 

This deliverable is structured to present the final integration status of the DMO, tenant DMO, and the 
abstraction framework (i.e., NCF). A brief overview of the structure of the rest of the document is 
detailed as follows:  

• Section 2 presents OpenOP as the foundation of the NCF. It describes the final NCF architecture 
and details the complete set of transformation and translation functions developed to interface 
with heterogeneous LMO domains, covering the Kubernetes transformation function, the SD-
WAN translation function, and the JCS translation function.  

• Section 3 describes the Zero-Touch Closed-Loop Operations. It presents the SLA Adherence 
mechanism, comprising the SLA Analytics and SLA Assurance function, and the Anomaly 
Detection and Remediation component, which together enable autonomous monitoring and 
corrective action within the NCF. 

• Finally, Section 4 presents the conclusions of the deliverable. 
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2 OpenOP as Network-Compute Fabric foundation  
2.1 Architecture and design of OpenOP 

The implementation of the proposed solution is developed under the scope of ETSI Software 
Development Group OpenOP (SDG OOP)  [1] which delivers an Open-Source Operator Platform enabling 
operator network and testbed federation, along with standardised capability exposure APIs. SDG 
OpenOP will leverage existing GSMA requirements and APIs for federation, will expose CAMARA service 
APIs, while also enabling integration with a broad range of southbound platforms such as Kubernetes, 
3GPP NEF, ETSI MEC and NFV Orchestration. The initial version of the ETSI OOP was developed in the 
framework of the SNS-JU SUNRISE-6G project. 

OpenOP is the first open-source implementation of an Operator Platform (OP) that enables application 
providers, developers and researchers to consume telecom network and edge cloud capabilities through 
standardised APIs, without requiring knowledge of the underlying operator infrastructure. It further 
supports inter-operator federation, allowing application providers to access capabilities and resources 
across multiple Operator Platform instances via an East/Westbound Interface (E/WBI). The 
architecture of native OpenOP is depicted in Figure 1. 

 

Figure 1: OpenOP Architecture 

The main components of OpenOP are the following: 

• AI Module (AI²): An AI-native interface to the Operator Platform, enabling natural language 
interaction and AI-driven automation.  It exposes the platform's NBI capabilities to AI agents and 
LLMs. It enables AI-driven automation (e.g. deploying Application Instances, managing 
federation, or querying Availability Zones via natural language), supports agentic workflows 
that combine multiple CAMARA APIs in sequence and allows operators and application 
providers to interact with the platform through natural language instead of direct API 
integration. It consists of two components: 

o MCP Module: implements an MCP server that wraps CAMARA APIs as callable tools, 
enabling integration with AI agent frameworks 

o AI Agent: a lightweight backend that allows users to interact with the Operator 
Platform through natural language, delegating to the MCP Module for execution. 

• Portal: A web-based management interface for the Operator Platform. It is used by operators, 
developers and application providers to interact with the Operator Platform through a 
browser via an intuitive GUI. It communicates with the OEG over the Northbound Interface. 
The Portal provides: 
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o API Catalogue: Allows browsing the CAMARA APIs exposed by the platform, with live 
Swagger UI for direct API exploration 

o Application Profiles: Allow to register, update and remove application metadata, 
including image paths, port specifications and resource requirements 

o Deployments: Allow to deploy registered Application Instances to a target Edge Cloud 
Availability Zone and monitor their live status 

o Federation Management: Allows viewing and managing inter-operator federation 
agreements and shared Availability Zones. 

• Open Exposure Gateway (OEG): It acts as the single Northbound Interface entry point, 
exposing CAMARA APIs to Application Providers. It exposes the platform to Application 
Providers via standardised CAMARA APIs over the Northbound Interface (NBI), providing a 
uniform interface that abstracts the complexity of the underlying operator infrastructure. All 
Application Provider requests are received here and routed to the appropriate internal 
component. OEG is responsible for: 

o Application metadata registration, retrieval and removal 

o Application Instance instantiation and termination 

o Network capability exposure (QoS session management, traffic influence) 

o Routing federation requests to the Federation Manager 

• Service Resource Manager (SRM): The brains of the platform, managing application lifecycle 
and translating technology-agnostic requests into technology-specific actions. The SRM receives 
technology-agnostic requests from the OEG and translates them into technology-specific 
southbound actions by selecting and invoking the appropriate Transformation Function for the 
target Availability Zone. It manages the full lifecycle of Application Instances and artefacts on 
behalf of the platform. SRM is responsible for: 

o Storage and lifecycle management of application artefacts 

o Application Instance instantiation, monitoring and termination 

o Selection of the appropriate Transformation Function for each request 

o Support for multiple heterogeneous Edge Cloud technology stacks simultaneously 

• Transformation Function SDK: Technology-specific adapters implementing the Southbound 
Interface, enabling support for heterogeneous Edge Cloud and network infrastructure.  
Transformation Functions map technology-agnostic NBI requests (passed via the SRM) to the 
corresponding Southbound Interface (SBI) API calls for the target infrastructure, ensuring the 
rest of the platform remains infrastructure-agnostic. Each SBI adapter translates a standardised 
platform request into the native API of a specific Edge Cloud or network infrastructure 
technology e.g. Kubernetes, i2Edge. 

• Federation Manager: Manages inter-operator federation agreements and shared Availability 
Zones, enabling cross-operator resource sharing. It enables interconnection between multiple 
Operator Platform instances operated by different operators. Two instances communicate over 
the East/Westbound Interface (E/WBI). In federation scenarios, one instance acts as 
the Leading OP, initiating and owning the request on behalf of an Application Provider, while the 
other acts as the Partner OP, fulfilling the request using its own infrastructure and Availability 
Zones. The Federation Manager is responsible for: 

o Establishing, maintaining and terminating federation agreements between Operator 
Platforms 

o Synchronising Availability Zone and resource catalogue information with Partner Ops 

o Transferring application artefacts to the Partner OP 
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o Managing Application Instance lifecycle on the Partner OP's infrastructure via the 
E/WBI. 

2.1.1 OpenOP Extensions 

Among the native OOP version’s components as described above, the following extensions have been 
made during the 6G-INTENSE project to support the NCF operations, which are also summarized in 
Table 2: OOP Components Extensions. 

• Open Exposure Gateway (OEG): The OEG module has been extended at the Northbound 

Interface to be compatible with TMF921 standards and accept TMF921-based resource intents, 

additionally to the already supported CAMARA requests. These resource intents may target 

either Cloud/Edge resources (K8s) or Deep Edge Resources (JCAS). OEG’s operation after the 
extensions is detailed in Section 2.5.   

• Service Resource Manager (SRM): The SRM module has been extended to support the 6G-

INTENSE resource intents translation to network configurations as well as the CCL that is 

responsible for the intent’s LCM. More specifically: 

o An Intent Handler has been developed and integrated into SRM, which validates and 

decomposes TMF921 K8s resource intents and classifies them into gold and silver tiers, 

according to the intent’s requirements. Also, regarding TMF921 JCAS resource intents, it 

accepts them in triplets and performs validation and decomposition. More details can be 

found in Section 2.5. 

o A Zero-Touch CCL Operations component has been integrated into SRM, including an 

SLA Adherence mechanism which performs SLA analytics and SLA assurance to 
guarantee compliance. More details can be found in Section 3. 

• Transformation Function SDK: It has been exploited to implement a K8s transformation 

function, translating K8s resource intents to K8s configurations, as well as a JCAS translation 

function, extracting appropriate parameters from multiple JCAS resource intents and 
concatenating them into a single JSON structure used as input in JCAS resource requests. More 

details can be found in Sections 2.2 and 2.4 respectively. 

Table 2: OOP Components Extensions 

OOP Module Description of vanilla version 
Extensions for 6G-

INTENSE NCF 

AI Module (AI²) AI-native interface to OOP, enabling natural 
language interaction and AI-driven 
automation 

N/A 

Portal Web-based management interface for OOP N/A 

Open Exposure Gateway 
(OEG) 

The NBI entry point, exposing CAMARA 
APIs to Application Providers 

TMF921 Resource 
Intents compatibility 

Service Resource Manager 
(SRM) 

The brains of the platform, application 
LCM, technology-agnostic requests 
translation into technology-specific actions 

TMF921 Intent 
Handler, Gold/silver 
tier classification of 
resource intents, CCL & 
SLA Adherence 
integration 

Transformation Function 
SDK 

Technology-specific adapters 
implementing the SBI, enabling support for 
heterogeneous infrastructure 

TMF921-based K8s 
and JCAS translation 
functions 
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Federation Manager Manages inter-operator federation 
agreements and shared Availability Zones 

N/A 

2.2 Transformation function for Kubernetes 
The Kubernetes transformation function includes the end-to-end processing of a TMF921 resource 

intent aimed to request resources through Kubernetes into an onboarded application descriptor 
enriched with an infrastructure placement tier. The function consists of two tightly coupled operations: 

• Intent Onboarding Transformation 

• Resource-Based Tier Classification  

Together, they convert a semantic intent expressed in RDF/Turtle (TM Forum Intent Common Model) 

into a structured application onboarding request, while deriving a deployment tier used for 

infrastructure placement decisions. 

The high-Level transformation pipeline is as follows: 

TMF921 Intent (RDF/Turtle) -> Intent Graph Parsing (ICM + LOG ontologies) -> Property Extraction 

(decoded intent) -> Tier Calculation (gold / silver classification) -> Application Onboarding Descriptor 
Generation -> Application Catalogue Onboarding 

The transformation receives a TMF921 resource intent containing a semantic expression encoded as 

RDF/Turtle, following the TM Forum Intent Common Model (ICM) and depicted in Figure 2, Figure 3, 
and Figure 4. 

 

Figure 2: Kubernetes resource intent (1st part) 
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Figure 3: Kubernetes resource intent (2nd part) 

 

Figure 4: Kubernetes resource intent (3rd part) 
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The transformation function parses the TTL expression into a Resource Description Framework (RDF) 

graph structure, extracting all ICM:PropertyExpectation instances from the graph and then traversing 

the logical constraints structured as: 

PropertyExpectation 

   └── allOf 

         └── equals 
               └── valuesOfTargetProperties 

Each property is resolved into a key-value representation, resulting in the decoded intent structure, 

which is a flattened intent dictionary and its format is depicted in Figure 5. 

 

Figure 5: Decoded resource intent 

Based on the decoded intent structure, the transformation function performs tier classification for the 
intent. The tier is derived using a resource-aware scoring model, which uses as input a subset of the 

decoded intent’s parameters, and specifically cpuRequest, cpuLimit, memoryRequest and memoryLimit.  

The transformation computes utilisation ratios for CPU and memory according to the following 
formulas: 

𝑐𝑝𝑢𝑅𝑎𝑡𝑖𝑜 =  
𝑐𝑝𝑢𝑅𝑒𝑞𝑢𝑒𝑠𝑡

𝑐𝑝𝑢𝐿𝑖𝑚𝑖𝑡
  and 𝑚𝑒𝑚𝑜𝑟𝑦𝑅𝑎𝑡𝑖𝑜 =  

𝑚𝑒𝑚𝑜𝑟𝑦𝑅𝑒𝑞𝑢𝑒𝑠𝑡

𝑚𝑒𝑚𝑜𝑟𝑦𝐿𝑖𝑚𝑖𝑡
 

Also, the CPU and memory demands are normalised against fixed system reference capacities according 
to the following formulas: 

𝑐𝑝𝑢𝑆𝑐𝑜𝑟𝑒 = 𝑚𝑖𝑛 (
𝑐𝑝𝑢𝑅𝑒𝑞𝑢𝑒𝑠𝑡

1000
, 1) and 𝑚𝑒𝑚𝑜𝑟𝑦𝑆𝑐𝑜𝑟𝑒 = 𝑚𝑖𝑛 (

𝑚𝑒𝑚𝑜𝑟𝑦𝑅𝑒𝑞𝑢𝑒𝑠𝑡

1024
, 1) 

These scores ensure bounded normalisation of resource demand. 

The final classification score is computed as a weighted function: 

𝑠𝑐𝑜𝑟𝑒 =  0.4 ⋅ 𝑐𝑝𝑢𝑆𝑐𝑜𝑟𝑒 + 0.4 ⋅ 𝑚𝑒𝑚𝑜𝑟𝑦𝑆𝑐𝑜𝑟𝑒 + 0.1 ⋅ 𝑐𝑝𝑢𝑅𝑎𝑡𝑖𝑜 + 0.1 ⋅ 𝑚𝑒𝑚𝑜𝑟𝑦𝑅𝑎𝑡𝑖𝑜 

The computed score is mapped to an infrastructure tier; gold tier, if score≥ 0.6, or silver tier otherwise. 

The decoded intent together with the derived tier (gold/silver) are transformed into an onboarding 
request in accordance with the internal database schema of the SRM, and the application metadata as 

well as the received intent are stored in OOP’s database for bookkeeping reasons. 

In order to complete the resources creation, a Day 1 request formatted as depicted in Figure 6 is sent to 
the OEG’s API. 

In the SRM, using the application identifier from the request of Figure 6, queries the Application 
catalogue to retrieve information regarding the application, such as name, provider, ports, tier, resource 
requirements and deployment metadata. Then, the catalogue entry is transformed into an internal 
deployment descriptor, which is in turn converted into the appropriate Kubernetes Deployment 
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resource and Service resource. The resources are finally created by Kubernetes. 

 

Figure 6: Day 1 request for OEG 

2.3 Translation function for SD-WAN 

The SD-WAN translation function is one of the domain-specific functions of the NCF Intent Handler. It is 
responsible for converting the SD-WAN overlay resource intent, expressed in the Intent Common Model 
(ICM), into the request that the SD-WAN Controller needs to establish the VXLAN overlay between the 
participating edge devices. The behaviour of the function is governed entirely by the overlay resource 
specification maintained in the Resource Catalogue, which declares, for each characteristic of the 
overlay, the way the corresponding value is to be derived and the field of the controller request to which 
it is assigned. Therefore, the translation is deterministic, and every value placed in the resulting request 
remains fully traceable to the originating intent or to a resource that has previously been onboarded in 
the catalogue. 

The translation function operates on the resource intents produced by the decomposition of the SD-
WAN service intent, which the NCF Intent Handler performs in accordance with the service catalogue 
entry SVC-CAT-001, yielding three resource intents corresponding to Edge 1, Edge 2 and the Overlay 
that interconnects them. The two edge resource intents carry no southbound action (southboundAction: 
none, activated automatically) and therefore yield no SD-WAN Controller configuration; they are 
transitioned to the ACTIVE state directly. The overlay resource intent is the one that drives a 
southbound call (POST /api/v1/overlays), and the field mapping described below applies to it. 

The overlay resource intent carries, in its ICM expression, the information necessary to describe the 
connectivity to be created between two registered edge devices: the tenant identifier, the overlay type, 
the tunnel mode, the set of participating edges (each identified by a device reference and a LAN interface 
reference), the underlay WAN identifier, and the service-level expectations expressed as latency and 
throughput conditions. These elements are read and reshaped by the function according to the rules 
declared in the catalogue. 

The sequence of operations performed by the function is depicted in Figure 7. 

The process is initiated when the DMO submits the SD-WAN service intent to the NCF Intent Handler in 
TMF921 form. The Intent Handler decomposes the service intent, in accordance with the catalogue, into 
the Edge 1, Edge 2 and Overlay resource intents; the two edge resource intents are transitioned to the 
ACTIVE state directly, and only the overlay resource intent proceeds to translation. For the overlay 
resource intent, the Intent Handler retrieves the corresponding overlay specification (catalogue entry) 
from the Resource Catalogue, which returns the associated translation rules. Applying these rules, the 
Intent Handler translates the ICM expression of the intent into the overlay payload and issues it to the 
SD-WAN Controller by means of a POST /api/v1/overlays request. The state of the overlay is 
subsequently verified through a GET /api/v1/overlays request and, once the controller reports the 
overlay as healthy, the overlay resource intent is transitioned to the ACTIVE state. This transition 
triggers the Intent LCM to instantiate the corresponding closed control loop in the MONITORING state. 



D4.6 Final report of DMO integration 

©6G-INTENSE  Page | 18  

 

Figure 7: SD-WAN intent translation flow 

The overlay resource specification (type sdwan:OverlayService) defines the controller endpoint (POST 
/api/v1/overlays), the source of the tenant identifier (icm:context.icm:tenantId), and a single 
translation rule for each characteristic of the overlay. The rules declared by the specification are the 
following: the overlay type, an enumerated value selected among IPv4Overlay, IPv6Overlay and 
SRv6Overlay and defaulting to IPv4Overlay; the tunnel mode, an enumerated value selected between 
VXLAN and SRv6 and defaulting to VXLAN; the underlay WAN identifier; the set of overlay slices, each 
describing one participating edge; and the latency and throughput service-level characteristics. Each 
rule specifies the ICM path from which the value is obtained, the operation to be applied, and the 
corresponding target field of the controller request.  

The operations referenced by the rules are four in number, and each performs a distinct function: 

• passthrough — the ICM value is copied to the target field without modification. This operation 
is used where the intent already expresses the value in the terms expected by the controller, as 
is the case for the tunnel mode. 

• stripPrefix — the ICM namespace or site prefix is removed to obtain the bare value required by 
the controller.  

• mapArray — an ICM array is expanded element by element, with a per-element sub-mapping 
applied to each entry. This operation constructs the overlay_slices array from the set of edges 
declared in the intent. 

• catalogue lookup — a reference contained in the intent is resolved against the onboarded 
resources to obtain a concrete value. The device reference (icm:device) and the interface 
reference (icm:interface) are resolved against the Edge Device entries to obtain, respectively, 
the device hostname and the LAN interface name, and the underlay WAN reference 
(icm:underlayWanId) is resolved to obtain the underlay WAN identifier.  

Two values are produced outside these operations. The overlay name is generated locally by the NCF, 
derived from the intent identifier, rather than taken from the intent. The latency and throughput service-
level expectations, obtained from icm:intentExpectations, are extracted for validation purposes only: 
their target field is null, so they are not transmitted to the controller and are instead retained as the 
reference thresholds against which the overlay's closed control loop subsequently evaluates 
compliance. 

The resulting mapping is summarised in Table 3.  
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Table 3: Mapping of the SD-WAN overlay resource intent to SD-WAN Controller payload 

Controller field ICM source Operation 

tenantid context.tenantId passthrough 

overlay_name generated locally  - 

overlay_type parameters -> overlayType stripPrefix 

overlay_tunnel_mode parameters -> tunnelMode passthrough 

overlay_slices[](device_name, 
device_LAN_interface, 
undelay_WAN_id) 

edges (device, interface, 
underlayWanId refs) 

mapArray + catalogue lookup 

latencySLA_ms, 
throughputSLA_mbps 

intentExpressions (Latency, 
Throughput) 

passthrough – validation only 

The activation of the overlay resource intent is conditioned upon the response of the SD-WAN 
Controller. The overlay-creation request returns a successful response once the overlay has been 
created, and a failure response when the edges declared in the slices are not known to the controller. 
This behaviour is the rationale for resolving the slices exclusively against onboarded resources, so that 
only edges already registered within the domain are admitted into the request. Following a successful 
response, the overlay state is confirmed through the read endpoint (GET /api/v1/overlays, 
parameterised by the tenant identifier), and the overlay resource intent is transitioned to the ACTIVE 
state only once the overlay is reported as healthy. 

This transition forms part of the TMF921 resource intent lifecycle, which proceeds from ACK upon 
syntax validation, to IN PROGRESS when processing begins, to ACTIVE once the resource has been 
activated at the southbound interface, with FAILED in the event of an activation failure and 
TERMINATED upon deletion. The translation function operates during the IN PROGRESS phase, and the 
success of the southbound call — corresponding to the southbound-success activation condition 
declared in the catalogue — is the condition that permits the intent to reach the ACTIVE state and, in 
turn, the instantiation of its closed control loop. 

2.4 Translation function for JCS 
For the JCAS localisation services that can potentially be requested, three service level blueprints have 
been defined and are depicted in Table 4, from most to least demanding respectively. 

Table 4: JCAS Service Level Blueprints 

Parameter 
Service Level Notes 

1 2 3  

Service type Localisation Localisation   

Service level  1 2 3  

Service area A [m2] A [m2] A [m2] 

Service area (2D but it could be a volume - 
3D - as well). If 2D, it could be modelled as 
a rectangle/circle centred at xc,yc,zc, and 
with a given height/width 
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Precision 0.5 m 1 m 2 m 
Affects how many ranging functions must 
be instantiated 

Confidence 
level 

0.9 0.9 0.9 
 

Periodicity 3/min 2/min 0 
Every how many minutes the user's 
position must be returned 

Duration 10 min 5 min 0 (once) 
Time span during which the service will be 
active 

Max latency 0.2 s 0.5 s 1 s 
Max tolerable latency with which user 
positions must be returned 

Max user 
density 

10 no. 
users/m2 

15 no. 
users/m2 

20 no. 
users/m2 

Max. number of users for which localisation 
in the service area is needed. The maximum 
localisation execution rate (over all users in 
the area) in service requests/s then results 
to be: Max-user-density *A*Periodicity 

Shareability 1 / 0 1 / 0 1 
Whether the service can be shared (1) or 
not (0) with other services 

According to these service levels, three JCAS resource intents have been created respectively for each of 
them. Specifically, Figure 8 depicts the JCAS resource intent for Service Level 1, Figure 9 corresponds to 
Service Level 2 and Figure 10 to Service Level 3. 

 

Figure 8: JCAS Resource Intent for Service Level 1 
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Figure 9: JCAS Resource Intent for Service Level 2 

 

Figure 10: JCAS Resource Intent for Service Level 3 
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The State and Topology-aware Edge-MS Placement Manager (STEP-M), as described in the Deliverable 
4.2 [2], has been developed to accept App instance requests (as the result of a translated resource 
intents), deploy composite applications at the edge of the network, optimise resource allocation and 
handle changes in the application demands and resources availability. STEP-M receives JSON requests 
in the format depicted in Figure 11. 

Therefore, a JCAS translation function has been developed, in correspondence with the Kubernetes 
transformation function of OOP, which translates three JCAS resource intents (following the schemas of 
Figure 8, Figure 9, and Figure 10) to the JSON structure of Figure 11, extracting all necessary information 
from the intents and integrating them into the final request to STEP-M.  

 

Figure 11: The required JSON structure by STEP-M for JCAS instantiation 
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2.5 Resource Intent Translation through OEG/SRM extensions        

The resource intent translation process for Kubernetes resources is divided into two phases; Day 0 and 
Day 1, depicted in Figure 12 and Figure 13 respectively. 

Day 0 includes all the required operations that allow NCF to receive a TMF921-compatible resource 
intent for a CDN service request through Kubernetes and prepare for the respective resource’s 
instantiation, by classifying the request in tiers. More specifically, when the user sends a natural 
language request to t-DMO, it is translated to a service intent and forwarded to DMO, which in turn 
translates it to a resource intent and forwards it to NCF. The component inside NCF receiving the 
resource intent is the Open Exposure Gateway (OEG) of OpenOP. This module is responsible to perform 
an initial validation of the resource intent and forward it to Service Resource Manager (SRM), which is 
extended with a TMF921-compatible Intent Handler. SRM performs the intent decomposition, classifies 
the request as gold or silver tier according to the requested resources and reserves the necessary quota 
while also maintaining a mapping between them. 

 

Figure 12: Day 0 workflow for Kubernetes resource intent 

The next phase towards resources instantiation for the successful service delivery is Day 1, where the 
DMO follows up with a second request following the CAMARA standards exposed by the OOP OEG API. 
OEG is then able to map the request to the respective resource intent received on Day 0, retrieve the 
target tier and forward the CDN instantiation request to SRM. In turn, SRM plans the deployment based 
on the availability of resources and utilises the Transformation Function for Kubernetes to translate the 
request to Kubernetes configurations and deploy them on the appropriate Kubernetes cluster/node. 
The required CDN resources can then be found operational and functional. 
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Figure 13: Day 1  workflow for Kubernetes resource intent management 

For the request of JCAS resources, the translation of JCAS resource intents is depicted in Figure 14. A 
similar process is followed in all levels of the architecture from the vertical user to the t-DMO, DMO and 
finally NCF, which receives three JCAS resource intents corresponding to three different JCAS service 
levels as explained in Section 2.4. The “entry” component to NCF is again the OOP’s extended OEG. For 
each intent it performs an initial validation before forwarding it to SRM. Then, the Intent Handler of the 
extended SRM validates and decomposes the intents, and aggregates required parameters from all three 
intents to generate a final JSON data structure expected by the JCAS STEP-M orchestrator. The 
decomposed intent is then forwarded to STEP-M for further handling and resource allocation. 

 

Figure 14: Workflow for JCAS resource intent management 
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3 Zero-Touch Closed-Loop Operations  
The Zero-Touch Closed-Loop Operations are designed to maintain robust and reliable network 
operation and performance. Specifically, their principal objective is to ensure that the network 
consistently supports the fulfilment of user intent, and concurrently that it has the capability to detect 
and handle operational anomalies without degrading the Quality of Service (QoS) provided to the users.  

To achieve this, the Zero-Touch Closed-Loop Operations comprises two main functionalities: a) Service 
Level Agreement (SLA) Adherence, which operates as part of the Intent Lifecycle Management (LCM) 
module and focuses on fulfilling the user intent and b) Anomaly Detection and Remediation, which aims 
to ensure reliable and robust NCF performance. As is illustrated in Figure 15, the SLA Adherence 
mechanism is implemented within the Service Resource Manager module of the OpenOp and consists of 
two functions: the SLA Analytics and the SLA Assurance. The SLA Analytics function continuously 
monitors the network conditions in order to proactively evaluate whether the user intent will be fulfilled 
without violating SLA constraints. In case of detecting a potential risk of SLA violation, it triggers the 
SLA Assurance function to initiate rescheduling actions that aim to guarantee SLA compliance. 

As far as the Anomaly Detection and Remediation functionality is concerned, it is realised through a 
remediation agent, which resides in the AI2 module. Specifically, it continuously monitors system 
metrics and evaluates policy and threshold conditions to determine whether the system state deviates 
from acceptable operational bounds. In case of a breach detection, the mitigation process is activated, 
and the relevant incident context is also provided. Based on the system diagnostics, the agent 
determines whether a safe and effective remediation action can be applied. 

 

Figure 15: Implementation of the Zero-Touch Closed-Loop Operations in the OpenOp. 

3.1 SLA Adherence mechanism 

The SLA Adherence constitutes an LCM mechanism that aims to fulfil the user intent passed from the 
Intent Handler and it comprises two main AI-driven functions that operate in a closed-loop manner. 
Specifically, based on D4.2 [2] and D4.5 [3], the SLA Analytics function leverages Trustworthy AI models 
for predicting the traffic demand and proactively assessing whether the network can fulfil the user 
intent. Next, the SLA Assurance function, which was thoroughly described in D4.4 [4], utilises this 
assessment in order to perform AI-driven rescheduling actions aimed at improving network 
performance towards guaranteeing SLA compliance when necessary. A thorough analysis of these 
components is provided in Sections 3.1.1  and 3.1.2. Moreover, to highlight the interaction between these 
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functions, Table 5 is also provided that summarises the associated APIs. 

Table 5: SLA adherence APIs 

Interface 
Name 

Description Method/URL Input Output Notes 

SLA 
Analytics 

API 

Provides prediction of 
potential SLA violations 
based on telemetry 
traffic measurements. 

POST/ sla-
analytics 
/predict 

 

Telemetry 
traffic 
data  

 

Response body with 
predicted SLA 
violation indicator and 
associated confidence 
or severity metrics.  

 

SLA 
Assurance 

API 

 

Executes corrective 
actions to prevent SLA 
violations. 

 

POST/sla- 
assurance 
/prevention 

 

SLA 
violation 
indicator 

 

Response indicating 
whether the SLA 
violation was 
prevented. 

 

3.1.1 SLA Analytics function 

The SLA Analytics constitutes an AI-driven component that proactively evaluates whether the current 
network conditions are suitable to serve the user intent without SLA violation [2]. It employs an AI-
based predictor that forecasts the anticipated traffic demand in the next time slot by analysing historical 
time-series telemetry from application requests previously handled by the system. However, towards 
improving the dependability of the NCF, we leverage Trustworthy AI models instead of conventional AI 
models. Conventional AI models suffer from limited transparency and are not always able to provide 
certain estimates, leading to either over-confidence or under-confidence in their predictions. This 
uncertainty results in service under-provisioning or over-provisioning, which can induce SLA violations 
or system under-utilisation, respectively. On the other hand, Trustworthy AI addresses these issues by 
quantifying and calibrating predictive uncertainty and providing uncertainty bounds alongside each 
prediction [3] [5].   

Next, the SLA Analytics component utilises these predictions and evaluates whether the available 
resources suffice to serve the anticipated traffic and concurrently to meet the SLA requirements defined 
by the intent.  Relevant SLA metrics may include request blocking probability, resource utilisation, etc. 
If a potential SLA violation is detected, the SLA Assurance function is triggered to initiate appropriate 
risk mitigation actions. 

3.1.2 SLA Assurance function 

The SLA Adherence mechanism's decision-making and enforcement components are part of the SLA 
Assurance function. The SLA Assurance function converts the predictions from the SLA Analytics 
component into proactive corrective actions. It is important to point out that this subcomponent can 
integrate with other existing ML-based approaches such as LSTM, as previously demonstrated in 
deliverable D4.1 [6]. By dynamically adjusting task placement, task migration, and resource allocation 
choices along the Cloud-Edge Continuum, its primary goal is to stop SLA degradation before it impacts 
the operating service [4]. 

The proposed SLA Assurance function relies on an MAHL-based decision-making approach to 
proactively maintain SLA compliance across the Cloud-Edge Continuum. The proposed mechanism uses 
a two-level decision structure to combine global coordination with local decision-making. It employs a 
DDPG-based high-level manager to observe the global MEC state and provide coordination guidance, 
while DDQN-based agents make local task execution decisions such as local processing, MEC offloading, 
task migration, or cloud offloading. By combining global resource awareness with local responsiveness, 
the function can mitigate congestion, avoid overloaded nodes, support latency-sensitive services, and, 
in general, proactively ensure SLAs are not violated in 6G-based communications. 
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The SLA Assurance function serves as the control cycle's decision-making, creating a corrective action 
plan based on predicted SLA violations and the current telemetry context, which can then be used by 
the Service Resource Manager and converted into lifecycle-management actions, such as task 
rescheduling and task migration between MEC nodes. To confirm whether the SLA risk has been 
reduced, new telemetry is gathered and sent back to the assurance process once the chosen action is 
carried out. By connecting prediction, decision-making, feedback gathering, and post-action validation, 
the SLA Assurance function thereby completes the closed-loop process. 

3.2 Anomaly Detection and Remediation  

The anomaly detection and remediation component focuses on detecting anomalies in network 
operation and triggers appropriate remediation actions. Specifically, building on the work reported in 
D4.1  [6] and D4.4 [4], this module detects faults in the network operation, constructs structured alerts 
and triggers an LLM-powered autonomous agent to manage remediation. To enable this, the component 
leverages telemetry, actuation, and reporting functions. In more detail, the telemetry function consumes 
runtime evidence through Prometheus-compatible monitoring tools, including time-series metrics, 
node and pod resource indicators, and service topology context. In the actuation function operational 
actions are isolated behind a tool abstraction layer implemented on top of OpenOP through Model 
Context Protocol (MCP) integrations. MCP helps expose (and integrate) external tools with the LLM, 
allowing it to scale deployments, delete pods, or inspect the system state. These tools operate through 
an MCP integration interface to ensure policy compliance and encapsulate error handling. By presenting 
these actions through abstracted calls (e.g., kubectl_scale with target namespace and desired replica 
count), the LLM can issue safe changes, with low-level access abstracted by the OpenOP MCP interface. 
Additionally, safeguards and human approval workflows can be configured per tool to ensure that 
critical changes are carefully controlled and the system remains protected. When a breach is detected, 
the controller triggers the mitigation agent with the incident context. The mitigation agent queries 
telemetry through the Prometheus MCP server and requests live cluster diagnostics through the 
Kubernetes MCP server. These two evidence streams are normalised into an incident context that 
supports the agent's decision on whether a safe remediation action is available. If a safe action is 
available, the agent executes the remediation command set through the Kubernetes MCP server, which 
applies the mitigation via kubectl and returns updated cluster status. If no safe action is available, the 
workflow escalates to manual runbook steps rather than performing an unsafe automated change. In 
both cases, the controller validates post-mitigation recovery by re-querying metrics and recording the 
outcome, evidence, and final status. 
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4 Conclusions 
This deliverable presented the final integration of the DMO, tenant DMO, and the abstraction framework 
within the 6G-INTENSE architecture, as developed within Task T4.4. Building on the architectural 
foundations of D2.3 and D2.5, the enablers introduced in D4.1 and D4.2, and the initial integration 
reported in D4.3, the work reported in this document shows how the NCF concepts have been translated 
into a validated integration ready for proof-of-concept validation. 

The main technical contribution of the deliverable is the realisation of the NCF through OpenOP, an 
open-source ETSI Operator Platform. The complete set of transformation and translation functions 
covering Kubernetes, SD-WAN, and JCS domains, provides the southbound adaptation layer that enables 
the NCF to interface with heterogeneous LMO domains using TMForum TMF921-compliant resource 
intents. The Day 0 and Day 1 Resource Intent Translation workflow ensures that resource intents are 
validated, decomposed, and classified before being translated into technology-specific deployment 
configurations, supporting a broad range of southbound technologies across Kubernetes, SD-WAN, and 
JCS domains. 

The deliverable also reported the Zero-Touch Closed-Loop Operations framework. The SLA Adherence 
mechanism, comprising SLA Analytics for predictive SLA monitoring and SLA Assurance for proactive 
corrective action, together with the Anomaly Detection and Remediation component, provides 
autonomous monitoring and self-healing capability within the NCF. These components operationalise a 
continuous observe-detect-act cycle, enabling the NCF to proactively detect potential SLA violations and 
autonomously trigger corrective actions without manual intervention. 

Overall, the work presented in this deliverable demonstrates the progression of the NCF components 
from initial building blocks and interface definitions reported in D4.3 to a complete, standards-aligned, 
and integrated framework. The results confirm that the NCF components have been fully integrated 
within the 6G-INTENSE architecture.  

NCF is ready now to be integrated with DMO and LMO (SD-WAN, JCS, Kubernetes) to create the end-to-
end DIMO vision of the 6G-INTENSE, which will be demonstrated in WP5 PoCs. 
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