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Abstract—We present a novel methodology for trustworthy
network intrusion detection in 6G zero-touch environments by
uniting evidential deep learning (EDL) and tabular foundation
models (TFM). Two models, a standard MLP and a modern
TabICL TFM, are augmented with probabilistic outputs, using
either a (frequentist) Dirichlet-based output or an (approximate
Bayesian) Monte Carlo dropout (MCD) technique. A post-hoc
uncertainty quantification (UQ) pipeline, comprising the model
calibration method and the conformal inference method is then
employed to produce reliable uncertainty estimates. The quality
of the ensuing uncertainty-aware outcomes is evaluated using an
uncertainty confusion matrix and two key metrics: True Certain
Ratio (TCR) and False Certain Ratio (FCR). Extensive testing
demonstrates that the anticipated pipeline successfully reduces
overconfidence while retaining competitive detection accuracy.
Findings indicate a trade-off between the two key metrics; most
important, the UQ pipeline drastically reduces the undoubtedly
most dangerous false-certain failure cases. Linear regression is
further utilized to assess the influence of various factors on the
observed metrics, giving insight into the repeatability and the
interpretability of the framework, and inter alia revealing the
superiority (or atleast the non-inferiority) of the Dirichlet-based
output method combined with the TabICLv2 TFM, in terms of
trustworthiness.

Keywords—6G network intrusion detection, ZSM, trustworthy
Al, evidential deep learning, foundational deep learning, TabICL.

I. INTRODUCTION

The dawn of 6"-generation (6G) wireless communication
systems is poised to transcend current networks, ushering in
an era defined by the convergence of physical, digital, and
human realms. Unlike its predecessors, 6G is envisioned to
deliver extreme performance KPIs, such as Tbps-level peak
data rates, sub-ms latency, and massive connection densities,
while moreover integrating sensing, computing, and artificial
intelligence (Al) as native network functions [1]. But this
vision introduces an unprecedented complexity through
heterogeneous space-air-ground-sea architectures, and with a
disaggregated virtualized infrastructure. To administrate this,
Zero-Touch Service Management (ZSM) aims to automate
network orchestration, monitoring, and optimization with no
human intervention. As ZSM boosts operational efficiency,
this expands the attack surface, since automated management
loops and open interfaces such as O-RAN can be exploited by
adversaries [2]. Traditional security models are inadequate in
such untrusted environments since they assume implicit trust
for the entities within the network boundaries.

The paradigm shift towards autonomous, software-driven
6G networks greatly expands the attack surface, introducing
vulnerabilities that the traditional perimeter defenses cannot
suitably address. Pervasive Al enables zero-touch automation
but introduces risks like data poisoning and model evasion, as
complex, mixed, heterogeneous devices, from IoT sensors to
non-terrestrial nodes, create countless entry points [3].
Likewise, trust-enabling technologies such as blockchain and
long cryptographic keys impose substantial computational
and energy overheads, challenging 6G sustainability. In such
complex, dynamic environments, it is necessary for network
intrusion detection systems (NIDS) to go beyond signature-
based methods to proper anomaly-based methods that learn
normal behavior and identify deviations in real time. A usual
challenge is the lack of standardized, representative datasets,
as existing NIDS datasets suffer from feature heterogeneity
and unrealistic traffic patterns, limiting generalizability [4].
Few recent efforts have converted benchmark datasets like
UNSW-NBI15 and CIC-IDS2017 to NetFlow formats, aiding
fairer evaluation across attack scenarios [5]. Collectively, all
these developments in dataset standardization and behavioral
modeling provide the basis for trustworthy, Al-driven NIDSs,
capable of securing the complex ecosystems of 6G networks.

Given the requirement for dynamic, zero-trust security in
6G, NIDSs must detect known attacks and operate reliably
under uncertainty. This places trustworthy Al - characterized
by interpretability and accurate uncertainty quantification
(UQ) - as a cornerstone of 6G security [6]. Explainable Al
(xAI) methods such as SHAP and LIME have emerged as
essential tools for “unlocking the black box” of deep-
learning-based (DL-based) intrusion detection, therefore
enabling operators to understand why an access request was
denied or a traffic flagged as malicious [7]. Nonetheless,
explanation alone is insufficient since any trustworthy model
must also know its knowledge limits. From that perspective,
UQ distinguishes between aleatoric (data) uncertainty, which
is irreducible, from epistemic (model) uncertainty, which
stems from the limited data or distributional shift and can be
reduced with more training data [8]. Bayesian neural
networks (BNNs) provide a principled UQ framework, but
their computational overhead limits real-time 6G deployment
[9]. Evidential deep learning (EDL) addresses this by placing
higher-order priors (Dirichlet) over the likelihood, enabling a
single forward pass (BNNs require multiple inference passes)
to generate predictions with confidences [10]. A sampling-
free approach gives a compelling foundation for building
accurate and reliable NIDSs for 6G environments (Fig. 1).
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Fig. 1. Architecture of a NID system for a 6G ZSM networking framework. The classification part that utilizes a TFM has a significant role in the framework.

To train, execute, and evaluate a reliable Al-based NIDS,
we employ a newly-established tabular foundation DL model
for data classification. To the best of our knowledge, this is
the first time that the tabular foundational learning (TFL) and
EDL have been jointly exploited to construct a 6G NIDS for
ZSM operations. TFL performs the prediction, while EDL is
charged to accomplish the uncertainty quantification part in
real time. Moreover, these two DL-related methodologies are
combined in a common DL architecture; this feature ensures
low inference latency. The TFL model is finally compared
against a common DL model (MLP), which is also combined
with EDL for UQ purposes. The remainder of this manuscript
is organized as follows: Section II provides all the theoretical
background and indicative prior relevant work that surrounds
the methodology that is described in Section III. Section IV
provides experimental design and its performance validation.
Section V discusses and concludes, finally, several findings.

II. BACKGROUND AND PRIOR WORK

The background and prior work of the study are related to
learning with tabular data, and also with UQ methods in DL.

A. Learning with Tabular Data in the Foundational Era

For over a decade, tree-based ensemble methods, notably
Random Forests, XGBoost, LightGBM, and CatBoost, have
remained the unquestionable gold standard for (supervised)
learning on tabular data, consistently outperforming DL (i.e.,
deep neural networks) [11] throughout real-world regression
and classification tasks [12]. Despite the remarkable success
of DL in many homogeneous fields, such as computer vision
and natural language processing, tabular data present unique
challenges: features lack spatial or semantic structure, data
often contain mixed numerical and categorical characteristics
with varying cardinalities, while sample sizes are frequently
modest; these features weaken the inductive biases that make
convolutional or recurrent architectures effective elsewhere.
Hence, even a well-tuned multilayer perceptron (MLP) or any
ResNet-style model struggles to match the robustness of
gradient-boosted trees that natively manage heterogeneous
features, missing values, and irregular target functions. Yet, a
paradigm shift is currently underway with the emergence of
tabular foundation models (TFMs) like TabPFNv2, TabICL,
and the recently introduced TabICLv2 [13]. Unlike previous

DL approaches, which are trained from scratch on a single
dataset, these models adopt a prior-data fitted network (PFN)
framework: they are pre-trained once on millions of synthetic
data samples that are produced with structural causal models
and diverse random functions and then perform in-context
learning at inference time. Given a training set and few query
samples as input, the Transformer-like architecture directly
outputs the predictions without gradient updates, effectively
“learning to learn” from the context. This new paradigm
fundamentally redefines the tabular modeling pipeline:
hyperparameter tuning becomes minimal, the inference is a
single forward pass, and the same pre-trained weights can be
applied across datasets of varying sizes and characteristics.
TabICLv2 advances this line of work further by presenting a
few architectural innovations, thus achieving state-of-the-art
performance on benchmarks (like TabArena).

B. Uncertainty Quantification Methods in 6G Networks

The mounting complexity and dynamism of 6G networks,
compounded by the inherent “black-box” nature of many DL
models, has made uncertainty quantification (UQ) a critical
component of trustworthy network automation [14]. Without
proper UQ, predictive models, whether for traffic forecasting,
resource provisioning, or intrusion detection, might produce
overconfident yet erroneous estimates, leading to violations
of service level agreements (SLAs) [15], inefficient resource
allocation, or undetected security breaches. A prominent
application is traffic-driven service provisioning, where the
DL models are used to forecast future network load to
proactively allocate bandwidth. As point predictions alone are
deficient here, prediction intervals that capture both model
(epistemic) and data (aleatoric) uncertainty are essential to
prevent under- or over-provisioning. Approaches of
probabilistic DL (which return intervals) allow network
operators to select confidence levels (e.g., 90%, 95%, 99%)
that balance resource efficiency against QoS requirements.
Beyond regression tasks, UQ is essential for classification
problems as well, which underpin 6G functions such as
network slicing admission, mobile edge computing (MEC)
task offloading, and intrusion detection. A frequentist
probabilistic ~ framework  fusing model calibration
(temperature scaling to minimize expected calibration error)
and conformal prediction (to construct distribution-free, non-



parametric, coverage-guaranteed credible intervals) [16], has
been shown to boost the reliability of tabular data classifiers.
The latter study, which is a predecessor of the present study,
not only applies a complete UQ pipeline for classification (as
illustrated in [17]) in 6G-related operations; it also serves as
a seminal benchmark for assessing quantitative metrics for
evaluating uncertainty-aware classification in 6G networks.

III. DESCRIPTION OF METHODOLOGY

Two tabular DL-based classifiers were used for prediction
in the proposed NIDS and compared: an MLP and a TFM,
namely TabICLv2. They are modified to probabilistic models
in two ways: utilizing a frequentist evidential approach called
DIR that introduces a Dirichlet-distribution-based output gate
of each classifier, and also a semi-Bayesian approach referred
to as the Monte Carlo dropout (MCD). Next, the UQ pipeline
(see Fig. 2) employs two sequential optimization operations:
model calibration and conformal inference. Finally, the NIDS
comparative evaluation is done via an uncertainty confusion
matrix (UCM), mimicking the conventional confusion matrix
(CM) in DL, and several of its resulting performance metrics.
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Fig. 2. Pipeline description of the anticipated UQ framework using TFMs.

A. Deep Learning Modeling (Evidential and Foundational)

Two DL classifiers are used to compare conventional
neural learning with modern TFMs for implementing NIDS.
The first is a multilayer perceptron (MLP) implemented in
PyTorch: it is a fully connected feed-forward neural network
having 2 hidden layers containing 128 and 64 neurons, ReLU
activation functions, dropout of 20% between hidden layers,
and AdamW optimization. It is trained using a batch size of
64, a learning rate of 0.001, early stopping with a patience of
5 epochs, and a maximum of 200 epochs. The second is the
recently introduced TabICLv2 TFM, accessed through its
publicly available open-source implementation [18]. Unlike
the MLP, TabICLv2 is used as a frozen pretrained model
trained on millions of synthetic data samples, performing in-
context learning, receiving the training dataset as context, and
creating the predictive class probabilities without updating its
pretrained parameters. Instead of being trained from scratch
on the dataset, it takes the labeled training data as “context”,
and then directly produces predictions for new test samples in
a single forward pass through its transformer architecture.
This is similar to how large language models (LLMs) “learn
to learn” a new task from few examples provided in a prompt.

To estimate predictive uncertainty, the two classifiers are
adjusted with two complementary probabilistic approaches,
namely evidential DL with the use of a Dirichlet output (DIR)
that optimizes negative logarithmic likelihood (as frequentist
approach), and Monte Carlo dropout (MCD) as the Bayesian
approach. In DIR, models estimate a predictive probability
vector via a concentration parameter, from which the learned
Dirichlet distribution is yielded. Predicted mean and variance
are subsequently obtained analytically, enabling probabilistic
estimation via a single forward pass. For the MLP, mean and

variance are learned directly by the output layer of the NN,
whereas for TabICLv2, the mean and variance are obtained
by the frozen model, with a lightweight concentration head
optimized: this head comprises two fully feed-forward linked
layers with 32 and 16 neurons; it is trained on the TabICLv2
class-probability vector using ReLU activations via a dropout
rate of 20%, a learning rate of 0.001, batch size of 128, zero
weight decay, early stopping with a patience of 5 epochs, and
100 training epochs at most. The MCD, on the other hand,
estimates predictive uncertainty through repeated stochastic
forward passes with dropout activated during inference. For
example, both the MLP and TFM can perform 100 stochastic
forward passes at inference. Crucially, these two probabilistic
approaches exhibit prominently different execution features,
which directly impact their suitability for real-time 6G ZSM
operations. DIR, needing only one forward pass per sample,
introduces insignificant latency overhead. In contrast, MCD,
which requires (e.g.) 100 repeated forward passes, encounters
a multiplicative increase in inference time, rendering it slow
and impractical for latency-sensitive 6G operations.

Once a dataset for NID is given, it is divided on a sample-
wise basis into training, validation, and test set. The training
set is used to train the MLP model and to provide the
contextual training data required by TabICLv2, while the
validation set supports loss monitoring and model selection.
The validation set will also play the role of the calibration set
in further steps. The test set, finally, is held out exclusively
for the evaluation of the classification and the UQ efficiency.

B. The Anticipated Uncertainty Quantification Pipeline

To transform the probabilistic outputs of DL into reliable
and actionable uncertainty estimates, our procedure applies a
post-hoc UQ pipeline consisting of two consecutive phases:
model calibration and conformal inference. Model calibration
addresses the well-documented tendency of advanced neural
networks to create overconfident or miscalibrated probability
estimates [19]. A classifier is considered perfectly calibrated
if for any prediction with confidence p, the true probability of
correctness equals p. To quantify miscalibration, we adopt the
expected calibration error (ECE) that partitions the validation
set predictions into equally-spaced bins with respect to their
confidence scores and then computes a weighted average of
the absolute difference of accuracy minus average confidence
in each bin: ECE = Y2, li—"l |acc(B;) — conf (B;)|. Bm is the
set of samples whose confidence falls into bin m and acc(Bn)
is the fraction of correctly classified samples in bin m. Then,
conf(Bn) is the confidence and n is the validation set size. To
manage miscalibration, we use a simple, yet effective method
named temperature scaling [20], which learns the temperature
metric T from the validation set and applies it to the test set,
transforming the available test logits of the maximal classes.

The final step, conformal inference, is a distribution-free,
non-parametric framework for constructing bounds for the
calibrated probabilities [21]. More specifically, the calibrated
validation set probabilities are fed into conformal inference,
in which we use a conformal quantile regression algorithm
[22] to generate the confidence bounds for each test
prediction. Model calibration is added to ensure that
epistemic and aleatoric uncertainty are handled properly,
which is not guaranteed by a probabilistic modification of a
classifier alone. Conformal prediction creates bounds for
quantities that are not necessarily Gaussian-distributed (all
other steps assume a Gaussian distribution, i.e., they return
confidence bounds from training mean and variance via



typical statistical rules). Implementation was performed in
Python (NumPy, SciPy), and the pipeline operates with
negligible extra computational overhead, as both steps are
simple post-processing operations that do not require model
training or multiple forward passes.

To numerically measure the quality of the predictions that
are combined with uncertainty estimates via our pipeline, we
adopt the novel concept of the uncertainty confusion matrix
(UCM) and its associated performance metrics, as introduced
in the context of deep uncertainty evaluation [23]. Unlike the
conventional confusion matrix that evaluates the correctness
of point predictions, the UCM combines the correctness of a
prediction (correct vs. incorrect), and additionally its related
confidence (certain vs. uncertain); a prediction is considered
certain if its lower bound (under a given level of confidence
such as 95%) is bigger than 0.5. This yields the following four
distinct outcomes regarding the predictions of the pipeline:

e True certain (TC): both correct and certain.

e True uncertain (TU): correct and uncertain.

e  False uncertain (FU): both incorrect and uncertain.

e False certain (FC): incorrect but certain.

Two metrics derived from the UCM are of vital importance
for evaluating the trustworthiness of a NIDS in a zero-trust

6G environment: the True Certain Ratio: TCR = ;(:l*TTS, and
the False Certain Ratio FCR = =< TCR is the percentage

FC+FU’
of correct predictions for which the model is also confident.

TCR quantifies the model's capability to provide trustworthy,
high-confidence decisions when it is correct, a vital property
for automating security responses without human mediation.
A high TCR indicates that the model not only makes accurate
predictions, but also communicates its certainty effectively,
enabling the network orchestrator to trust and act upon these
predictions. FCR is the percentage of incorrect predictions for
which the model is overconfident, and it captures the most
dangerous failure mode in a NIDS, as the model confidently
misclassifies a malicious traffic pattern as benign, potentially
allowing an attack to proceed undetected. In any ZTA, where
continuous verification is paramount, minimizing FCR is as
essential as maximizing TCR, since FC undermines the very
premise of distrust and may lead to severe security breaches.

IV. PERFORMANCE EVALUATION

The described framework is implemented for two tabular
NIDS datasets that are publicly available, labeled UNS15 and
IDS17. They are used in two modes, one for binary (BIN) and
one for multiclass (MUL) learning. BIN predicts normal vs.
attack accesses, while MUL predicts normal vs. each separate
attack individually. Classifiers are encoded as MLP or TFM,
and probability modes as DIR or MCD. Numerical evaluation
examines the evolution of TCR and FCR within the proposed
UQ pipeline, as well as the potential factors that affect them.
With this in mind, while the former goal is descriptive in
nature, the latter involves inferential analysis with multiple
linear regression models based on ordinary least squares: the
results are given in the form of linear equations. The pipeline
comprises the ORI (the original) run that comprises only
probabilistic DL modeling and the PIP (the pipeline) run after
calibration and conformal prediction.

A. Utilized Tabular Data for Network Intrusion Detection

The proposed framework is evaluated using the publicly
available UNSW-NB15 [24] and CIC-IDS2017 [25] datasets,

both of which are extensively adopted for assessing DL-based
NIDSs. The former dataset contains normal network traffic
together with 9 contemporary attack categories (we retain the
three dominant categories: fuzzers, exploits, reconnaissance),
as the traffic is generated in a controlled hybrid setting. The
latter dataset contains realistic benign traffic and a collection
of multiple modern cyber-attacks (we retain the five prevalent
categories); these include brute force (FTP and SSH), DoS,
DDoS, web stacks, and infiltration. The two datasets provide
labeled network flows in CSV format, with the UNSW-NB15
dataset containing 49 features and the CIC-IDS2017 dataset
offering more than 80 network flow features. These datasets
provide representative and heterogeneous traffic patterns for
evaluating the proposed uncertainty-aware classifiers across
several attack scenarios. Both considered intrusion detection
datasets are evaluated under the same experimental protocol:
100000 samples are chosen randomly using stratified
sampling, and they are partitioned into 60000 training, 20000
validation, and 20000 testing samples, with stratified splitting
over classes, thus ensuring a uniform and fair comparison
across all considered learning models.

B. Numerical Performance Results of the Intended Pipeline

TABLE 1., TABLE II. , TABLE III. , and TABLE IV.
show the evolution of the metrics TCR and FCR through the
evolution of the UQ pipeline, regarding the two datasets and
their two learning modes. Several general observations can be
made. First, as the confidence level raises, both TCR and FCR
decrease. This is an interpretable and expected event because
an increase in the confidence level leads to wider probability
bounds for the predicted classes. Of particular interest is that
for any of the confidence levels considered, the same
phenomenon occurs in the evolution of the UQ pipeline: from
ORI to PIP, keeping the confidence level constant - our
pipeline yields less TC cases, but also less FC cases.

As discussed beforehand, we desire TCR to be as high as
possible and FCR to be as low as possible. However, these
metrics present an inherent trade-off within the uncertainty
quantification pipeline: shrinking the confidence bounds rises
TCR (more correct predictions are deemed “certain”) but also
risks elevating FCR (more incorrect predictions are labeled as
“certain”). Conversely, widening the bounds reduces FCR at
the cost of lowering TCR. Within the uncertainty confusion
matrix (UCM) framework, FU outcomes, where a prediction
is correct yet flagged as uncertain, represent the least harmful
failure mode, as they will later trigger human inspection of an
otherwise correct decision. In contrast, FC outcomes, where
the flagged prediction is incorrect, but the model expresses
high confidence, are the most harmful: they allow malignant
traffic to evade detection undetected. Thus, a slight reduction
in TCR that yields a substantial decrease in FCR is highly
desirable: while a few TU cases require manual verification,
the system effectively prevents numerous FC instances from
“bypassing” automated security checks. In a zero-trust 6G
environment, where constant verification is paramount, this
trade-off is acceptable because the orchestrator can manually
review TU cases, whereas FC cases would compromise the
network's security posture without any proactive alert. Hence,
the proposed UQ pipeline prioritizes the minimization of
FCR, even at the expense of a modest TCR reduction, thereby
enhancing overall trustworthiness and aligning with overall
requirements of a zero-touch, zero-trust 6G system.



TABLE L TCR AND FCR AT UNS15: BIN DATASET THROUGH THE EVOLUTION OF THE UQ PIPELINE
TCR (%) FCR (%)
UNSI15:
BIN ORI PIP ORI PIP
90% 95% 99% 90% 95% 99% 90% 95% 99% 90% 95% 99%
MLP-DIR 94.9 91.1 87.1 83.1 45.7 87.1 55.5 30.6 10.2 4.5 1.7 0.2
MLP-MCD 97.1 96.5 95.0 78.2 77.6 76.5 68.1 62.7 53.5 0.8 0.8 0.8
TFM-DIR 92.0 91.1 89.7 84.4 84.3 84.1 23.5 18.1 11.2 14 1.4 1.3
TFM-MCD 99.3 99.2 98.9 85.7 85.6 85.6 90.3 88.2 84.9 1.8 1.7 1.7
TABLEIL TCR AND FCR AT UNS15: MUL DATASET THROUGH THE EVOLUTION OF THE UQ PIPELINE
TCR (%) FCR (%)
UNSI15:
MUL ORI PIP ORI PIP
90% 95% 99% 90% 95% 99% 90% 95% 99% 90% 95% 99%
MLP-DIR 85.0 82.8 73.6 63.9 82.8 73.6 28.2 223 7.2 10.7 10.3 7.2
MLP-MCD 83.5 82.2 79.9 62.2 61.7 60.9 24.5 21.7 17.0 0.3 0.2 0.1
TFM-DIR 92.5 91.4 89.2 68.5 68.5 68.5 62.0 57.7 50 2.8 2.8 2.8
TFM-MCD 86.5 85.2 83.3 66.3 66.2 65.3 38.5 342 28.5 13 1.3 1.1
TABLE IIL TCR AND FCR AT IDS17: BIN DATASET THROUGH THE EVOLUTION OF THE UQ PIPELINE
TCR (%) FCR (%)
IDS17:
BIN ORI PIP ORI PIP

90% 95% 99% 90% 95%

99% 90% 95% 99% 90% 95% 99%

MLP-DIR 97.3 97.1 96.5 96.1 96.1

96.1 4.7 44 3.0 2.0 2.0 2.0

MLP-MCD 97.9 97.7 97.3 94.9 94.7 94.4 213 13.4 7.7 0.3 0.3 0.3
TFM-DIR 98.7 98.5 98.4 98.2 98.2 98.2 18.8 12.9 9.4 24 12 1.2
TFM-MCD 99.8 99.8 99.8 98.1 97.9 97.1 69.9 67.1 63 8.2 5.5 4.1

TABLE IV. TCR AND FCR AT IDS17: MUL DATASET THROUGH THE EVOLUTION OF THE UQ PIPELINE
TCR (%) FCR (%)
IDS17:
MUL ORI PIP ORI PIP
90% 95% 99% 90% 95% 99% 90% 95% 99% 90% 95% 99%
MLP-DIR 97.9 97.7 96.8 79.6 79.6 79.5 26.0 25.5 24.9 0.0 0.0 0.0
MLP-MCD 99.5 99.4 98.8 96.7 96.6 96.5 76.8 75.7 50.7 0.3 0.3 0.3
TFM-DIR 99.5 99.4 99.3 98.7 98.7 98.6 73.1 68.6 59.5 9.5 6.1 2.7
TFM-MCD 99.8 99.8 99.7 97.4 97.4 97.0 41.7 36.1 30.6 2.8 2.8 2.8

Linear modeling was used to evaluate the associations
between multiple factors and TCR and FCR, including the
number of classes, the classifier (MLP, TFM), the mode of
probabilistic adjustment (DIR, MCD), initial classification
accuracy along with initial epistemic and aleatoric metrics of
uncertainty, expected calibration error, the temperature
applied for model calibration, and all the confidence levels
under consideration (90%, 95%, 99%). All linear models
were initially fitted using all features. The best model was
selected with a branch-and-bound feature-selection method
referred to as LEAPS, aimed at optimizing the Mallow’s Cp
criterion. The models corresponding to the PIP run are

described by estimated regression coefficients ($) and their
associated p-values (with p>0.05 denoted as “ns”).

In the equations that follow, among numerous features the
TFM is positively associated with an increase in TCR, while
it is not significantly associated with a decrease in FCR.
Hence, the TFM is therefore at least non-inferior to the MLP,
provided that the desired relationship between TCR and FCR
is satisfied and that the TFM is substantially more accurate in
classification. The MCD mode is not significantly associated
with either an increase in TCR or a decrease in FCR. We
therefore prefer the DIR method because it is the most time-
efficient solution and does not require multiple inference
passes. TFM and DIR are therefore shown to be at least non-



inferior, if not superior, to their investigated alternatives in
terms of “uncertainty effectiveness” (as has been labelled
above), classification accuracy, and time efficiency.

TCRp;p = —120.65 + 4.56 * (Class Model = TFM)
+ 0.19™ * (Proba Mode = MCD)
+ 3.78 x (Number Of Classes) + 1.98
* (Initial Accuracy) + 13.91
* (Expected Calibration Error)

FCRp;p = —37.40 4 2.73™  (Class Model = TFM)
— 1.44™ % (Proba Mode = MCD)
+ 0.37 * (Initial Accuracy) + 22.21
* (Initial Aleatoric) — 0.10™
* (Temperature Used) + 0.06
* (FCRog;)

Finally, all models were checked for multicollinearity
using the variance inflation factor (VIF), and regression
diagnostics were assessed to ensure reliable results.

V. CONCLUSIONS

This article illustrated a novel framework for trustworthy
network intrusion detection in 6G zero-touch environments,
combining evidential deep learning with a tabular foundation
model, and augmenting a post-hoc uncertainty quantification
pipeline. The proposed approach was evaluated on two NIDS
datasets, using an uncertainty confusion matrix and two main
metrics: True Certain Ratio and False Certain Ratio, verifying
that it effectively reduces overconfidence while maintaining
competitive detection performance. Results reveal a trade-off
between TCR/FCR, with the pipeline yielding slightly lower
TCR, but significantly reducing the extremely dangerous FC
failures. Further analysis identified that the TFM along with
an evidential Dirichlet adjustment yields at least non-inferior
trustworthiness compared to alternatives. We underscore the
importance of UQ for reliable, Al-enabled security processes
in 6G networks, and offer a basis for developing automated
network intrusion detection systems being both accurate and
trustworthy, aligning with the major principles of zero-touch
orchestration and management, and zero-trust networking.
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