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Abstract—The Open Radio Access Network (O-RAN)
paradigm is a promising network architecture that promotes flex-
ibility and openness towards formulating interoperable, software-
driven and vendor-agnostic 6G networks. However, to realize
its remarkable capabilities, efficient resource management is
critical. In this work, we examine the O-RAN service provisioning
capability under the probabilistic Bandwidth Reservation (BR)
policy and we benchmark its performance against two classical
resource management policies, i.e. the Complete Sharing (CS) and
the strict BR. For our analysis, we propose a novel multi-rate
loss model that incorporates the concept of the probabilistic BR.
Numerical results demonstrate that the adopted resource man-
agement policy highly affects the user service, with probabilistic
BR offering the best trade-off by maintaining prioritization for
high-priority applications and in parallel limiting the service
degradation experienced by others.

Index Terms—QO-RAN, resource management policy, Complete
Sharing, Bandwidth Reservation, RLA.

I. INTRODUCTION

The transition towards the 6" generation (6G) of net-
works necessitates a structural redefinition of the network
architecture in order to meet the stringent requirements of
ultra-low latency, high data-rates and massive connectivity.
Specifically, 6G is anticipated to support a wide range of
demanding applications beyond enhanced mobile broadband
such as immersive Extended Reality (XR) and Industry 4.0, or
even large-scale use cases such as massive Internet of Things
(IoT) and Vehicle-to-Everything (V2X) communications. To
realize these use cases, each of these verticals imposes distinct
requirements in terms of Quality of Service (QoS), reliability
and lifecycle management, which often necessitate customized
network slices or microservice-based deployments [1].

However, traditional networks are rigid, modular and they
heavily rely on specialized hardware, which pose significant
limitations when flexibility and dynamic adaptation is re-
quired, such as for customized network slicing. To address the
advancing business and communication demands, 6G visions
highlight the need for unified architectures that are driven by
softwarization, functional disaggregation and open interfaces.
This shift paves the way for more flexible, cloud-native and
interoperable systems, with Open Radio Access Network (O-
RAN), primarily led by the O-RAN Alliance, constituting the

most representative attempt of this architectural design [2]. O-
RAN promotes the network disaggregation and virtualization
by decoupling the network components and interconnecting
them through open and well-defined interfaces with the pur-
pose of ensuring interoperability across different vendors.
This open and virtualized architecture provides significant
advantages, such as reduced deployment and operational costs
and improved flexibility in service lifecycle management.
Moreover, it plays a pivotal role in allowing faster time-to-
market and fostering innovation across the ecosystem [3].
However, even though network softwarization has enabled
significant advancements in service delivery, the increasingly
intense and diverse user requirements pose new challenges
in the design of the resource management algorithms. Thus,
the efficiency of the employed resource allocation policies
becomes of critical importance.

To address this challenge, in this work, we aim to analyze
the impact of different resource allocation policies on the
QoS experienced by the users, with particular emphasis on
prioritization mechanisms, as explored in [4]- [5]. Within
this concept, we examine the O-RAN service provisioning
capability under the probabilistic Bandwidth Reservation
(BR) policy and we benchmark its performance against two
classical resource management policies, i.e. the Complete
Sharing (CS) and the strict BR. Specifically, the resource
assignment under each policy is defined as follows: a) in
probabilistic BR, certain resources are reserved to prioritize
particular users; however, they can still be used by the
other users with a predefined probability, b) in CS, no
priority is imposed among the users and the resources are
allocated in a first-in-first-served basis and c) in strict BR, a
subset of resources is exclusively reserved to favor particular
users and is completely inaccessible to the other users.
In addition, to conduct a thorough analysis, we consider
that resource allocation spans multiple and heterogeneous
network elements within the O-RAN architecture, including
both communication and computational resources. For the
performance analysis, we propose a novel multi-rate loss
model that encompasses the features of the probabilistic BR
policy and we leverage established multi-rate loss models
that incorporate the CS and the BR policy.



Thus, the contribution of our work can be summarized as:

1) We propose the incorporation of probabilistic BR policy
as a soft resource management mechanism for O-RAN
resources, with a view to prioritizing requests from par-
ticular users and concurrently maintaining satisfactory
QoS for all other users.

2) We develop a novel multi-rate loss model that captures
resource allocation across multiple network elements
within the O-RAN architecture and also incorporates the
characteristics of the probabilistic BR policy.

3) We validate the accuracy of the proposed model through
simulation-based results.

4) We benchmark its performance against two classical
resource management policies, i.e. the CS and the BR.

II. O-RAN

O-RAN aims to transform traditional vendor-locked Radio
Access Network (RAN) architectures into interoperable and
software-driven systems that promote openness, vendor diver-
sity and flexibility. In contrast to traditional RAN deployments,
O-RAN introduces a disaggregated architecture, where the
Base Station (BS) functionalities are decomposed into logical
components connected via open and standardized interfaces.

At greater length, as is illustrated in Fig. 1, the O-RAN
architecture defines three primary logical network entities: the
O-Radio Unit (O-RU), the O-Distributed Unit (O-DU) and the
O-Centralized Unit (O-CU), complemented by the RAN In-
telligent Controller (RIC). The interconnection between these
network elements is conducted via fronthaul, midhaul and
backhaul links, forming a network that is both distributed and
tightly coordinated. In respect to the network functionalities,
the O-RU handles radio frequency transmission and low-PHY
processing, such as digital beamforming, while the O-DU
typically operates in close proximity to the RU and it hosts the
high-PHY, the Medium Access Control (MAC) and the Radio
Link Control (RLC) layers. On the other hand, the O-CU sup-
ports higher-layer functionalities and is divided into Control
Plane (O-CU-CP) and User Plane (O-CU-UP) components,
hosting protocols such as Radio Resource Control (RRC),
Packet Data Convergence Protocol (PDCP) and Service Data
Adaptation Protocol (SDAP). The communication between
these entities is conducted through standardized interfaces,
such as the open fronthaul between O-RU and O-DU and the
F1 interface between O-DU and O-CU [2].

However, a significant element of the O-RAN architecture
constitutes the RIC, which is responsible for executing princi-
pal network functions such as Radio Resource Management
(RRM) and Self-Organizing Network (SON) while it also
enables programmable and data-driven control of network
operations. The RIC is split into two main network entities:
Near-Real-Time RIC (Near-RT RIC) and the non-Real-Time
RIC (non-RT RIC). The Near-RT RIC primarily focuses on the
traffic management and the radio resource optimization, oper-
ating through closed-loop control mechanisms with timescales
ranging from 10 ms to 1 s. This capability constitutes a
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Fig. 1. The O-RAN architecture.
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key advantage, since it enables the network to rapidly adapt
to traffic volume fluctuations and perform near-real-time ad-
justments in response to dynamic network conditions. As is
illustrated in Fig. 1, the interconnection between the Near-
RT RIC and the rest of the RAN is conducted through
the backhaul network via the E2 interface. On the other
hand, the non-RT RIC participates in the centralized Service
Management and Orchestration (SMO) system and it operates
on timescales exceeding 1 s; therefore, it is responsible for
executing functions that do not require real-time response
such as performance monitoring and long-term optimization
[6]. Within this architectural framework, resource availability
and allocation across the O-RU, O-DU and O-CU, as well
as their interconnecting links, constitute critical factors for
guaranteeing reliable end-to-end service to the users.

III. ANALYTICAL FRAMEWORK

In this work, we aim to evaluate the QoS experienced by
the users requiring service from the O-RAN system illustrated
in Fig. 1 when different resource management policies are
employed. In more detail, in the system under study, each O-
RU is equipped with C, Resource Blocks (RBs) while the O-
DU and the O-CU provide C; and C. computational resources
(c.r.), respectively. As far as their interconnection is concerned,
each RU is connected to an O-DU with a fronthaul link of
capacity C'y bandwidth units (b.u.), while the O-DU and the
O-CU are connected through midhaul links of capacity C,
b.u. Accordingly, the interconnection between the O-CU and
the Near-RT RIC is realized via a backhaul link of Cj b.u.

The system accommodates requests of K applications (or
service-classes), each characterized by distinct features and
resource requirements. Specifically, a request of a service-
class k arrives at the system according to a Poisson process
with arrival-rate A\j; and its resource requirement per network
element is r; RBs at the O-RU, fi b.u. in the fronthaul,
di c.r. at the O-DU, my b.u. in the midhaul, ¢, c.r. at the
O-CU, and by b.u. in the backhaul in order to establish a
successful connection. Since each network element contributes
to the end-to-end service delivery, all required resources
should be available in all elements in order to handle the user



request. Therefore, each service-class k is associated with a
fixed sequence of network elements forming its service path,
denoted by Lg. Thus, the overall system can be modeled as
a network L consisting of different paths of heterogeneous
networking elements, with L, C {1,...,L}. A request is
admitted only if sufficient resources are available across all
involved components; otherwise, it is rejected. Once admitted,
it remains in the system for an exponentially distributed
service-time with mean 1/uy. Therefore, the traffic-load of
service-class k can be defined as ax = Ag/ui [7].

However, the service provided to each service-class highly
depends on the adopted resource management policy. For this
reason, we consider that the resource allocation is conducted
according to one of the following policies [7]: a) the CS,
in which no priority is imposed among the users and the
resources are allocated on a first-in-first-served basis, b) the
strict BR, in which a subset of resources is exclusively
reserved to favor particular service-classes and is completely
inaccessible to the other service-classes and c) the probabilistic
BR, in which certain resources are reserved to favor particular
service-classes; however, they can still be used by the other
service-classes with a predefined probability psy, [8]. Thus, the
probabilistic BR can be considered as a soft admission control
policy, which emphasizes the admission and the service pro-
visioning to high-priority users while allowing lower-priority
users to be accepted and served with a tunable probability. This
probability can be static or dynamically adjusted, according
to the network configuration and operating conditions. For
example, in an O-RAN network slicing scenario, the users
associated with the Ultra-Reliable Low-Latency Communica-
tion (URLLC) slice can be served with higher priority, while
the admission of the users associated with the other slices can
be adapted to temporal traffic variations.

To evaluate the system’s end-to-end service delivery capa-
bility, we employ the Reduced Load Approximation (RLA)
[9] to calculate the probability that a request of a service-
class k is rejected due to the unavailability of resources along
its end-to-end path. In the existing literature, the RLA has
been widely used to evaluate network performance under the
CS and the strict BR policies [7], [10]- [11]. However, the
incorporation of probabilistic BR policy in the RLA constitutes
a novel mathematical framework developed in this work. Its
accuracy is validated via simulation results in Section IV.

A. The CS policy scheme

In this case, the resource allocation is performed according
to the CS policy, in which the resources are assigned to
the service-classes without any prioritization among them. To
estimate the network performance, we consider as performance
metric the probability that a request of a service-class k is
end-to-end rejected due to the unavailability of resources,
denoted as Blocking Probability (BP). Typically, the RLA
has been applied in networks that consider the same resource
requirement across the path; however, in our analysis, we
account for heterogeneous resource demands per network
element, including these differentiated requirements. For this

reason, we denote by rd; ;. the resource demand of a service-
class k in network element [ (I € L), e.g., rd;; = v, when
the RU is considered.

To start with, the BP of a service-class k£ due to lack of
resources at a certain network element [ is given by:
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where ¢'(j) are the normalized resource occupancy distribu-
tion values. They denote the probability that j resources are
occupied at the network element [ and they are defined as
q'(j) = q(4)/G, where G is the normalization constant while
q(j) can be determined by the classical Kaufman-Roberts
formula [12]- [13]:

1, forj=0

%ka:l aprdipq(j —rdig),j =1,...,C )
0, otherwise

q(j) =

Since the network elements belonging to the path have
different capacities, the BP of a request of service-class k
in a single element [ is not sufficient to characterize the
performance of the entire path L. Thus, the amount of traffic
that can be served varies from one network element to another;
so, it is assumed that the offered traffic-load a; to a network
element [ is actually reduced when it traverses along the end-
to-end path. With respect to a service-class k, the offered
traffic-load ay, is reduced to ay, HieLk_{l} (1 -V ) and the
emerging approximated BP of a request of this service-class
in a specific network element [ is defined as:
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The total BP of a service-class k in the path Lj due to
resource unavailability is determined by:

Ph~1- [[(1-Vi), k=1,....K )

leLy,

As is observed, the RLA constitutes an iterative method
whose computational complexity primarily depends on the
number of network elements comprising path Ly, their ca-
pacities, and the number of service-classes being served. This
structure makes the method flexible and scalable, suitable for
modeling complex 6G infrastructures, where multiple domains
(e.g. radio, cloud, edge) should collaborate to serve the users’
demand. In the same way, its scalability is not compromised
by the resource heterogeneity of networks such as the O-RAN,
since the BP calculations in each network element are based
solely on the resources required in that element. On the other
hand, it should be noted that the computational cost increases
for larger networks (i.e., due to longer L routes) or when a
greater number of service-classes require to be served [14].

B. The BR policy scheme

The adoption of the strict BR policy in the resource
allocation process aims to prioritize specific service-classes



by reserving a certain number of resources in each network
element exclusively for them. Under this scheme, a request
of a service-class k is accepted for service only if at least
resources are available in all network elements in path Lj for
the other service-classes; otherwise, the request is rejected,
as there is no possibility to access the reserved resources.
By properly selecting the parameter ¢, differentiated priority
levels can be applied among service-classes. Specifically, a
higher value of ¢; indicates that more resources are reserved
to serve the other service-classes, which adequately reduces
the admission probability of service-class k. Consequently, the
service-classes with the lowest ¢ value are assigned higher
priority, while those with higher ¢; receive lower priority.
Similar to the CS policy scheme, the BP of a request of
service-class k at the path Lj can be calculated using (3)
and (4). However, due to the adoption of the BR policy, the
BP of a service-class £ on a certain network element [, as
well as the corresponding ¢(j) values required in (3) cannot
be derived via (1) and (2), respectively, since these equations
are formulated for the CS policy. Instead, when the strict BR
policy is considered, the BP of a service-class & in a network
element [ is modified so as to incorporate the restriction of
access to the system’s resources due to the BR policy as

follows:
(&f}
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where the unnormalized values of ¢(j) are given by [15]:
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q(j) =

(6)
and the term Dy (j — rd; ;) introduces the impact of the BR
policy on the resource occupancy calculation as follows:

. le’k, fOI‘j § Cl — tk
Di(j —rdik) =
0, for j > Cy —t,

C. The probabilistic BR policy scheme

In contrast to the strict BR policy, the probabilistic BR
policy offers the key advantage of allowing limited access
to reserved resources for service-classes that are otherwise
not favored by this policy. Specifically, as in the strict BR
policy, a portion of tj, resources is reserved for serving all the
service-classes other than k. However, when the probabilistic
BR policy is adopted, the service-class & is permitted to access
these resources with a probability psy. Thus, when considering
the end-to-end path, a request of service-class k can access the
ti resources in each network element with probability psy [7].

By applying the RLA method, the BP value of the request
of service-class k at the end-to-end path can be calculated via
(3), (4). However, under the probabilistic BR policy, the BP of
a service-class k on a certain network element [, as well as the
corresponding ¢(j) values required in (3) should be modified

accordingly. Thus, the request BP of a service-class k at a
certain network element [ is calculated as:

Ci—rd o]}
By = (1 — psi) > qNH+ D>, d0)
j=Ci—rd; y—tr+1 j=C1—rd; k+1
(7N

where the first term represents rejection due to probabilistic
BR, and the second due to insufficient resources. The unnor-
malized values of ¢(j) are given by:

1, forj=0
1 K . .
q(j) = j‘gllczl akc)l(k(J rdi)rdikg(j — rdik), )

0, otherwise

and X (j —rd; ) denotes the impact of the probabilistic BR
policy on the resource occupancy calculation, defined as:
) 1, for j < Cp —ty
Xi(j —rdig) = _
psg, for j > Cp — 1t

IV. NUMERICAL RESULTS

To evaluate the service delivery capability of the O-RAN
architecture illustrated in Fig. 1, we employ the analytical
methods of Section III to assess the impact of the adopted
resource management policy on the request BP of the system’s
service-classes. In specific, the system under study contains O-
RUs with capacity C, = 10 RBs, while the capacity of the O-
DUs and the O-CUs equals Cy = C,. = 25 c.r. The fronthaul
link connecting the O-RUs to the O-DUs has a capacity of
Cy = 20 b.u., while the midhaul and backhaul links have
capacities of C), = Cy = 20 b.u. It is assumed that all the
network elements in the system are identical.

In addition, the system accommodates requests of K = 2
service-classes. The requests of the 1%¢ service-class arrive
according to a rate of A\; = 0.5 requests/s and they are served
with a rate of u; = 1 requests/s. To establish an end-to-
end connection, each request requires r; = 1 RB at the O-
RU, f; = 2 b.u. at the fronthaul link, d; = 4 c.r. at the
O-DU, m; = 1 b.au. at the midhaul, ¢; = 3 c.r. at the O-
CU and b; = 1 b.u. at the backhaul link. In respect to the
2nd service-class, its requests arrive at the system with a rate
of Ao = 1 requests/s while the service-rate equals to ps =
1 requests/s. Accordingly, each request requires 72 = 1 RB,
fo=3bu,dy, =5cr, my=1bu., cg =4cr and by =
1 b.u. across the respective network segments to successfully
establish a connection. It has to be noted that these values were
selected to illustrate representative benchmark scenarios. The
employed methodology is applicable for any combination of
resource requirements and can be easily adapted to the varying
demands associated with different functional splits. Moreover,
this analysis assumes that each service-class requires resources
from a single O-RU to be served. However, the analytical
framework described in Section III can also model Multiple



Input Multiple Output (MIMO)-enabled scenarios, where users
are simultaneously connected to multiple O-RUs.

Moreover, when the prioritization policies are employed,
i.e., the strict and the probabilistic BR, the requests of the 2%
service-class are treated with higher priority. For this reason, ¢;
= 2 resources are reserved per network element across the end-
to-end path, and to = 0, which indicates that no reservation
constraints are applied for the higher-priority class. For the
probabilistic BR, we examine three different configurations
that control the lower-priority service class’s access to system
resources: ps; = 0.2, ps; = 0.5 and ps; = 0.8, respectively.
Since the 2"? service-class has no restriction in accessing the
reserved resources, it stands that psy = 1.

To evaluate the accuracy of the proposed analytical method
described in Section III.C, we benchmark in Fig. 2 its
numerical results against simulation results obtained using
the Simscript III simulation language [16]. The simulation
results are determined by calculating the mean values of seven
runs. The BP values of both service-classes are presented in
logarithmic scale, which allows a clearer comparison across
different orders of magnitude. In addition, the performance
assessment of the proposed analytical method is conducted
for different and increasing traffic-load values demonstrated as
traffic-load points in Fig. 2. Specifically, point 1 corresponds
to values a; = 0.5 erl and ao = 1 erl. The traffic-load of both
service-classes is then increased by 0.25 erl at each subsequent
point, such that traffic-load point 10 corresponds to a; = 2.75
erl and as = 3.25 erl. Moreover, for illustration purposes, Fig.
2 presents only the case when ps; = 0.5; however, similar
levels of deviation between analytical and simulation results
were also observed for ps; = 0.2 and ps; = 0.8.

The numerical results demonstrate that the proposed ana-
Iytical model provides satisfactory accuracy compared to the
simulation results. Furthermore, the BP of both service-classes
is highly affected by the traffic-load increase. This outcome is
reasonable, since a higher request volume intensifies resource
allocation competition, resulting in more rejections due to
resource unavailability. However, the BPs of the 15t service-
class are comparable to those of the 2"? service-class, despite
the latter has higher resource requirements. This is attributed
to the adoption of the BR policy to favor the 2"¢ service-
class. Although the 15! service-class retains restricted access
to resources as ps; = 0.5, the impact of the BR policy is clear.

In the same fashion, Tables I-II provide a detailed assess-
ment of how the adopted resource management policies affect
the service experienced by the two service-classes. Specifi-
cally, the analysis evaluates both service-classes under the CS
policy, strict BR, and the three configurations of probabilistic
BR, considering increasing traffic-load points consistent with
those in Fig. 2. Apropos of the 1%¢ service-class, the highest
BP values are obtained when the strict BR policy is employed.
However, the adoption of the probabilistic BR improves the
BP values of the 1% service-class, while the prioritization to
the 2"? service-class is maintained. Specifically, as ps; value
increases, the BP of the 1% service-class decreases. When
psy = 1, the requests of the 1%¢ service-class have access to

all resources, so the system’s behavior becomes equivalent to
that of the CS policy. Accordingly, when ps; = 0, the system
operates equivalently to the strict BR policy, since no access is
permitted to the requests of the 1°¢ service-class to the reserved
resources. On the other hand, Table II demonstrates that the
274 service-class is highly empowered by the BR policy. In
particular, the lowest BP values are observed under the strict
BR policy. When the probabilistic BR policy is applied, the
BP values of the 2"¢ service-class increase, since the reserved
resources become accessible to a portion of the requests from
the 1% service class. However, even for relatively high values
of psy, the service provided to the 2"¢ service-class is better
compared to the CS policy.

As a general remark, the results indicate that the adoption
of the probabilistic BR policy offers a key advantage by
preserving the prioritization of the favored service-classes and
in parallel it avoids a significant degradation in the service
experienced by the other classes. On the other hand, the
proposed methodology is designed for modeling systems with
Poisson traffic arrivals. The extension of this methodology to
non-Poisson traffic, such as bursty traffic, remains an open
issue. Accordingly, further investigation is required to assess
how the probabilistic BR policy, in conjunction with the
impact of the multiple elements that comprise an end-to-
end path, affects other critical performance metrics, including
resource utilization and latency.

V. CONCLUSION

In this work, we investigated the service provisioning
capability of O-RAN under different resource management
policies, focusing on the QoS provided to the users when the
probabilistic BR policy is applied. For the performance evalu-
ation of the underlying O-RAN system, we proposed a novel
modification of the RLA that incorporates the probabilistic BR
policy, whose accuracy was also validated through simulation
results, demonstrating satisfactory precision. It was shown that
the probabilistic BR policy preserves prioritization for favored
service-classes while it limits service degradation experienced
by the other service-classes. Additionally, it introduces signif-
icant flexibility since the resource allocation strategy can be
easily modified by adjusting the probability psy.
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