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Abstract—The increasing demand for intelligent, low-latency
services in edge–cloud continuum systems poses new challenges
for dynamic and efficient task offloading. We propose a Multi-
Agent Reinforcement Learning (MARL) framework for dis-
tributed task offloading under partial observability, where each
device offloads only a portion of its computation to a target
edge server while executing the remaining portion locally (partial
offloading). The problem is formulated as a Markov Decision Pro-
cess (MDP), where each device independently learns an optimal
policy under partially observable system states. To address the
non-convexity, high-dimensional state space, and continuous ac-
tion space, we develop a multi-agent Advantage-Weighted Actor-
Critic (AWAC)-enhanced Proximal Policy Optimization (PPO)-
based computation offloading algorithm. The proposed method
combines the stable policy updates of PPO with an advantage-
weighting mechanism inspired by AWAC to emphasize higher-
quality actions during training. To encourage cooperation without
inter-device communication, a shared global reward aligned with
system cost is employed. Extensive simulations demonstrate rapid
convergence and significant improvement in overall system cost
compared with baselines, e.g., Deep Deterministic Policy Gradient
(DDPG) and Deep Q-Network (DQN).

Index Terms—6G networks, Task offloading, Edge-Cloud Con-
tinuum, Multi-agent reinforcement learning, Distributed opti-
mization.

I. INTRODUCTION

In recent years, the emergence of large-scale intelligent Mobile
Devices (MDs) has led to the development of applications such
as online gaming, VR/AR, and autonomous driving [1]. These
applications are both latency critical to satisfy user experience
requirements and computationally intensive. To address these
challenges, Mobile Edge Computing (MEC) is the extension of
cloud computing that can provide MDs with both satisfactory
computing resources and task latency by deploying Edge
Servers (ESs) in close proximity to MDs [2]. One of the
key issues of MEC is optimal task offloading, which decides
whether, where, and how much an MD offloads the task in
each time slot [3].

Most existing studies have focused on MEC task offloading
by assuming resource availability at ESs, and have formulated
the offloading strategy as a Mathematical Programming (MP)
problem to obtain closed-form or near-optimal solutions [4].
However, these MP based approaches become computationally
prohibitive in large-scale, time-varying networks. In such

settings, system states, channel conditions, and task arrivals
change rapidly across time slots, leading to high-dimensional
offloading variables [5]. Moreover, they generally neglect par-
tial observability and the need for online adaptation, making
them unsuitable for dynamic multi-edge-cloud settings. To
address these limitations, recent works have adopted Deep
Reinforcement Learning (DRL) to model the multi-slot of-
floading process as a MDP and solve it using RL by setting
cost minimization as the reward [6]. Our study focuses on
partial offloading across multiple time slots and proposes a
Multi-Agent Reinforcement Learning (MARL) framework that
enables distributed decision making under dynamic network
conditions while maintaining coordination among agents.

A large variety of studies have focused on developing RL-
based offloading strategies in MEC systems [7]. However,
most rely on centralized control, where a global controller
collects system states (e.g., task size, energy level, channel
condition) from all MDs and distributes offloading decisions
(e.g., target ES and offloading ratio) to each device [8].
In large-scale networks, such centralized schemes impose
excessive communication overhead and become impractical
due to the heavy burden of collecting all MDs’ states for
each decision-making cycle [9]. To overcome these limita-
tions, recent works have shown increasing interest in de-
centralized offloading (dec-offloading) [10], mainly imple-
mented through decentralized MARL frameworks, including
Multi-Agent Deep Deterministic Policy Gradient (MADDPG)-
based methods [11], Counterfactual Multi-Agent (COMA)-
based methods [12], and Multi-Agent Twin Delayed Deep
Deterministic Policy Gradient (MATD3)-based methods [13].
In these approaches, each MD acts as an independent agent
and makes decisions based only on its local observations.
This paradigm enables scalable and adaptive offloading under
partial observability. While some works [14] assume inter-
MD communication to aid exploration and collaboration, such
signaling is often impractical when Device-to-Device (D2D)
links are unavailable. Consequently, most studies [12] adopt
an actor–critic approach with Centralized Training and Decen-
tralized Execution (CTDE). In CTDE, a centralized critic has
access to global states during training to guide learning, while
at execution each actor (per-device policy) uses only its local



Fig. 1. System model of the edge–cloud continuum architecture, consisting
of multiple MDs, ESs, and a main controller. Each MD performs partial
offloading of computation tasks to nearby ESs, while the main controller
coordinates global learning and system management.

observation.
Following this paradigm, we employ an AWAC-enhanced

PPO-based policy in which the actor outputs a continuous
offloading ratio ρ ∈ [0, 1] and a target ES selection δ. In
this paper, we consider a multi–edge–cloud continuum in
which each MD determines the optimal offloading ratio and
target ES under time-varying network conditions. Unlike DQN
[15] based algorithms designed for discrete action spaces,
we develop an AWAC-enhanced PPO-based computation of-
floading method that effectively supports a continuous action
space. Each agent autonomously makes decisions from its
local observations of the environment state, while a shared
global reward encourages cooperative behavior guiding agents
to minimize the overall system cost rather than optimizing
only individual performance.
The main contributions of this paper can be summarized as
follows.

• Considering time-varying channels and slot-based oper-
ation in a multi–edge–cloud MEC system, we formulate
partial offloading (how much to offload and which ES
to select) as an MDP to minimize the long-term system
cost.

• Owing to high-dimensional state dynamics and the need
for a continuous offloading ratio, we develop an AWAC-
enhanced PPO-based computation offloading approach
under the CTDE paradigm, where each MD acts as an
autonomous agent using local observations at execution
time, while the critic exploits global information during
training.

• Performing extensive simulations across diverse channel
and load conditions show that the proposed method
achieves lower overall system cost and stable conver-
gence compared with other baselines.

The rest of this paper is organized as follows. Section II
presents the system model of the multi–edge–cloud continuum,
including the communication, computation, and system cost

models. Section III presents the partial offloading optimization
problem and the proposed MARL framework. Section IV
provides performance evaluation results and comparison with
representative baseline schemes. Finally, Section V concludes
the paper and discusses future research directions.

II. SYSTEM MODEL

We consider a multi–edge–cloud continuum architecture, as
shown in Fig. 1, consisting of three layers: the device layer,
the edge layer, and the cloud layer. Let S = {1, . . . , S} and
U = {1, . . . , U} denote the sets of ESs and MDs, respectively,
and let N = {1, . . . , N} be the set of time slots. MDs
are randomly distributed across Base Stations (BSs), and the
system time is equally divided into slots indexed by n ∈ N .
Each ES s ∈ S has computing capacity fs and each ES s
maintains a task queue qs, where qns denotes the set of tasks
that must be executed before the current task on ES s (i.e.,
the queue size) at slot n. Each MD u ∈ U is equipped with
a local CPU of capacity fu and an energy budget Emax

u , with
En

u denoting the available energy at slot n. At every slot n,
MD u generates a computation-intensive and latency-sensitive
task Jn

u = (C,Ln
u, D

max), where C is the number of CPU
cycles required, Ln

u is the input task size, and Dmax is the
maximum tolerable delay. Each MD maintains an offloader
πu

1 that partially offloads Jn
u to a target ES each slot. The

offloading decision is

anu = {ρnu, δnu},

ρnu ∈ [0, 1]. (1)

δnu ∈ S, if ρnu ̸= 0. (2)
where ρnu denotes the offloaded fraction and δnu denotes the
selected ES. This offloading model can be applied to a wide
range of application scenarios, such as malware detection [17].
Malware detection systems analyze the runtime behavior of
a large number of applications running on MDs by logging
execution data for each application. These application traces
must be scanned in real time using the latest malware signature
files obtained from a security database. By offloading detection
tasks to secure servers, edge-based malware detection can
significantly reduce the computational burden on MDs. In
this scenario, users may offload any portion of the traces
to the edge server, where detection algorithms are executed
to ensure system security [16]. Due to the absence of direct
D2D communications in most practical scenarios, the offload-
ing controllers operate independently but collectively aim to
minimize the long-term system cost.
A. Communication Model
Following the standard block fading channel model [18], at
slot n, the uplink channel gain between MD u and ES s over
the offloading link Lu→s

n is modeled as

hn
u,s = αn

u,s

∣∣g n
u,s

∣∣2, (3)

1Similar to [16], we consider partial offloading, which can be readily
extended to binary offloading by constraining the offloading ratio to either
0 or 1.



where αn
u,s accounts for large–scale effects (path loss and

shadowing) and g n
u,s is the small–scale fading term. The

large–scale component with log–normal shadowing is written
as

αn
u,s = −148.1− 37.6 log10

(
dnu,s

)
+ 10 log10 z, (4)

where dnu,s is the link Lu→s
n distance and z is a log–normal

random variable. The small–scale fading follows the Jakes
model (first–order complex Gaussian Markov process).

Assuming multiple MD–ES offloading links coexist in slot
n, the aggregate uplink interference measured at ES s (exclud-
ing user u) is

Ins =
∑
u′∈U
u′ ̸=u

1
(
ρnu′ ̸= 0

)
ptx hn

u′,s, (5)

where ρnu′ is the offloading ratio of device u′, ptx its transmit
power, and 1(·) is the indicator function. Hence, the transmis-
sion rate achievable for the link Lu→s

n in the slot n is,

Rn
u,s = B log2

(
1 +

ptx hn
u,s

Ins + σ2

)
, (6)

where B denotes the bandwidth and σ2 the Gaussian noise
power.
B. Local Computing Model
The partial offloading strategy is applied to MD u’s task Jn

u

at slot n. If ρnu ̸= 1, the remaining fraction (1 − ρnu) of Jn
u

is executed locally. Accordingly, the local task latency and
energy consumption of MD u are,

tloc,n
u =

(1− ρnu)CLn
u

fu
, eloc,n

u = ξ f2
u (1− ρnu)CLn

u, (7)

where fu is the device CPU frequency and ξ is the energy
coefficient of the MD’s chip.
C. Edge Computing Model
If ρnu ̸= 0, the fraction ρnu of Jn

u is offloaded to the selected
ES s for remote execution in slot n. The end-to-end latency
comprises three parts: (i) the transmission time to deliver ρnuLu

bits over Lu→s
n , given by ttx,nu,s = ρnuL

n
u/R

n
u,s; (ii) the waiting

time at ES s due to the queued workload and the offloaded
tasks that complete transmission to s earlier in the same slot,
twait,n
u,s =

(
qns +

∑
u′∈U ′ ρnu′Ln

u′

)
C/fs, where U ′ = {u′ ∈

U | u′ ̸= u, ρnu′ ̸= 0, δnu′ = s, ttx,nu′,s < ttx,nu,s } collects the
MDs that finish transmission to s before u in slot n; and (iii)
the execution time of the offloaded portion on the ES CPU,
texe,nu,s = ρnuL

n
uC/fs. Accordingly, the edge-side delay and the

MD’s offloading energy are

tedge,nu,s = ttx,nu,s + twait,n
u,s + texe,nu,s , (8)

eedge,nu,s = ptx,nu ttx,nu,s , (9)

D. System Cost Model
The considered system cost model includes two main parts
namely time and energy which are explained as follows.

1) Time Cost: Since Jn
u can be executed simultaneously on

MD u (ρnu ̸= 1) and on ES s (ρnu ̸= 0), the task latency of Jn
u

is determined by the longer execution time on the two sides,

which can be written as

tnu = max
(
tloc,nu , tedge,nu,s

)
, (10)

and it should satisfy the delay constraint,

tnu ≤ Dmax. (11)

2) Energy Cost: Different from the time cost, the total
energy consumed for task Jn

u includes both local computing
and edge offloading, which is given by

enu = eedge,nu,s + eloc,nu . (12)

For each slot n, the remaining energy budget of MD u is

En
u = Emax

u − enu, En
u ≥ 0. (13)

3) System Cost: The overall cost for executing task Jn
u is

defined as a weighted sum of latency and energy consumption,
cnu = η tnu + (1 − η) enu, where η ∈ [0, 1] balances delay and
energy. The average cost per slot is Ψn = 1

U

∑U
u=1 c

n
u, and

the average system cost over all N slots is calculated as

Ψ = 1
N

N∑
n=1

Ψn. (14)

III. PROBLEM FORMULATION AND PROPOSED MARL
FRAMEWORK

A. Optimization Problem Formulation
Based on the model introduced above, we formulate the
optimization problem for our edge–cloud continuum. Since
unreasonable offloading strategies may waste computational
resources, we explicitly optimize the offloading ratio and the
target ES. Viewing the offloading ratio ρnu and the destination
δnu as the optimizing variables, c can be considered as a
function of ρnu and δnu , i.e., c

(
ρnu, δ

n
u

)
. Our goal is to keep

the average system cost as low as possible over the whole
episode.

P : min
ρn
u, δ

n
u

c(ρnu, δ
n
u) , (15)

s.t. Eqs. (1), (2), (11), and (13).
The above problem is challenging to solve since it has NP-

hard nature. The main idea is to draw an analogy between the
considered problem and the Generalized Assignment Problem
(Section 15.8.5 in [19]). In essence, it reduces to assigning
M tasks to S servers such that the total load assigned to
each server does not exceed its available capacity while the
objective is minimized.

According to Eq. (14), minimizing c in Eq. (15) is equiv-
alent to minimizing the accumulated per-slot costs across N
slots. Because the cost is inversely related to the reward, P is
aligned with a discrete-time MDP that aims to maximize the
cumulative reward over multiple steps.
B. AWAC-Enhanced PPO-Based MARL Framework
Concerning the heavy burden of collecting all MDs’ states at
every slot and the poor scalability of centralized scheduling,
we adopt a decentralized MARL formulation. To enable dis-
tributed decision-making under dynamic and partially observ-
able network conditions, the proposed offloading framework



is modeled as an MDP, where each MD operates as an
autonomous learning agent interacting with its environment.
Traditional DQN [15] algorithms are limited by their discrete
action representation and are not suited for continuous control
in resource allocation and task offloading. Accordingly, we
adopt an AWAC-enhanced PPO-based MARL approach to
learn adaptive policies that minimize the long-term system cost
[20].

Following the standard definition of MDP [6] (S,A,P,R),
each agent observes its local state snu ∈ S at slot n, selects
an action anu ∈ A through its policy πu(a

n
u | snu), and

receives an instantaneous reward rnu . The transition probability
P(sn+1 | sn, an) captures the temporal evolution of network
dynamics, including channel variations, queue status, and
energy availability. Under CTDE, a centralized critic estimates
the state-value function V (snu), while each actor executes
decisions using only local observations. The clipped advantage
is defined as

An
u = clip(Rn

u − V (snu),−c, c), (16)

where Rn
u denotes the empirical return of agent u at slot n,

and c is a clipping threshold introduced for numerical stability.
To prioritize high-quality actions, an exponential advantage
weight is introduced as

wn
u = exp(An

u/τ), wn
u ← min(wn

u , wmax), (17)

where τ controls the weighting sharpness and wmax limits
excessively large updates. The actor is then optimized using
the weighted PPO clipped surrogate objective

LAW-PPO = Eu,n

[
wn

u min
(
rnu(θ)Â

n
u, clip(r

n
u(θ), 1− ϵ, 1 + ϵ) Ân

u

)]
(18)

where

rnu(θ) =
πθ(a

n
u | snu)

πθold(a
n
u | snu)

. (19)

The total training objective is given by

Ltotal = LAW-PPO + c1Lvalue − c2H[πθ], (20)

where Lvalue is the value loss and H[πθ] is the entropy
regularization term. This formulation combines PPO’s stable
policy updates with AWAC-style advantage weighting, thereby
improving learning efficiency and convergence under dynamic
edge–cloud conditions. The reward plays a crucial role in
stabilizing the learning process and aligning individual behav-
iors toward the global objective. In this work, the episodic
reward of each agent is defined as an inverse cost function
that combines local performance with a lightweight global
cooperative component. For each agent u, the episodic reward
is

ru =


1

c̄u
+ λteam

1

c̄global
, if (Vt = 0, Ve = 0),

−
(
βtVt + βeVe

)
+ λteam

1

c̄global
, otherwise.

(21)
where c̄u is the average cost of the agent’s episode, c̄global is the
mean cost for all agents, and Vt, Ve denote cumulative delay
and energy budget violations, respectively. The coefficients

TABLE I
MEC EXPERIMENT PARAMETERS.

Parameter Description Value

S Number of ESs 5
A Area size 0.5× 0.5 km2

B System bandwidth 1 MHz
σ2 White Gaussian noise power −100 dBm
Ptx MD transmit power 0.1 W
fmax
u MD CPU [0.6, 1] GHz
fs ES CPU frequency [4, 8] GHz
Dmax Maximum task delay [0.6, 1] s
Ln
u Task input size [0.8, 1.2] MB

C CPU cycles/bit 1000
∆ Slot length 1 s
N Number of slots 10
ξ Energy efficiency coefficient 10−27

βt, βe > 0 and λteam ≥ 0 balance penalties and cooperation.
A positive local reward is granted only when the episode has
no violations, while any violation yields a negative penalty
proportional to the degree of constraint violation. The global
cooperative term λteam/c̄global is included in both cases to
provide a shared convergence signal and promote system-wide
coordination.

Through iterative interaction with the environment, each
agent updates its policy using the proposed AWAC-enhanced
PPO-based actor-critic framework. The centralized critic es-
timates state values and provides advantage-guided learning
signals, while the actor is optimized using a weighted PPO
clipped objective. In this way, the agents collectively minimize
the long-term system cost and achieve stable and cooperative
convergence in distributed operation.

IV. PERFORMANCE EVALUATION

We consider an edge–cloud continuum deployed over a 0.5×
0.5 km2 area, where 10 ∼ 15 MDs are distributed per
MEC node. The trajectories of the MDs are generated by
a random walk mobility model across multiple MEC nodes.
Each MD is associated with a computation–intensive and
latency–sensitive task that is partially offloaded to a target
MEC server for execution. For task Jn

u , the input data size
Ln
u is sampled uniformly from U(0.8, 1.2) MB. The required

CPU cycles per bit are set to s = 1000 cycles/bit. The system
bandwidth is set to B = 1 MHz. The receiver noise power
is σ2 = −100 dBm [21], and the MD uplink transmit power
is Ptx = 0.1 W. Each MD has a maximum CPU frequency
fu ∈ [0.6, 1] GHz. The required MEC edge servers are
equipped with CPUs of fs ∈ [4, 8] GHz. Unless otherwise
stated, the maximum tolerable task delay is Dmax ∈ [0.6, 1] s.
The numerical simulation of the MEC system is implemented
in Python, and the primary simulation parameters are listed
in Table I. For the proposed AWAC-enhanced PPO-based
offloading framework, the discount factor is set to γ = 0.99.
We use a replay buffer of size 20,000 and a mini-batch size
of 256 for training, following the implementation settings
in [20]. For comparison, we conduct numerical experiments



and evaluate the proposed algorithm against four baseline
approaches:

• Local-Only: In each time slot n, every MD executes the
entire task locally (no offloading).

• Offload-Only: In each time slot n, every MD offloads
the entire task to its nearest ES for remote execution.

• MA-DQN: A multi-agent DQN [15] baseline with a
discrete action space, in which the offloading levels are
quantized as ρnu = {0, 0.1, . . . , 1.0}.

• MADDPG: A MADDPG-based continuous action
method, where each agent jointly learns the offloading
ratio ρnu ∈ [0, 1] and the target edge server selection δnu .

We evaluate performance using three metrics: 1) average
energy consumption (AvgEngCon), computed from Eq. (12)
as the per-task sum of local CPU energy for the locally exe-
cuted portion and uplink transmission energy for the offloaded
portion, averaged over all tasks; 2) the average task cost
(AvgCost), defined in Eq. (14) and reported over successful
episodes (i.e., episodes without constraint violations), which
reflects the overall Quality of Service (QoS) of MEC tasks;
and 3) the task success rate (SuccRate), i.e., the fraction
of tasks completed within the deadline during an episode∑

n I
(
tm,Γ
n < tmax | ∀m ∈ m

)
/N where I(·) is the indicator

function, tnu is the realized latency of task Jn
u , and Dmax is

the per task delay bound.

Fig. 2. Cumulative reward over training episodes.

As illustrated in Fig. 2, the reward in our model is formu-
lated as an inverse cost function that combines each agent’s
local performance with a lightweight global cooperative term.
At the beginning of training, the cumulative reward is low
and exhibits oscillations because agents explore and frequently
select invalid or suboptimal actions, resulting in repeated
penalties. As training progresses, the agents start to identify
valid action spaces, reduce constraint violations, and achieve
higher rewards. Consequently, the cumulative reward increases
sharply and then stabilizes, indicating that the policy converges
to a steady and optimal decision strategy.

Fig. 3 illustrates the AvgEngCon trend. As observed, Local-
Only remains high and nearly flat because all computation is
performed locally, whereas Offload-Only stays very low since
only the transmission energy is considered. The MA-DQN
method shows a gradual decline but stabilizes at a relatively
higher level with noticeable oscillations due to its quantized

Fig. 3. Performance comparison of different baseline offloading approaches
with respect to average Energy consumption.

offloading ratios. The MADDPG approach achieves lower av-
erage energy consumption than MA-DQN and converges more
smoothly, benefiting from its continuous action representation.
In contrast, the proposed AWAC-enhanced PPO-based method
exhibits a sharp reduction during the early training stage and
then converges to the lowest and most stable AvgEngCon level,
indicating that it learns more energy-efficient offloading ratios
ρ and edge server selections δ under time-varying network
conditions.

Fig. 4. Performance comparison of different baseline offloading approaches
with respect to average task cost.

As shown in Fig. 4, the performance comparison of the
proposed algorithm in terms of AvgCost. As observed, the
proposed AWAC-enhanced PPO-based method achieves the
lowest average cost, converging rapidly to around 0.35. The
MADDPG approach also performs well and stabilizes at a
lower cost than MA-DQN, but remains noticeably above the
proposed method. The MA-DQN method converges more
slowly and settles at a higher cost value of around 1.25. In con-
trast, the Offload-Only strategy remains around 2.4–2.7, while
the Local-Only method stays near 3.75. Overall, the proposed
method consistently outperforms all compared approaches in
both convergence speed and final AvgCost.

Fig. 5 illustrates the task SuccRate, i.e., the fraction of
tasks completed within the deadline Dmax, which serves as
a reliability indicator for the MEC system. As observed, the
proposed AWAC-enhanced PPO-based method achieves the
highest success rate, reaching nearly 100% after convergence,
which indicates that deadline violations become very rare
during stable operation. Meanwhile, the MADDPG approach



Fig. 5. Performance comparison of different baseline offloading approaches
with respect to Success rate.

also performs strongly and stabilizes at around 82%, while
MA-DQN converges more gradually and settles near 72%.
The Offload-Only strategy remains around 50–55% because
of persistent ES-side congestion, whereas Local-Only stays
near 16–18% under device-CPU bottlenecks. Overall, the
proposed approach delivers the highest reliability and the
fastest stabilization among all compared methods.

V. CONCLUSION AND FUTURE WORK

This paper studied computation offloading in a multi–edge–
cloud continuum, where MDs minimize the average system
cost by jointly optimizing ES selection and the partial of-
floading ratio. To address the nonconvex and time-varying
nature of the problem under partial observability and without
inter-device communication, we developed a decentralized
MARL framework based on an AWAC-enhanced PPO scheme,
which combines PPO’s stable policy updates with AWAC-
style advantage weighting and a shared global reward to
guide agents toward system-wide cost reduction. We detailed
the RL concepts and training pipeline, and analyzed key
hyper-parameters, including the learning rate, discount factor,
and training strategies. Extensive simulations show that the
proposed scheme converges rapidly and achieves a lower
average cost than the compared methods. These results confirm
the effectiveness of stable policy optimization, advantage-
guided learning, and cooperative reward design for partial
offloading in dynamic edge–cloud environments. Future work
will focus on integrating a meta-guided controller to support
scalable multi-agent coordination and adaptive exploration,
with explicit optimization of communication overhead for
large-scale distributed deployments.
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